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Preface 

In the last ten years, rapid progress has been made in 
the development and application of mathematical techniques to business 
decision-making. These techniques are improving the control of opera¬ 
tions and reducing the cost of making routine decisions, as well as provid¬ 
ing managers more information and gaining them more time for long-range 
planning and for solving non-routine problems. 

This book undertakes to describe some of these methods and how 
they may be applied to managerial decisions in the operation of a factory- 
warehouse system. Because they affect all the major business functions, 
these decisions are of consuming interest to line managers and staff spe¬ 
cialists in nearly every department of a business: manufacturing, ware¬ 
housing, sales, and shipping. 

Although the methods reported here were developed in the context 
of a factory supplying a warehouse system, they are applicable to the 
corresponding decision problems in the operation of military and other 
governmental organizations. Moreover, the basic mathematical tools can 
be adapted to use in other fields of business. 

We have organized the book to make it as useful as possible to those 
executives and specialists who share in formulation of policy and administra¬ 
tive decision-making in warehouse and factory management. Company 
executives concerned with broad policy formulation will be particularly in¬ 
terested in the summarization given in Chapter 1, and in the overviews be¬ 
ginning each part and chapter. Some chapters set forth techniques that 
will enable managers and staff to apply the methods on a day-to-day basis. 
Other chapters provide the necessary technical and mathematical analysis 
for those who need a thorough understanding of the methods in order to 
modify and apply them to new problems. 

The book is based primarily on research conducted as part of the 
“Planning and Control of Industrial Operations” project conducted at the 
Graduate School of Industrial Administration, Carnegie Institute of Tech¬ 
nology, Pittsburgh, Pennsylvania. This work was done under contract 
with the Logistics Branch of the Office of Naval Research, Contract Nonr- 
76001, Project Nr 047001. The authors gratefully acknowledge the 
generous support of the Office of Naval Research. The whole industrial 
community owes the O.N.R. a vote of thanks for its farsighted support of 
research on decision problems. 

Many people have participated in this research program, directly 
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and indirectly; academic colleagues, business managers, and graduate 
students. We gratefully acknowledge their indispensable contributions. 
We wish to mention in particular Sigurd L. Andersen, Edward H. Bowman, 
Robert F. Byrne, Frank J. Carr, A. Chames, Thomas R. Cockerline, Wil¬ 
liam W. Copper, James C. Emery, the late Charles R. Fay, Wesley Folsom, 
William S. Gere, Myron J. Gordon, Thomas V. Griffin, Henry J. Hart, 
William A. Hartigan, William J. Hollis, William Holter, Alfred A. Kuehn, 
T. T. Kwo, Toshiro Makibuchi, Takehiko Matsuda, Robert E. McGarrah, 
Sharu S. Rangnekar, the late Clyde E. Roberson, Robert Schlaifer, L. A. 
Schroeder, Ellis F. Slack, Phillips Whidden, and Bayard E. Wynn. We 
wish to thank the Pittsburgh Plate Glass Company, the Westinghouse 
Electric Corporation, and numerous other companies who gave us access 
to data on their production and inventory problems, and who made op¬ 
erating tests of the new methods. Data from actual operations have, of 
course, been disguised to preserve commercial security. 

The contributions of three colleagues require special mention. 
Charles P. Bonini is the author of the paper on which Chapter 11 is based. 
Chapters 13 and 14 are based on papers by Peter R. Winters. We are 
deeply indebted to both of them for permitting us to incorporate their 
work in this volume. The paint company application of Chapter 1 was 
supervised mainly by R. W. Culbertson. 

We are grateful to Mrs. Joan Ajidersen, Mrs. Sandra K. Hanson, 
and Miss Dolores Miller who so competently and forbearingly typed the 

manuscript. 
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PART 

Overview for Managers 

The purpose of this book is to describe how mathematical and 
statistical methods may be used to reduce costs through improved production plan¬ 
ning and inventory control systems. We shall be concerned not only with making 
decisions about aggregate production rates, work force sizes, and shipments over 
time, but also about order quantities, time of ordering, producing, and shipping of 
individual products. 

In Chapter 1 we characterize the problems in this area and describe, in a general 
way, analytical approaches that may be used. In order to show that the methods 
are in fact applicable to live problems in production and distribution management, 
we also present several cases in which these or related approaches have been used. 
Throughout the chapter, we emphasize the role of the executive in the installation 
and effective use of quantitative methods in planning and control systems. 

1 



chapter 1 

Problems, methods, and results 

1-1 The problem 

AT*i, 1- quantitative methods for making decisions. 
hough the mathematical methods themselves are general and can be 

apphed in many different fields, they are presented here only as they are 
relevant to the problems of managing warehouse systems for distributing 
products and factones for manufacturing them. Since no book of this size 
can treat all such problems, we start by enumerating those which will receive 
attention. 

# Distribution warehouse decisions^ 

The manager of a distribution warehouse is concerned with ordering 
products to stock his warehouse so that they will be available when demanded 
by customers. We shall assume that the warehouse manager has relatively 
httle control over the timing of orders; he responds to the orders as they are 
received and tries to anticipate future orders. 

The amount of inventory kept on hand at the warehouse influences such 
costs as obsolescence, insurance, handling, damage, and interest on the invest¬ 
ment. These inventory holding costs can be decreased by holding less 
mventory, but only at an increased risk of exhausting individual product 
inventories and consequent poor service to customers. Not only is there a 
anger that single sales will be lost when the warehouse cannot fill orders 

promptly, but service deficiencies may influence customers to continue to take 
theu- business elsewhere. The critical decision problem here is one of setting 
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a level of inventory that will give adequate customer service without excessive 
inventory holding costs. 

Inventories cannot be adjusted instantly. A manager must place orders 
well in advance of the time when he will receive shipment. He has no 
alternative but to forecast the orders that will be received during this lead 
time and to reflect the forecast in his orders. Such forecasts are never perfect. 

To complicate the matter further, the level of inventories depends on the 
quantity ordered. In general terms, the larger the shipment the larger the 
average inventory level and the higher the inventory holding costs. Shipping 
costs can be decreased by ordering full truckloads or carloads, but price 
discounts for large purchases must be weighed against the increased inventory 
that results from such purchases. 

Complication arises when each shipment includes several different products. 
When the inventory is low for some products but high for others in common 
shipments, the warehouse manager must decide whether to continue with 
low inventories of some items or to order a shipment that will increase the 
inventory of ail of the products. 

All of these decisions must also take into account outside considerations 
such as working capital needs, and, where the warehouse is supplied by the 
company’s factory, the requirement of maintaining an orderly pattern of 
production and distribution. 

• Factory warehouse decisions. 

The manager of a factory warehouse faces similar decision problems, but 
with a few significant differences. If the factory warehouse supplies distribu¬ 
tion warehouses, all under common ownership, factory failure to make a 
shipment promptly in response to an order may cause a distribution ware¬ 
house to lose sales, or may force a costly cross-shipment from another 
distribution warehouse. Here, too, the costs for each product of holding 
inventory must be balanced against the costs of having too little inventory 
and suffering stockouts. But operations of the factory warehouse must be 
coordinated not only with distribution warehouse operations but with manu¬ 
facturing as well. 

• Factory production and employment decisions. 

When the total orders received by the factory fluctuate widely, a choice 
must be made between fluctuations in production and factory inventory 
levels. Wide swings in inventories may require rental of additional storage 
space when inventories are high, and cause stockouts when they are low. 
Wide swings in production require either overtime when production is high 
and idle time when production is low, or hiring when production is increased 
and layoffs or transfers when production is decreased. This choice occurs 



PROBLEMS, METHODS, AND RESULTS 5 

both when fluctuation is forecastable (as in the case of predictable seasonal 
shifts in orders) and when the fluctuations are unanticipated. Production 
decisions for the factory become strongly interrelated with inventory control 
decisions for the factory warehouse. At this point, production and inventory 
control are inseparable; if production is controlled, inventory is determined, 
and vice versa. 

Such decisions rest on complex interacting costs: which is more expensive— 
overtime, holding large inventories, idle time, run-outs, or hiring and layoffs ? 

Other complexities can be mentioned. When production machines switch 
from one product to another they may need extensive readjustments. Such 
set-ups decrease the man and machine time available for production runs. 
To keep set-up costs low, long production runs of individual products are 
desirable, but long production runs increase inventories, and bring about 
other indirect consequences for production. 

To illustrate, let us suppose there is a sudden increase in the demand on a 
factory producing several items. The higher sales rate justifies long pro¬ 
duction runs of individual items, but if these runs are instituted, the items 
that are not being produced become subject to stockouts, especially since 
the increase in sales reduces total inventories. If, to prevent such stockouts 
on individual products, a great many small lots are produced, then the 
machine time consumed by set-ups will reduce total production unless over¬ 
time is increased. 

• Purchasing decisions. 

There are decisions to be made on procurement of raw materials and parts 
used in manufacturing. Placing orders to keep supplies adequate but not 
excessive involves decision problems similar to those noted for warehousing 
policies. Although we shall be primarily concerned with planning production 
and finished-goods inventories, we do consider the coupling of the pur¬ 
chasing function with manufacturing and the similarities of purchasing 
decisions with the other types of inventory decisions. 

® The problem of administering decisions. 

Many planning decisions, taken singly, are of no great importance to a 
company. It is unprofitable to spend much time or talent in deciding, for 
example, whether a ^ grease cap, Item No. 7842356, is to be produced this 
week or next. This is not a question likely to come to the attention of a 
responsible executive. A small warehouse may number its stock items in the 
thousands, while a large factory warehouse may stock tens or hundreds of 
thousands of products. Small decisions are necessarily made by clerks in a 
routine manner. However, when individually minor decisions are aggregated, 
the big and important decisions have largely already been made. It is difficult 
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for a plant manager to control in detail the production of many products 

about which he can have only limited knowledge. But in the aggregate these 

detailed decisions largely determine the over-all level of production, overtime, 

and even work force. If the manager interferes with the detailed decisions 

to gain control of aggregate production, he may turn loose a hornet’s nest of 

difficulties. From the plant or warehouse manager’s desk it is not always 

possible to distinguish trivial from crucial detail. 

As the foregoing discussion makes apparent, forecasts of factors beyond the 

decision maker’s control are needed. How much effort should be devoted 

to forecasting? Should a clerk look into the stock bin and guess how long its 

contents will last, or should a statistician be hired? The timing of decisions 

has important consequences. How quickly and how often should they be 

made? Delays in transmitting information and in processing documents 

increase lead times. 

How important are lead times to successful performance of the decision 

system? While no claim can be made that all of the problems mentioned 

above are treated definitively in this book, the general problem area with 

which we are concerned should be clear. Briefly, we are concerned with 

(1) decisions on aggregate production, aggregate work force, and aggregate 

shipments, and (2) decisions on order quantities and time of ordering, 

producing and shipping of individual items. We consider the several com¬ 

ponents of cost and the methods for estimating them, and investigate the 

problem of making forecasts and coping with forecast errors. We present 

rigorous analyses of many of these problems, including the problems of 

interacting decisions. The treatment of system-design problems is suggestive, 

however, rather than complete. Much creative work remains to be done on 

both the research and on the application sides. 

1-2 Quantitative analysis for decision-making 

The growth and profitability of most business firms is ample 

evidence that the decision-making problems described above are somehow 

being solved. The aim of this book is to show how to improve decision¬ 

making performance. 

It has been suggested that industrial decision-making goes through three 

stages as individual business firms develop, and as the art and science of 

industrial operations advances. In the first stage, decisions are made on an 

individual basis as need arises, with judgmental weight given to the factors 

that seem important at the moment. Such judgmental decision-making can 

be very effective when done by skilled managers of relatively small operations. 

As the size and complexity of operations increase, however, such sporadic 

decisions become less effective and systematic decision-making procedures 

are established. In this second stage, a formalized system makes sure that 
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decisions are made and that certain important data are at least considered. 
The existence of a systematic procedure provides some control over lower 
levels in the organization. Common sense rules-of-thumb are resorted to at 
this stage as means of routinizing decision-making; the rule of carrying three 
months inventory is one example. No analysis indicates that three is better 
than two or four, or shows that the same rule should be used for all products 
The only claim for it is that the rule is “reasonable.” 

In the third stage efforts are made to improve decision systems in order to 
achieve “better” and ultimately “best” decisions. The decision methods 
presented in this book are offered as one approach to the achievement of 
optimal decision-making, finding the best decision within a given decision 
framework. 

® Difficulties in decision-making. 

Before proposing new methods it will be useful to review some of the 
difficulties one encounters with the decision-making methods in current use. 
As our society has become more and more highly industrialized the variety of 
products produced by single firms has multiplied rapidly. Furthermore, 
there has been a tendency for each item to become more complex in design, 
in production, and in the number of raw materials used to make it. Custo¬ 
mers require delivery more promptly. As a result, not only must more 
decisions be made, but they must be made faster. As production processes 
have become more complex, more relationships must be considered. 

Managers can, with years of experience, learn to cope with difficult 
decision problems, but trial-and-error learning is expensive, since errors 
impinge on actual operations. Unhappily, much of what is learned camot 
be readily communicated to a successor without passing him through the 
same experience. 

The complexity of industrial operations, the cost of errors, and limitations 
on time combine to make difficult the task of the decision maker, who in 
effect IS asked to solve problems in his head. Decision-making performance 
by today’s methods leaves room for improvement in the quality of the 
decisions and for reduction in the costs of decision-making 

Many decision problems have long been acknowledged as “too big to 
handle. This has been reflected in the design of organizations that cut large 
complex functions into small specialized functions, and assign them to 
independent departments. When the large problems are reduced in size, 
their individual pieces can be handled by methods currently available. 
Unfortunately, many of the interactions among the parts of the problem are 
thereby lost from view.^ 

ino W. Forrester’s “Industrial Dynamics—Understand- 
mg the Forces Causing Industrial Fluctuation, Growth, Stability, and Decline.” Howard 
.Biwi/iejj iJeciew, July-August, 1958. 
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The interactions among decisions made in different departments frequently 
cannot be handled adequately, for two reasons. First, each department 
pursues its own objectives regardless of conflicts with other departments. 
For example, conflicts between the sales department and the production 
department can be found in almost every company—the sales office would 
like instant deliveries from the factory, and the factory would like long lead 
times in order to attain economical production. Too, communication 
between departments is more difficult than it is within departments. In¬ 
formation generated in one department that is of crucial importance to 
another often fails to cross the boundary, between them. Although difficulties 
arising from departmentalizing operations have long been recognized, this is 
the only currently available technique for solving large and complex inter¬ 
acting decision problems well enough to get the jobs done at all—given our 
present decision-making methods. 

• Decision-making objectives. 

Before considering alternative decision-making methods it will be helpful 
to consider what an ideal solution to these problems would be like. First, 
management wants good decisions—the goal is to select those that are less 
costly and have the more desirable outcomes. Second, since making decisions 
takes time, talent and money, we do not seek the very best decision without 
some regard to the cost of research. Rather, management wants decision¬ 
making methods that are easy and inexpensive to operate. Third, it would 
be desirable, if the techniques were available, to handle large and complex 
problems more nearly as wholes, in order to avoid the difficulties that occur 
when problems are treated piecemeal. Fourth, it is certainly advantageous 
to use fully the knowledge and experience available within the firm. Inti¬ 
mate knowledge of the decision problem is indispensable to improvement in 
decision-making methods. 

Since executive time is expensive, these requirements suggest the desira¬ 
bility of routinizing decisions. If possible, we would like to mass-produce 
decisions with a minimum of attention required from high-level executives. 
On the other hand, the manager must not lose control of the operation for 
which he is responsible. Provision for surveillance by the manager should 
be built into the decision system in such a way that the manager is con¬ 
tinually aware of performance, so that when his intervention is needed his 
attention will be drawn to the situation. 

• Quantitative decision methods. 

The analysis developed in this book falls within the field of inquiry called 
management science. Its beginnings are difficult to date precisely, but are 
certainly quite recent. The earliest quantitative analysis of inventory 
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decisions was work on optimum lot sizes, done in the 1920’s. This was 
followed, a decade later, by work on buffer inventories. These analyses had 
a number of industrial applications, but did not stimulate further theoretical 
work. 

After the Second World War, a reorientation of statistical theory in terms 
of decision-making, the wartime success of operations research, the avail¬ 
ability of new mathematical tools such as linear programming, and an 
awakened interest in applying scientific knowledge to business operations all 
invited new attention to the need for quantitative analysis of decision 
problems. 

The name management science ” is explained and justified by the method¬ 
ology it holds in common with other sciences, a methodology having two 
central features: model building, and empirical verification or control. An 
essential part of any scientific inquiry is the formulation of a model or theory 
of the portion of the physical or social world that the inquiry seeks to under¬ 
stand or explain. Model building typically involves drastic simplification to 
omit irrelevant detail. A model is a set of hypotheses stating rigorously— 
and usually quantitatively—what variables are essential to understand the 
phenomena under investigation, and how they are interrelated. Logical and 
mathematical tools are used to deduce testable consequences from the 
model statements, for example, that if one variable is changed in some 
specified way, certain other variables will change in specified ways. The 
model is tested by checking these inferred relations with observed facts. If 
they check, we accept the model as useful; if they don’t, we reject the model 
or try to modify it to fit the data. 

Management science uses such a methodology. We build a simplified 
model usually mathematical—of the decision problem we wish to solve. We 
draw inferences from the model in the form of rules for making the best 
decisions. We test whether the decision rules recommended by the analysis 
do or don’t perform better than the methods that had been used previously- 
basing the test on the criteria of performance regarded as valid in the 
situation: reduction in costs, increase in profits, increase in output, improved 
personnel relations, or what have you. The model stands or falls on the 
quality of the decisions it recommends. In this respect, management science 
is an applied science rather than a pure science for its aim is to discover and 
put to use effective patterns of managerial behavior, rather than only add to 
knowledge. 

Let us amplify this brief statement by describing in somewhat greater 
detail the basic steps that are typically involved in a specific application. For 
convenience, we distinguish six steps, although the boundary lines are some¬ 
what arbitrary. Although these six steps are presented in sequence, their 
performance will often overlap in time, and they will not necessarily be 
carried out in this order. 
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First: An intensive study of a specific decision-making problem is usually 
the starting point in constructing the model. For this work the man who 
knows the business is absolutely indispensable. The consequences of actions 
have to be explored in terms of cost, relation to the company’s objectives, and 
other important aspects of performance. The pressures and constraints that 
bear on decisions need to be identified. Some important variables usually 
will be beyond the control of the decision maker, and the possible disturbances 
from such variables must be estimated. Sources of information and their 
reliabilities need to be studied, and the relations between the decision under 
consideration and other decisions explored. Where there are strong inter¬ 
actions, the scope of the analysis may have to be extended to include other 
decisions. 

The study can be quite thorough since it will not have to be repeated often. 
Its objective is to describe the decision problem factually without undue 
coloring from the way it has been handled in the past. Since the existing 
way of doing things partly determines what data are available, and how the 
problem is viewed, it is important to bring new people with fresh points of 
view into the situation. This is a reason for involving men other than those 
who already have spent years struggling with the problem, but not a reason 
to turn the job over exclusively to people whose prime claim is that they do 
not know anything about the business. 

Second: Once we know what the decision problem is, we try to express it 
in the compact and efficient language of mathematics. In the model we 
build, we use mathematical symbols as a language for stating the objectives 
to be pursued, the alternatives from which a choice must be made, the 
restrictions and relations that govern the choice, and the relations between 
this choice and other decisions. Constructing the model may appear to 
many industrial people to be translating the known and famihar into a 
foreign language where even obvious things cannot easily be understood. 
The quantification of the decision problem forces us to look critically at 
variables and relationships that previously may have been treated in a slipshod 
manner. This precise language helps us to be clear, exphcit, and exact. In 
the second place, the mathematical model may be manipulated to obtain a 
solution of the decision problem. In the third place, mathematics is at 
present the most natural language in which to communicate with an electronic 
computer. We shall see later that this is an important by-product of 
mathematical model building. 

Mathematical analysis is also applicable, in the form of probability theory, 
to situations in which there is great uncertainty and indefiniteness. In¬ 
tangibles such as morale can often be quantified and treated mathematically 
as readily as can such tangibles as out-of-pocket costs. 
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hird: The decision problem must be considered in relation to other 
decisions that are outside the formal model. No matter how powerful our 
decision methods, we can never solve the whole decision problem in a way 
that takes into account every relevant factor. Where shall we draw the lines 
that separate one decision problem from others ? The problem is similar to 
t at of assigning functions to departments, but the boundaries of decision 
problems should be drawn independently of existing departmental lines if 
best results are to be gained by the new methods. In setting up the decision 
framework we decide which interrelations we shall consider and which we 
shall not; which decisions we shall include in the analysis, which we shall not. 

Fourth: The foregoing steps, if successful, produce a well-defined mathe¬ 
matical problem that can be solved to obtain an optimum decision. We may 
also discover at this stage that the mathematical problem we have posed has 
no known solution. This indicates either an additional problem for research 
or a clumsy formulation of the original problem. In either case the mathe¬ 
matics may reveal the root of the difficulty and indicate a course of action. 

Often a single mathematical solution applies to a large class of decision 
problems. For example, reorder points for all products in a warehouse may 
be obtained without having to resolve the problem repeatedly—one solution 
suffices. It may be feasible to study relatively unimportant problems to 
obtain good solutions of wide applicability; had each problem to be treated 
individually, no such expenditure of time and effort could be justified. 

Fifth: When the mathematical solution has been obtained, we test it. 

Simplification of assumptions may have unforeseen consequences that upset 
the \vhole analysis. The mathematics is checked and (preferably) before the 
solution is actually applied, empirical tests are made to see if the system 
actually performs as expected, and whether it will represent a genuine 
improvement. 

Sixth: Once the mathematical solution has been tested, day-to-day 
decisions can be made by means of relatively simple adjustment computa¬ 
tions. Occasionally more extensive computations may be required, but these 
may be of a strictly routine nature, performable by clerks or machines and 
not requiring management’s time. 

The real payoff arises from the fact that such intensive work is not required 
continuously but, once performed, will be with but the simplest adjustments 
valid for an extended period. If the results of the decision analysis are 
applied to enough different decisions and over a sufficient length of time, 
Aere can be important savings. Alternatively, if a single decision is 
important, the improvement in decision performance may itself justify the 
effort expended upon it. 
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Quantitative decision methods, at least with our present state of knowledge, 
cannot be recommended for indiscriminate application to every industrial 
decision problem. These methods are not panaceas—^they are tools. Like all 
tools their usefulness depends on one’s knowing when and where to employ 
them. On the other hand, it is not generally necessary for the manager 
himself to know how to construct these tools—or even, in detail, how to 
operate them—in order to use them effectively. 

# Electronic computers and decision-making. 

The usefulness of electronic computers is so great for each of the foregoing 
steps of quantitative analysis that it deserves special mention. Managerial 
use of computers has been primarily for routine processing of information. 
To a more limited extent computers are being used for decision-making, as 
well, but their potential has not yet been fully realized. Computers can 
process information and make decisions in an integrated operation, but they 
remain dependent on the data and instructions given them. The combination 
of mathematical methods and electronic computers has a tremendous 
potential for making large numbers of good decisions rapidly and in¬ 
expensively. Computers can often repay their costs just in processing 
information, but really important savings await the day when computers 
help managements to run their companies. However, there should be no 
fear that an electronic computer is essential for the application of quantitative 
decision methods. A pencil and the back of an envelope will often handle 
all the computation that is necessary. 

# Quadratic cost functions and linear decision rules. 

We wish to have a mathematical form for describing costs and other 
relations found in a factory or warehouse. Although it should be simple 
and easy to handle, it must be flexible enough to give adequate approxi¬ 
mations to a wide variety of situations. Finally, we would like to obtain 
decision rules as easy to use as are simple rules-of-thumb, calculating the 
actual decisions by substituting numerical data in a formula. The substitu¬ 
tion of the data from a particular situation in the rule would yield the optimal 
decision for the problem. 

We have used a mathematical decision structure (technically, a quadratic 
criterion function with linear side relationships) that fits these objectives and 
permits us to draw on a large body of mathematical and statistical theory 
(linear difference equations, Taylor series, Lagrange multipliers, and proba¬ 
bility theory). In general, this structure works best where cost and other 
relations are fairly smooth and continuous. Alternative methods (some are 
discussed in Chapter 20) can, in effect, introduce barriers (inequality con¬ 
straints) that avoid catastrophic or inadmissible decisions such as 25-hour 
days and negative production. 
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• A professional challenge. 

In describing the theory we have avoided using the term operations 
research, because this name suggests to many industrial people the 
hiring of an outside expert to solve the problems. Actually, the problems 
of production, inventories, and work force considered in this book are too 
close to operating management to be left solely in the hands of others. 
There is a great challenge, as we see it, for operating people to prepare 
themselves to make use of these methods, and for managers to prepare them¬ 
selves to control and direct them. While much of the doing necessarily will 
be left to specialists familiar with decision problems and the mathematical 
methods in detail, it is increasingly important that industrial managers have 
a general understanding of this new approach. 

I -3 Advantages and disadvantages of quantitative decision-making 

In order to suggest to managers points where these methods should 
and should not be used, we will indicate some of the disadvantages and 
advantages of quantitative decision analyses. The most important advantage 
can be the improvement of decision performance through lowered costs, 
increased profits, improved service, and other intangibles. At the same 
time, costs of decision-making may be reduced, although these savings are 
usually of secondary importance. Quantitative decision models are neces¬ 
sarily somewhat less flexible than a manager using judgmental analysis. If 
a new consideration suddenly becomes important, the manager can simply 
take it into account in a rough-and-ready fashion. Of course, a new factor 
can always be added to a decision model, but this may take some time. 

And some factors always will be omitted from quantitative decision analysis 
—as indeed they frequently are from judgmental analysis. This disadvantage 
IS somewhat offset by the fact that the judgmental decision maker can easily 
be over-impressed by novel developments and neglect to give sufficient weight 
to factors that are not currently demanding his attention. Because the 
quantitative decision analysis usually takes many factors into account, it is 
not subject to such erratic responses. 

One way to combine judgment with quantitative analyses is to allow 
adjustments to be made in calculated decisions on the basis of current 
developments that are not incorporated in the decision model. In order to 
do this sensibly, the manager should understand, at least in general terms, 
how the quantitative decision model operates. The decision system initially 
may appear to be complex, remote, and foreign to the manager because he has 
difficulty m understanding its operation. The complexity of the system as 
such is more apt to cause the difficulty than a particular mathematical form 
of It. When decision problems are subdivided into fairly small specialized 
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functions there is little difficulty in understanding the component decisions. 
When large interacting decision systems are designed, in which one decision 
has many and far-reaching implications for other parts of the system, the 
manager may feel less sure of himself in adjusting the calculated decision, 
because he cannot readily estimate the repercussions of his actions. 

A solution to this difficulty may be found in giving broader training and 
experience even at low levels in the organization. By participating in the 
quantitative analysis, operating personnel obtain a clearer understanding of 
the objectives of the organization, the organizational structure, the assign¬ 
ment of functional responsibilities, their own functional roles, and the 
problems that need to be solved. 

Similarly, management achieves better control over the organization 
because the functions of its parts are more clearly defined. Problems that 
arise are detected sooner, understood more clearly, and solved more easily in 
the presence of a systematic decision framework. When problems of first 
importance have been solved, second-order problems tend to emerge. When 
these have been handled, third-order problems appear. Because one 
decision analysis lays the groundwork for subsequent ones, improvements in 
decision performance can ultimately be obtained that could never be realized 
in a single step. The complexities are too great to treat all problems at once; 
one reason why crude approximations of details can be tolerated. If 
significant deficiencies arise from such approximations, they can be eliminated 
later when more is known about the problem and feasible solutions of it. 
It is utopian to expect from the outset a perfect decision model that will 
provide for all eventualities. 

The cost of installing and administering quantitative decision methods is 
usually high. More information is required and more analysis and com¬ 
putation are performed on the data than is characteristic of older methods. 
Cost increases may be more apparent than real, however; a centralization of 
clerical effort, for example, may give a misleading appearance of increased 
costs. Systematic quantitative analysis reduces the need for special con¬ 
sideration and treatment by management of exceptional cases; more decisions 
can be handled on a routine basis; a coordinated decision-making system 
reduces the need for coordinating conferences that often consume large 
amounts of executive time. 

While mathematical methods offer to management the possibility of taking 
account of great complexity in a routine manner, there is some danger that 
management will default on its responsibilities by relying too heavily on its 
new tools. The introduction, monitoring, control and revision of decision 
methods and decisions must continue to be management responsibilities. 

Communications between departments with conflicts of interests may be 
improved by decision systems that cut across the functions of individual 
departments in order to take account of the total relations among decisions; 
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for example, the methods presented in this book can help to resolve the 
characteristic conflicts among the sales, distribution, and production func¬ 
tions. 

Any changes in ways of doing things carry threats for the people involved. 
Quantitative decision methods and electronic computers are no exception. 
Almost for the first time managers are experiencing the fear of technological 
unemployment that hourly workers have known for over a century. Since 
change is a price of progress, the real question is how the methods can best 
be used with a minimum of threat and disruption. 

The glamor and mystery surrounding both mathematics and computers 
can facilitate change because the people involved often feel that they are 
participating in a forward step. On the other hand, there is a danger that 
second-rate work will be accepted simply because it comes highly touted and 
wapped in an unfamiliar package that makes evaluation of it difficult. 
These are problems that the techniques described in this book have in 
common with all proposals for technological change and progress. 

Results obtained in applications 

The acid test of any approach to decision-making is how well it 
works in actual practice. For this reason we have gathered, and report 
here, the results of applications of the methods presented in this book. 
Because these methods are new to industrial practice, only a limited number 
of tests have been carried out. Even the tests that have been conducted 
unavoidably pose some problems of interpretation. Short of having a con¬ 
trolled experiment in which two identical factories operate with different 
decision systems we always face such problems. It is difficult to conclude 
whether differences in operating performances observed at different times 
reflect changes in decision methods or in other conditions. Company 
concern for security also makes it difiicult to secure the release of test results. 
A new method demonstrated to work well for one company is not conclusive 
proof that it will work well for another company in a different situation. For 
all of these reasons operating results are tentative and extreme claims are 
to be avoided. 

Applications are reported in a paint company, manufacturer of electrical 
products, a company in a process industry, and a manufacturer of cooking 
utensils. Application studies are reported for a fiber company and an ice 
cream company. 

® A paint company» 

At an early stage in our research program a large company gave us the 
opportunity to work on live decision problems by providing us access to the 
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operations of one of its divisions. The cooperation of this company is 

responsible in no small part for the results we have obtained. 

Background: The effort to carry sufficient inventory of each product at 

warehouses and retail stores had built up total inventories that seemed 

excessively large. Nevertheless, demand runs on individual products resulted 

in stockouts, lost sales, and extreme demands on factory production during 

the peak sales season. One technique for coping with this situation was use 

of several types of priority orders on the factory, in addition to normal 

replenishment orders. There was some interest in the company in the 

possibility of ameliorating the situation by centralizing information on stocks 

and sales at all levels, with the probable exception of information from 

independent retailers. That such a policy might pay off was indicated by 

the fact that an informal and partial system of this sort was said to have 

worked quite well. 

The company was also interested in stabilizing production throughout the 

year. It was felt that employees tended to reduce their efforts in the off 

season in an attempt to spread out the work. A policy of smooth production 

would possibly remove fear of seasonal layoffs and improve efficiency. It 

might also reduce the premium costs associated with overtime payments 

during the peak season. However, stabilized production would lead to 

higher inventory costs because of wide seasonal fluctuations in sales. 

The factory management wanted to schedule economical production runs 

of each product without excessively large inventories at the factory warehouse. 

The factory problem was further complicated by emergency orders from the 

warehouses, which required prompt filling to keep customers satisfied and to 

minimize lost sales. 

Research on quantitative decision analysis: The research team under¬ 

took to study the factory decisions, the warehouse decisions, and factory- 

warehouse joint decisions. We studied the structure of the decision 

problems including goals, costs, relationships, forecasts, and the decisions to 

be made. When those were expressed in mathematical form we faced some 

unsolved analytical problems that called for research. Our objective was to 

obtain simple mathematical decision rules that could be easily used to make 

decisions that would be the best or close to the best in terms of management’s 

objectives. 

Simulation test of rules for aggregate production and work force: 

Initially we made an analysis of the aggregate decisions at the factory. We 

formulated a mathematical model that took into account the costs of the 

regular payroll, overtime, finished goods inventory at the factory warehouse, 

back orders, hiring, and layoffs. By solving the mathematical problem we 

obtained simple decision rules (or formulas) that indicated for any planning 
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period the production and size of the work force that would yield the lowest 
costs, taking into account the current inventory position, the number of 
employees and the forecasts of future demands on the factory. (These 
particular cost functions and decision rules are used as examples in 
Chapters 2, 3, and 4.) 

The production and work force decisions that the paint company had 
made over a six-year period were analyzed in detail. With this knowledge of 
the decision problems that had confronted the paint factory, the decision 
rules were applied, after the fact, to simulate what would have occurred if 
the new rules had been used during this period. 

To calculate this hypothetical performance, there was needed for each 
planning period a set of forecasts of future orders (in order to calculate the 
corresponding employment and production decisions for that point in time). 
Since no explicit forecasts had been recorded by the company, we could not 
operate with the same forecast information that had been available to the 
factory management when their decisions were made. As a substitute, two 
different sets of forecasts were computed which, in terms of accuracy, would 
probably bracket the forecasts that had been available to the company. The 
first set of forecasts are the data on actual orders. Such a perfect forecast 
depends of course on hindsight, and hence could not actually be used in 
planning for the future. However, the perfect forecast establishes the upper 
limit to the improvement that could be obtained by a good decision rule. 
The second set of forecasts was simply a moving average of past orders. 
The total of orders for the coming year was forecasted to be equal to 
the orders that had been received in the year just past. This moving 
average forecast was then converted to a monthly basis by applying a known 
seasonal adjustment. We now had a basis for a three-way comparison 
of decision performance: (1) the actual performance of the factory, (2) the 
performance of the optimal decision rule with perfect forecasts, and (3) 
the performance of the optimal decision rule with moving average forecasts 
which set a lower limit to that forecasting accuracy likely to be attained in 
practice. 

The extreme variability of the orders received by the paint factory is shown 
in Fig. 1-1. Depressed business conditions are clearly reflected in the first 
year. The effects of inventory speculation by distributors and dealers is 
shown in the later high orders and rapid decline of orders thereafter, co¬ 
incident with eased tensions. Hence, the time covered by this study includes 
a period of extreme order fluctuations as well as a period of more moderate 
fluctuations. The severity of the fluctuations gives some assurance that the 
decision rules will be subjected to a severe test. Although it is not quickly 
to be seen, there is a significant seasonal pattern in orders. 

Figure 1-2 shows that the actual production fluctuations of the factory 
were considerably sharper on a month-to-month basis than those called for 
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by the decision rule with either moving average or perfect forecasts.^ With a 
perfect forecast the decision rule avoids almost completely sharp month-to- 
month fluctuations in production, but responds to fluctuations of orders that 
persist over several months. 

The decisions scheduling the size of the work force are shown in Fig. 1-3. 
Again, the decision rule proposes smoother changes and avoids sharp 
month-to-month fluctuations in work force. The fluctuations in work force 
with the perfect forecast, while substantial in size, are actually occasioned by 
the severity of order fluctuations and the desire to avoid costly accumulations 

Fig. l-l. Incoming orders. 

of inventory and back orders. The additional work force fluctuations that 
are observed under the moving average forecast are attributable to forecast 
errors. For example, an erroneous forecast of high sales yields the decision 
rule to build up the work force. The combination of low sales and large 
work force causes an accumulation of inventories which, in turn, necessitates 
a reduction in the work force to reduce inventory to the optimal level. The 

2 For the factory no adjustment was made for the fact that the number of working days 
varies somewhat from month to month. This accounts for a small part of the production 
variability. 
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differences shown in Fig. 1-3 between work-force fluctuations under the 
perfect forecast and under the moving average forecast, using the same 
decision rule in both cases, illustrate the importance of accurate forecasts to 
the stability of employment. 

The perfect forecast foresaw the increased orders and increased the size 
of the work force sharply in the second year. Using the moving average 
forecasts, the decision rule increased the work force about six months later. 
While the factory actually started its employment buildup as early as the 
decision rule did, using perfect forecasts, its rate of buildup was considerably 

slower; consequently its peak of employment occurred at the time when, as it 
happened, orders declined sharply. The decision rule using the moving 
average forecast worked tolerably well even under such severe circumstances 
as the outbreak of war. 

Overtime hours are plotted in Fig. 1-4 to compare performance between 
the factory and the decision rule. The inadequacies of the moving average 
forecast appear clearly in the second year, when the sudden increase in 
orders, which was not foreseen by the backward-looking forecast, led to a 
large amount of overtime. 
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Performance in the control of inventory is shown in Figs. 1-5 and 1-6. 
These show separately the two components of net inventory: actual physical 
inventory and back orders. The decision rule operating with the perfect 
forecast displays in Fig. 1-5 the ability to hold inventories quite close to the 
level that gives the lowest cost of inventory-holding and back orders. 
Deviations from this optimal level do occur, but they are not of large 
amplitude. 

In contrast, the decision rule operating with the moving average forecast 

allowed inventories to fall substantially during the sudden increase in sales, 
and later, when orders declined, inventory rose sharply. However, inventory 
recovered from its low point much earlier under the decision rule than 
the factory actually did. When orders declined sharply in the winter, the 
decision rule using the moving average forecast was able to bring down the 
resulting excess inventories about as quickly as the factory did in fact. 

The penalty that accompanies low inventory appears clearly in the plot 
of back orders in Fig. 1-6. With the moving average forecast, back orders 
rose sharply during the spurt of demand, but these back orders were soon 
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liquidated. For the actual factory performance, back orders did not return 
to their normal level until much later. When high orders are speculative, 
as -was the case during this period, it is difficult to judge how much weight 
should be attached to the poor service to customers evidenced by large back 
orders. The decision rule treated these back orders seriously and responded 
accordingly. 

Cost comparisons: One way to judge decision-making performance is to 
apply the criteria that serve as the basis for the decisions. To the extent 

that minimizing the costs (that appear in the cost function) was the goal of 
the factory management, the comparison between the costs of the factory 
and of the decision rule calculated on this basis is significant. However, 
the production executives were concerned during this six-year period with 
other goals besides minimizing the particular costs that were included in the 
statistical decision analysis. Pursuit of the other goals would undoubtedly 
raise these costs. Hence, performance comparisons based exclusively on the 
types of costs that are included in the cost function do not tell quite the whole 
story. 

Because reconstructing a history of factory operations for six years is itself 
a substantial research job—involving in this case the allocation of costs 
between paint and other products, the indirect calculation of certain in¬ 
formation that had never been recorded, and the estimation of non-accounting 
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costs—the figures that were obtained must be presented with a certain 
tentativeness. The estimates of what the costs would have been if things 
had been done differently are particularly subject to limitations in accuracy. 
In spite of their limitations, the cost differences to be presented are, in our 
opinion, significant. To evaluate the cost performance of the decision rules, 
we used, so far as possible, the exact (non-quadratic) cost structure estimated 
directly from the factory accounting and other data. 

Payroll, overtime, inventory, back-order, hiring and layoff were calculated 
for five years, the longest period for which cost figures were available for a 

Fig. 1-5. Xnvratory at end of month. 

complete three-way comparison. The decision rule, operating with the 
modest forecasting ability of the moving average, gave a cost saving com¬ 
pared to the factory performance of 29 per cent on the average. 

The decision rule with perfect forecasts had lower costs than with 
moving average forecasts, by 10 per cent on the average. Since the same 
decision rule is used with both sets of forecasts, this difference in cost perform¬ 
ance IS entirely attributable to improved forecasting. How much of this 
^vmg could actually have been achieved by substituting more refined 
forecasting methods for the moving average, we do not know. Obviously, 
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perfect forecasts are unattainable. However, the data suggest that the 
expenditure of some thousands of dollars for improved forecasts would more 
than pay for itself in decreased production costs even for this small factory. 

It is worth noting that the cost saving attributable to use of the decision 
rule is greater than the additional cost saving that would be secured by the 
complete elimination of forecast errors. Perhaps forecasting future orders 
accurately isn t as important as has commonly been thought by production 
people. Judging by this particular factory and period, making best use of 
crude forecasts is more important than forecasting perfectly. 

Fig. 1-6. Backlog of unfilled orders at end of month. 

Scheduling production and employment in a period of recession and war 
is difficult, because of large and unpredictable fluctuations in orders. It is 
understandable that savings through improved decision techniques should be 
large. The period also poses obstacles to estimating an appropriate penalty 
cost for back orders. 

Cost comparisons for periods that exclude the second year should be more 
representative of normal times. If we drop out the second year and compare 
the perfect forecast cost performance with that of the moving average for the 
remaining four years, we find that the imperfect forecasting raises costs 
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5 per cent on the average, compared to 10 per cent when the second year is 
included. 

The plot of actual factory inventory in Fig. 1-5 shows that the factory in 
its control of inventories acted as if the cost of back orders relative to the 
cost of holding inventories had increased during the six-year period. The 
cost structure that we estimated is more nearly in line with the implicit back 
order and inventory costs of the later three-year period. Consequently, 
cost comparisons from the later period may be more significant than cost 
comparisons covering the whole six years. 

To compare the cost performances of the factory, and the decision rule 
with moving average forecasts when sales follow a fairly normal pattern of 
fluctuations, we chose the final three-year period. As shown in Table 1-1 

Table 1-1. Company and Decision Rule Cost Comparisons.* 

Costs for final 
3-year period 

Company 

PERFORMANCE 

Decision rule, moving average 

FORECAST 

Regular payroll 643.1 588.3 
Overtime 42.0 48.6 
Inventory 139.8 152.6 
Back orders 166.9 126.0 
Hiring and layoffs 8.2 6.1 

Total cost 1000.0 921.6 

* The costs were scaled so that the total cost of company performance equals 1000.0. 

the costs under the decision rule with moving average forecasts were 8 per 
cent below the actual factory costs for the three-year period. Economies 
achieved by the decision rule: (1) the overtime costs under the decision rule 
were higher, but the regular payroll costs were enough lower to make a net 
saving; (2) the inventory holding costs were higher under the decision rule, 
but the back-order penalty costs were enough lower to make a net saving; 
(3) the hiring and layoff costs were lower under the decision rule. 

It appears that the cost savings during this period of normal paint sales 
were attained by the decision rule through a combination of several different 
kinds of cost savings and not through some simple improvement that might 
be hit upon through casual analysis. 

It may be objected that our estimates of the factory cost structure might 
be in error, so that the factory performance is being judged by an erroneous 
criterion. Such errors are possible, but it should be remembered that the 
decision rule is designed to minimize a given cost function. If the cost 
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estimates were changed, the costing of factory performance would be differ¬ 
ent, but also a new decision rule would be calculated—the decision behavior 
of which would be different. Consequently if in the cost structure changes 
were made that would reduce the estimated cost of the factory performance, 
the estimate would then have to be compared with the cost performance of 
a decision rule changed to be optimal under the new cost function. 

The cost savings of 8 per cent from the use of the decision rule and an 
additional 5 per cent saving from improved forecasts are, in the opinion of 
the authors, reasonable estimates, but it should be kept in mind that the size 
of the first of these figures depends as much on the original judgmental 
decisions as on the decision rules. 

We believe that these comparisons between the actual decision perform¬ 
ance of the factory and the hypothetical performance of the decision rule 
justify the following conclusion: if the decision rule were to be applied using 

practically obtainable forecasts, it would perform significantly better than the 

judgmental methods that have been used by the factory. Furthermore, this 
improved performance probably could be obtained with a smaller expenditure 
of executive time and effort than previously went into the decisions. 

Factory test : When further research produced decision rules for allocating 
the aggregate production to individual products (see Chapter 11), the com¬ 
pany management decided to institute an operating test of the new decision 
methods. A sample of products was chosen that constituted roughly 10 per 
cent of the sales volume of the factory. The aggregate production of these 
products was controlled by a decision rule as if they constituted the entire 
output of the factory. This production was scheduled over the products in 
a way that kept back orders to the minimum consistent with keeping total 
inventory low. Six months of operations on this basis showed that 
fluctuations in aggregate production were reduced, and both back orders 
and inventory levels were reduced. 

These encouraging results led to a decision to increase the number of 
products controlled by the decision rules so that 25 per cent of the total 
sales volume was involved in the test. A special effort was made to include 
slow-moving products whose sales tended to be erratic. Again the operating 
test proved successful. Ultimately the new decision system was adopted for 
all the products that were produced to stock. This accounted for roughly 
three-fourths of the factory’s production. Management was pleased with 
the results, and the decision rules have been guides in production planning for 
several years. 

During this period monthly production of nearly a thousand products has 
been scheduled by a clerk using a desk computer. Sixteen hours of clerical 
work are required each month to prepare product sales forecasts for the 
following month. Sixteen hours are required to bring the product inventory 
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positions up-to-date. Twenty-six hours are required to apply the decision 
rules for making decisions on aggregate production, aggregate work force, 
and production of individual products. Once a year twenty-four hours are 
required to calculate new seasonal patterns for each of the products. This 
works out to about 3.8 minutes monthly of clerical time to schedule a month^s 
production of a product. Additional time is required to expedite production 
and assign production to machines. 

These figures show that even a small operation can apply these methods— 
the factory in this case employed roughly a hundred people. On the basis 
of the results achieved in the factory test, the company assigned regular 
company personnel to investigate extending the decision system to include 
the warehouses, and to study the possibilities of using an electronic com¬ 
puter in operating the system centrally. 

Warehouse simulation study: A tentative warehouse inventory control 
system was given a simulation test for a 30-day period at one of the ware¬ 
houses on a sample of eight important products. The results were 
encouraging. In addition to showing that the proposed system would 
function in principle, it suggested that inventories could be reduced by 40 per 
cent and customer service improved at the same time. When these results 
were presented to management, it was decided that a larger sample of 
products and warehouses spanning a longer period of time should be analyzed 
as the basis for a final evaluation and decision. 

A five-man study group representing the various departments of the com¬ 
pany that were directly affected was appointed. The primary responsibility 
of the study group was to select a fairly large sample which could be 
thoroughly analyzed to compare what actually did happen with what would 
have happened under the proposed system. To obtain a representative 
sample seven warehouses at varying distances from the factory and with 
different sales volumes were chosen. A record was obtained for each ware¬ 
house, on a weekly basis, of every product received from the factory and 
every product shipped. This information, for a period of 52 weeks, was 
punched into 200,000 cards. (An electronic computer was required to 
handle the simulation problem because of its size.) 

Comparisons between the simulated system and the actual performance 
were to be based on three factors: inventory levels, number of stock-outs, 
and shipping costs. The data were collected for the actual operations of the 
warehouses, and generated for the proposed system by starting the simulated 
system with a given inventory and allowing the proposed inventory control 
system to operate the warehouses through the remainder of the test period. 
The test provided a record of weekly actual and simulated inventory balances; 
the volume, frequency, and duration of actual and simulated stock-outs; the 
cost of actual and simulated shipments; and the composition and kind of 
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simulated shipments. In the test the proposed system compared with the 
existing one as follows: 

(1) Average inventories were reduced by 50 per cent, at the same sales 
volume. 

(2) It was estimated that sales would have increased by 5 per cent because 
inventories, although lower, were in better balance and fewer stock¬ 
outs occurred. 

(3) Freight costs were reduced by 5 per cent because the proposed system 
called for large, regular shipments, and fewer emergency shipments, 
and reduced inter-warehouse transfers of inventory. 

In addition to the results of the simulation tests, visits to the warehouses 
indicated that management personnel were devoting too much time to 
clerical functions. Maintaining inventory and sales records was purely a 
clerical task, but frequent turnover of personnel imposed on the manager the 
burden of training replacements, and maintaining close supervision. The 
accuracy and value of the records was directly dependent upon the amount 
of time the manager devoted to this task. 

Ultimately, the recommendation was made to the Board of Directors that 
the company institute the proposed system and install an electronic computer. 
The recommendation stated that the proposed system had the following 
additional advantages which could not be evaluated quantitatively: 

(1) The manufacturing and distributing activities would be coordinated 
both as to current decisions and future plans. 

(2) Clear-cut routines would be established for decisions on most products, 
so that more time and flexibility will be left to management to handle 
exceptional cases. 

(3) Inventory would be distributed among the factories and warehouses 
so as to be of best advantage to the company as a whole. 

(4) Through the exception method, management would be provided with 
more information in fewer reports. 

(5) The tendency to ever-increasing clerical cost would be avoided, 
particularly where turnover and training expenses are high. 

(6) Although data processing would be centralized, the responsibility and 
authority for the successful operation of each factory and warehouse 
would remain as it is—decentralized. 

The Board of Directors approved the recommendation and preparations 
currently are under way for introducing the new decision system. 

Much of the improvement in the system is expected to result from the fact 
that the information flows would be speeded up by the centralization of sales 
information. Where formerly a factory might be acting on information that 
lagged behind warehouse sales by as much as six to eight weeks, this lag 
would be reduced to a few days, a week at the most. 
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When the new system is fully extended to roughly half-a-dozen factories 
each supplying a set of distribution warehouses, annual net savings are 
conservatively estimated to be more than two times the estimated cost of 
$700,000 for staff, and rental and installation of a large electronic computer 
to implement the system.^ 

• An electrical manufacturer. 

A factorysupplies transformers in roughly 500 different styles to about 
30 warehouses. Maintaining inventory balance had proved to be a difficult 
problem. Surplus inventory of a particular transformer style often accumu¬ 
lated at one warehouse while shortages of the same transformer were 
occurring elsewhere. In responding to the warehouse demands the factory 
production level tended to fluctuate. 

The Transformer Department was well aware of the problems, and had 
experimented for some time with a number of decentralized and semi- 
centralized systems for allocating production and controlling warehouse 
inventory. 

Background: The warehouses handle a great many products in addition 
to distribution transformers, and each kind of product poses its own special 
problems and has its own inventory control systems. When mathematical 
decision rules were introduced at the warehouses for controlling transformer 
inventories, some difficulty was encountered in maintaining personnel 
trained to operate the decision system. A high turnover of clerks at the 
warehouse necessitated repeated training efforts which made an undesirably 
large drain on management time. The net result was that the mathematical 
system was not always used. 

During several periods the demand on the factory exceeded its capacity to 
supply. This necessitated a central allocation system to insure that the 
production was shipped to those warehouses evidencing the greatest need. 

A system was finally evolved by which the warehouses set inventory targets 
for the different products. The factory then took these into account in 
allocating its production among the warehouses. Negotiations between the 
factory, the warehouses and the sales offices attempted to balance their 
somewhat conflicting goals. 

The decision analysis: The Distribution Transformer Department, with 
the assistance of the corporation Manufacturing Controls Department, 
undertook an intensive analysis of their operations. The goal was to apply 
a decision analysis to aggregate production and work force, production 

3 The system is being designed and installed by the Electronic Planning Department in 
cooperation with the Paint Division. 

4 This is. a plant of the Distribution Transformer Department, Westinghouse Electric 
Corporation, Gordon C. Hurlbert is Department Manager. 
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broken down by product kind and shipments to warehouses. It was decided 
that the latter two decisions afforded the best starting point. In order to 
overcome the inherent weaknesses of a decentralized inventory control 
system, the decision was made to exercise control centrally at the factory. 
The availability of an electronic computer facilitated central control and 
permitted the use of mathematical decision methods. A suitable mathe¬ 
matical model of the system was developed through the joint effort of 
operations research specialists and personnel of the Transformer Department 
who had many years of experience in dealing with the problems unique to that 
department. 

Daily transactions are reported by mail to the factory. This has proved 
to be easier for the warehouses than filing the monthly summary reports which 
formerly had been required. Each month the department management 
makes a decision on aggregate production for several product classifications. 
As an aid to making this decision, the mathematical analysis yields an 
estimate of the number of units of each product classification needed during 
the next monthly planning period. 

Once this broad decision has been made by management, mathematical 
decision rules are administered by the computer to develop a schedule 
governing the assembly of particular types of transformers and a detailed 
shipping schedule. The inventory position throughout the whole warehouse 
system is considered for each type of transformer, and then the aggregate 
production is allocated to the various styles of transformers in order to 
achieve the best (lowest cost) inventory balance among them. In making 
decisions to produce a particular transformer type, the computer automatic¬ 
ally checks the economic feasibility of transferring inventory from one 
warehouse to another. The result of this allocation process is the assembly 
schedule for the factory. 

Although the needs of each transformer type and of warehouse are assessed 
in calculating the assembly schedule, these needs may change during the 
manufacturing lead time. When the scheduled items are ready for distribu¬ 
tion among the warehouses, a shipping schedule is determined which 
considers the current needs in the field. The result is that allocation that 
results in the best (lowest cost) distribution of inventory among the field 
warehouses. Thus the decisions are made at three levels and each successive 
decision is constrained by earlier decisions made on a more global basis. 

One of the problems in the introduction of the new system lay in the fact 
that initially many warehouses had excess inventory of some transformers. 
Even though the aggregate inventory was in excess, factory production could 
not be cut drastically because the models currently being built were not in 
excess. The excess inventory was gradually reduced through the natural 
process of sales or more aggressive steps such as transhipping to other ware¬ 
houses, conversion to more saleable models, or price reduction. During this 
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process, management s control over aggregate production avoided production 
fluctuations while the decision rules worked systematically to bring about the 
desired inventory balance. The management plans to complete the decision 
analysis to include aggregate production, work force, and other decisions. 

Operating results: The new system was operated in parallel with the old 
for roughly three months. The new system then took over and has been 
operating for over a year. In order to avoid the bias of over-enthusiasm in 
reporting results, people who, while contributing importantly to its formula¬ 
tion, had shown a healthy skepticism for the practicality of the new system 
were interviewed. These interviews yielded the following findings: 

First: The primary objective was to improve the balance of inventories 

among different styles and at different warehouse locations. This general 

objective appears to have been met, especially for transformer styles with 

relatively low rates of sales that had previously received little attention. 

In general the inventory was in the right place at the right time so that 
fewer runouts occurred. Better decisions were made more easily with a 
smoothly operating routine. 

Previously the person in charge of allocating inventory centrally depended 
a great deal upon the regional salesman in increasing or decreasing inventories 
at the warehouses. Now the system provides an objective measure of the 
inventory needs at each location and weighed these against the corresponding 
needs at the other locations. There has been a great decrease in the need for 
negotiations with salesmen. 

Second: In addition to the improvement in balance, the total inventory in 
the warehouses has been reduced by roughly 20 per cent and an even greater 
reduction is expected in the future. The total inventory reduction is tenta¬ 
tively estimated at about three million dollars. This reduction was 
accomplished by gradually working off excess inventory that had accumulated 
for some transformers, as well as by generally reducing in the inventory 
requirements for currently scheduled styles. 

Third: Inventory reports are supplied to each warehouse showing the 
expected number of units of each style that will be shipped over the next 
five weeks. These reports are used to plan customer deliveries and warehouse 
space requirements. They also allow the regional personnel to review in 
advance of shipment the computer-calculated distribution so that needs not 
recognized by the computer can be taken into account. 

Fourth: This inventory reduction has been accomplished with no great 

objection from the warehouses or sales ofiices, since the new inventory levels 

have proved quite adequate. There are fewer stock-outs than formerly. 

Factory and sales personnel have generally received the system very well. 
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This reflects partly the effective effort that went into interpreting the operation 
of the new system to all the people who were affected by it. Although it is 
difficult, with the records available, to estimate exactly the improvement in 
service to the warehouses, a significant index is the number of long distance 
telephone calls made to the factory to expedite shipments. These calls have 
been reduced by about 50 per cent, and many of the calls that are still 
received could be avoided by better use of the reports now issued routinely 
to the regional warehouse and sales personnel. The calls are expected to 
decline still further as the usefulness of these reports becomes better under¬ 
stood. 

Fifth: Not only do management personnel receive adequate reports for 
monitoring the system, but a framework of information and analysis is 
provided for studying and introducing further improvements with little 
dijSficulty. 

Now that the general system is operating smoothly, management attention 
is being focussed on additional improvements. When engineering design 
changes lead to the displacement of one style of transformer by another, the 
system controls the inventories of the two products jointly in order to obtain 
a smooth transition from the old to the new. The possibility is being studied 
of reducing inventory at the warehouses by shortening the production lead 
time with the help of increased in-process inventory. In this way a net 
reduction in inventory for the system as a whole may be accomplished. 
Readily available sales- and lead-time data make it convenient to study 
whether some transformer models should be stocked centrally instead of 
being kept at the outlying warehouses. 

Sixth: As often happens in the installation of computer systems, clerical 
savings did not appear. In fact, the total administrative cost of the system 
is higher than formerly. The cost of computer time has been added, while 
there has been little reduction in the number of clerks at the warehouses; 
they have new paper work duties. However, management feels that the 
increased control and improvement in performance of the system fully 
justifies the additional administrative cost. The reduction in inventory 
investment and improved customer service far outweigh the relatively small 
increase in administrative cost. 

The IBM 705 computer used in this system originally took four hours a 
week to up-date inventory records and compute the scheduhng decisions. 
Improvements in the program have cut this time by more than one-half. 
Although only a moderate amount of time is required on the computer, 
similar calculations by hand would be virtually impossible. The amount of 
data handled by the computer—usually the most time-consuming portion of 
data-processing systems—is relatively small. A considerably larger pro¬ 
portion of time than is expended in most commercial applications is used in 
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making mathematical calculations. Since it is in performing calculations 
that a computer exhibits its greatest speed, the application is exceedingly 
efficient in terms of the amount of time needed to duplicate its decision¬ 
making calculations by manual methods or on data-processing equipment of 
lower capacity. 

One reason for the success of this sytem is that the mathematical analysis 
made it possible to deal with the factory-warehouse decision problem as a 
whole instead of on a piecemeal basis.^ 

# Company in a process industry. 

One large company chose, in testing quantitative decision analyses, to 
work initially on the aggregate production and work force decisions in one 
department of a plant. Their plan was to test these rules in operation while 
the analysis was being extended to include decisions on individual products. 

The costs relating to the aggregate production and work force decisions 
were estimated and the optimal decision rules were calculated initially on a 
desk calculator (later an electronic computer was used) using the procedure 
we describe in Chapter 4. Once aggregate production and work force were 
determined using these rules (plus some judgment) production was allocated 
to individual products by the company’s customary method. These decision 
methods have now been tested by a year of operating experience. 

The decision rules have had a stabilizing effect on the work force. Changes 
in the work force required by the decision rule were smaller than had formerly 
been the case. 

Compared to previous operations the inventory level was reduced, and its 
level fluctuated less. During a period of declining sales, when the sales 
forecasts were high, the decision rules performed better than intuitive 
judgment alone. When the decisions were being made, management thought 
the rules calling for large decreases in the production rate were somewhat 
conservative, so they tended to produce at a higher level than the rules called 
for. The inventory build-up that resulted helped give management more 
confidence in the decision rules. 

Although the mathematics required to derive the decision rules was too 
complicated to be handled readily by production and sales personnel, this 
limitation did not interfere with the development of the cost estimates and 
the successful application of the rules. 

The operating test was regarded as a success and the company con¬ 
templates several other applications. The following observations are based 
on their thinking about extensions of their tests. 

To apply the aggregate production and work force rule to best advantage 

5 A description of the methods used is contained in “Central Control of Field Warehouse 
Inventory’’ by James C. Emery, Handbook of Operations Research, Melvin E Salveson 
Editor, McGraw-Hill (forthcoming). 
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in a multiple product department the production should also be allocated 
to products in an optimal manner. Particular care should be exercised 
so that the inventory does not become unbalanced with slow-moving 
products. Production and sales personnel involved in scheduling gener¬ 
ally are most concerned about the control of individual items, although they 
agree that the profitability of the operation also is affected by the aggregate 
production and work force decisions. More experience is required in 
applying the rules in multiple product plants and in cascaded operations 
within plants. 

0 A manufacturer of cooking utensils. 

Difficulties had been experienced by the company in the not uncommon 
problem of coordinating the sales and production departments. The sales 
department often wanted higher production rates and larger warehouse 
inventories than the production department thought necessary. At other 
times the accumulation of inventories led the sales department to press for 
reductions in the production rate. The factory naturally resisted fluctuations 
in the production and employment. The differences of opinion expressed 
themselves in the sales forecasts. The sales department tended to forecast 
high partly to influence the production department to produce at a higher 
rate and build up inventories. The production department made lower sales 
forecasts consistent with the production rate it desired. 

It was hoped to find some objective basis for resolving this legitimate 
conflict of interests between the two departments. Both departments 
participated in the study and by working together on the decision analysis 
obtained a greater understanding of each other’s problems and greater 
agreement on desired levels of inventory. Working with a headquarters 
group they made an analysis of the scheduling of production of individual 
products. Because costs of changing from the production of one product to 
another were high, long production runs were required. With long pro¬ 
duction runs on approximately a thousand products, a three-month cycle 
was required to produce the whole sequence of products. Because a small 
number of warehouses were supplied by the factory, which did not itself 
maintain a warehouse stock, it was decided to design a decision system that 
took into account both total inventory and distribution of it among the 
warehouses. When a product lot was completed it was shipped immediately 
to the warehouses. These shipments were scheduled to achieve optimal 
allocation of inventory among the warehouses. When the inventory of a 
product fell low enough, a new production lot was triggered. If the dis¬ 
tribution of a product among the warehouses had remained in balance, the 
total inventory level was allowed to fall lower than if the distribution became 
unbalanced and one or several warehouses were in danger of stock-outs. The 
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quantitative decision analysis that was developed for this decision problem^ 
has many points in common with the analyses of this book, but its joint 
trigger feature is not included here. 

A simulation study of four products, using actual weekly sales data for a 
period of 70 months, showed that warehouse inventory could be reduced 
40 per cent yet diminish the likelihood of stock-outs. An interesting by¬ 
product of this simulation study was the discovery that, though management 
found it difficult to estimate the cost of stock-outs directly, it proved easy to 
make a choice when the results of the study were presented in which different 
stock-out costs were used. 

The encouraging results of the simulation study led to a factory trial of 
the new decision system on a sample of 26 representative products. An 
ultimate inventory reduction of i to i is anticipated. This will free several 
million dollars for investment in more profitable directions. Ultimately the 
company expects to extend its decision analysis to include aggregate pro¬ 
duction and work force decisions by methods we outline in Part B. 

• A fiber manufacturer * 

A large company was interested in linear decision rules to improve the 
work force stability. The management had noticed that changes in the work 
force were made too quickly and violently when the decisions were based 
only on ad hoc judgment. 

A study was undertaken of aggregate production and employment in one 
of the company’s plants. In this plant the size of the work force was closely 
tied to the number of production machines operating. When machines 
were started they operated on a 24 hours per day, seven days per week basis. 
Hence changing the number of machines in operation produced sudden large 
increases and decreases in the work force. Also sizeable setup and cleanup 
costs were involved in starting and stopping the process. 

The large jumps in the work force and production level meant that the 
(quadratic) cost function could fit the situation only very roughly. As a 
result, the decision rules gave decisions that were no better than those 
previously made by management. The penalties associated with fluctuations 
in the work force were so large that they had, in fact, received considerable 
attention prior to the quantitative analysis. This case suggests that a variety 
of mathematical models may be needed to fit different kinds of situations. 
Perhaps a linear programming model would be more appropriate for the 
cost structure of the company. 

This study also showed the need for treating interacting decisions together. 
The decisions on aggregate production interacted strongly with the decisions 

6 See Peter R. Winters’ Ph.D. thesis, Inventory Control in a Multiple Warehouse System 
Carnegie Institute of Technology, May, 1958. 
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to produce individual products and it became clear that a fully effective 
system would have to treat all of these decisions jointly. In the plant that 
was studied, the length of the work week was varied as a means of adjusting 
the work force to the production level. Thus the decision on length of work 
week interacted with the decisions on the number of people to hire or lay 
off and on the aggregate production level (see Chapter 18). 

• An ice cream plant, 

A simulation study of a 50-man ice cream plant was made for a two-year 
period. The cost relations were estimated and decision rules calculated for 
making decisions on aggregate production and work force. 

Interesting contrasts appeared between the decisions the company actually 
made, those that would have been made by the decision rules using forecasts 
available to the company, and using perfect forecasts available only through 
hindsight. 

Plots of company sales show a strong seasonal pattern but also marked 
fluctuations in sales between consecutive two-week periods. The company 
decisions caused sharp production fluctuations from one two-week period to 
another, while the decision rule tended to smooth production fluctuations. 
In order to avoid fluctuations of inventory the company management was 
following the erratic sales fluctuations very closely with production. The 
cost of holding an inventory of ice cream obviously was high, and the 
stockout penalty also was high. The decision rule took these costs into 
account and found that, despite their importance, it would have been 
desirable to let the inventory level fluctuate more than the company allowed. 
Large peaks of overtime and idle time occurred when the company made 
precipitate changes in the production rate. Extended periods of high over¬ 
time and high idle time occurred when the company was sluggish in adjusting 
the size of the work force. The cost analysis indicated that although the 
company decisions gave lower inventory and backorder costs and lower 
hiring and layoff costs, their costs of overtime and spare time more than 
offset this saving. 

The actual and proposed work force decisions were very similar although 
the company tended to maintain a somewhat larger work force. The biggest 
discrepancy between the decisions occurred when a high forecast of sales led 
the company to continue to hire people four weeks after actual sales had 
dropped off. Two weeks after this drop in sales the decision rule began 
cutting back the labor force sharply despite the high sales forecast. The 

7 A thesis for the Master’s Degree by Rien L. van der Velde, “An Application of a Linear 
Decision Rule for Production and Employment Scheduling,” done under the supervision 
of Edward H. Bowman, School of Industrial Management, Massachusetts Institute of 
Technology. 



36 OVERVIEW FOR MANAGERS 

company also showed a lag in reducing its work force in response to the 

seasonal decline in sales. 
Both the company decisions and those reached by the decision rule call 

for production fluctuations in close conformity with the strong seasonal 
fluctuations in sales; i.e., there is little smoothing of production over the 

year. 
During the two-year period the estimated cost savings by use of the 

mathematical rule were of the order of 1 per cent or $5000. If perfect 
forecasts had been available an additional 3 per cent saving or $15,000 would 
have been possible. This suggests that the company should have put more 
effort into its sales forecasting. Actually a crude forecasting method was 
used that included considerable random variation in the forecasts. 

It is interesting to note a couple of parallels and contrasts between the 
studies of the ice cream and the paint companies.® In both companies 
production fluctuated more in actuality than would have been called for by 
the decision rules. While the ice cream company tended to use overtime and 
spare time to absorb fluctuation to a greater extent than did the decision 
rule, the paint company used them less than the decision rule did. Both the 
ice cream company and the paint company tended to use inventory for 
absorbing sales fluctuations to a smaller extent than called for by the decision 

rules. 

• A business game, 

A computer company interested in demonstrating to business executives 
that electronic computers can make sensible decisions as well as compute and 
process data designed a dramatic business game in which operating executives 
are pitted against optimum linear decision rules (see Chapter 2) in making the 
aggregate production and work force decisions. The executives are given 
schedules of payroll, hiring, layoff, overtime, stock-out and inventory holding 
costs. At the beginning of every period each executive is given the aggregate 
sales in the previous period, forecasts of future sales, the size of his work 
force, and his inventory position. While the executives are using this 
information to make their decisions, an electronic computer calculates its 
decisions in a few seconds on the basis of the same information, but using the 
optimal decision rules. The decision performances of the executives and 
the decision rules are then evaluated by the computer. This business game 
is sufficiently realistic and complex to be truly convincing. 

8 Although the performances of the decision rules were somewhat similar in the two 
cases, the respective rules depended upon the costs that were estimated for the particular 
company involved. Thus the decision rules in general behave quite differently for different 
applications. For example, a company that has higher costs of inventory fluctuations 
than another company will tend to have smaller inventory fluctuations if other factors are 
comparable. 
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Although the game is not in wide use, some early experiences are inter¬ 
esting. In spite of the fact that the executives were given a complete list of 
the costs involved in the decision as well as complete tables of these costs, 
the complexity of the cost interactions was great enough that the executives 
showed a tendency to concentrate on some of the costs to the exclusion of 
others; for example, when attention was concentrated on overtime costs, 
inventories were allowed to fluctuate excessively. Also, experience seems to 
show that the executives’ decisions caused larger hiring and firing costs than 
did the computer decisions. 

0 Conclusions from operating tests and application studies 

It would be rash to generalize to all firms conclusions based on the results 
of the small number of tests and studies available at this time. However, 
from our knowledge of the decision techniques now in general use, it is our 
opinion that the performances of the companies that have been studied are 
not atypical, and that broader use of the type of decision analyses presented 
in this book would enable managements to achieve substantial improvements 
in their production, work force, inventory control, shipping and purchasing 
decisions—not in every company, but in most. 

Even though a manager may be aided by these new decision techniques, 
there is still a critical need for his judgment in system design, in estimating 
the costs (especially the intangible components) and in applying the decision 
rules when factors become important that are not explicitly included in the 
decision analysis. Relieving the manager of the recurring need to consider 
and analyze the complex interacting cost factors that are taken into account 
by the decision rules gives him more time for important nonroutine special 
factors and unusual situations. Perhaps of even greater importance, he 
will have more time to think and do long range planning. 

The assurance from a quantitative decision analysis that some decisions 
are being made optimally (that is, that the decision performance can not be 
improved within the framework of the costs and relationships that are 
considered), can free a manager for more creative work in the other and 
possibly more important parts of his job. Less of his time will be consumed 
in dealing with detailed operations and putting out fires. 

1-5 Installing and administering decision systems: 
management’s role 

Quantitative decision analysis is more than a new tool for use by 

management. It is a new method of management, and consequently raises 
important questions about the roles and functions of executives. 

The adoption of new methods for decision-making lies close to the heart 
of management’s responsibility. The speed and extent to which quantitative 
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decision analyses are introduced will depend importantly on how well 
management people can evaluate the new approaches, select the most 
promising of them, adapt them to the most suitable decision problems, test 
their performance, introduce them into regular operation, gain understanding 
and acceptance for them, control their operation, and, finally, revise and 
improve them. This is a large order. 

To fulfill their vital role managers will need a basic understanding of what 

these new methods are and what they can reasonably be expected to do. 

Managers have lived for a long time with specialists. They know that they 
don’t need to be specialists themselves in order to control specialists in an 
organization. For example, the President of Rohring Motors doesn’t need 
to know the difference between a gasket and a differential, provided that he 
knows an engineering problem when he sees one and appreciates what an 
engineer can reasonably do by way of solving it. 

The same general point carries over to quantitative decision methods, but 
with an important difference. Here the specialist is working in a problem 
area that was formerly the manager’s exclusive preserve—^managers won’t 
have to be specialists, but they will need to know more about what these 
specialists are doing than they ever needed to know about what their engineers 
were doing. 

# Introduction of new decision methods. 

Innovations in decision-making are particularly threatening because they 
imply that decision-making performance in the past has not been as good as 
it might have been. For this reason, it is extremely important to obtain the 
participation and cooperation of the people who made the decisions in the 
past. In this way they can be in the position of helping make the improve¬ 
ment rather than being displaced by it. 

For the best application of these new methods to obtain practical results 
there are needed both people experienced in the decision-making problems 
facing the company, people who are willing to learn something about 
mathematics and computers; and people who can communicate and can 
make some use of mathematics and electronic computers. Consultants from 
both outside and inside the company can be very helpful, but their usefulness 
will depend in considerable part upon their willingness to help regular 
operating personnel understand and take over the analyses as well as the 
routine. 

Many of the methods of quantitative decision analysis are so new and 
unfamiliar that a new system needs to be tested carefully prior to its intro¬ 
duction. The simulation of factory and warehouse performance using 
actual historical data can be done “by hand” or on an electronic computer. 
Such tests are good insurance policies. 
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The power of a computer to process data or to compute should not be 
confused with its power to make decisions. A computer can make its 
contribution to decision-making only after the decision problems have been 
thoroughly studied and analyzed. Although these studies usually take 
considerable time and talent, most companies find that they are extremely 
fruitful and profitable operations. Computer installations that take over 
already highly routinized and mechanized data processing produce relatively 
small savings. In some cases computers have failed to pay for themselves 
under these circumstances and have therefore had to be removed. A 
combination of decision analyses and electronic computers will produce 
much more important results than either taken singly. 

Innovations in decision methods can hardly take place in a company 
without the approval of management, and they occur most easily with the 
full support of management. High-level support becomes more and more 
important as problems of broader organizational significance become 
involved. Quanthative decision methods contribute to making interacting 
decisions on a joint basis and hence tend to bring about centralization of 
decision-making. While the methods can be applied perfectly well on a 
decentralized basis within existing organizational frameworks, the possibility 
of sounder decision-making through more centralized operations which cut 
across existing organizational lines is real. Top management approval and 
understanding is essential to deal successfully with and avoid unintended 
consequences of this centralization. 

% Control of decisions* 

When a decision problem has been studied, analyzed, and reduced to 
routine, a manapr will still retain operating responsibility. He will need to 
know when to intervene in the decisions, and how. To provide for this 
management control, measures of performance should be built into the 
decision system so that the manager receives reports that are clear, simple 
and relevant. The decision analysis itself is of considerable aid in designing 
meaningful measures of performance. When a situation arises in which a 
decision is not being handled well by the routine procedures, the manager 
wi have to make adjustments. To do this most effectively, the manager 
will need to understand not only the business and its decision problems but 
also the essential results of the mathematical analysis. If the information 
that he requires is available only through a computer, he will need a certain 
minimal understanding of how the computer system is organized. 

% Revision of decision-making systems* 

One of the dangers of automatic decision-making is that management may 
place too much blind reliance upon it. Once a decision problem has been 
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Studied intensively there is a natural feeling that the job is done once and for 

all. Unfortunately, the structure of the problem may change over time so 

that the old answer simply does not solve the new problem. These changes 

can be introduced readily into the decision computations if the need for so 

doing is recognized. Thus, the manager not only has a responsibility to 

control the operation of the decision system, but to control the decision 
system itself in order to keep it current. 

As more and more is learned about quantitative decision-making, and as 

management becomes educated to its effective use, extensions and refinements 

of decision systems are in order. When one difficult decision problem has 

been solved and reduced to routine, other decisions that previously were 

obscured now come into clear focus. Finally, as data accumulate under the 

new mode of operation, there may be a better basis for estimating relation¬ 
ships and improving the analysis. 

For all these reasons, the study and analysis of decision problems should 

not be considered a once-and-for-all operation. Instead, a process of 

review, testing, revision and refinement should be a continuing responsibility 

of the manager in charge. Such periodic reviews are not too high a price 

for the manager to pay for being freed from an incessant stream of crises, 
to be met on a one-at-a-time basis. 

1-6 For the future 

Many of the analyses in this book are in two forms: one applied 

to the solution of a specific problem; the other, a general mathematical 

formulation applicable to many other decision problems. Many of the 

general solutions can be applied to new problems with a minimum of 

additional work on the mathematical factors. With such tools available, it 

is frequently a straightforward job for a person familiar with mathematics to 

formulate new decision problems and to solve them. 

As powerful as are some of these analyses, the development of quantitative 

decision analyses for industry has just begun. A great deal of work will be 

required for the application of existing tools. But fundamental research 

on new decision methods is badly needed. A considerable number of 

industrial problems have now been studied with sufficient care to know that 

they are not solvable by existing mathematical methods. Many of these 

problems are extremely complex and will challenge the best statistical and 

mathematical research talent that can be brought to bear upon them. 

Great potentialities exist for broader uses of electronic computers. 

Although we already have examples of computers that can learn from experi¬ 

ence, we have yet to program an industrial decision system on a computer 

so that it wilt make adjustments to its decision methods automatically in 

response to its operating experience. But we may not have long to wait. 
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American business has now come to realize the commercial value of applied 
research on product and process development by scientifically trained 
professionals. Some companies also recognize the profit potential in per¬ 
forming fundamental scientific research. We now need a broader realization 
on the part of business management that fundamental research by scientific- 
ally trained professionals will pay off when applied to basic management 
decision problems. In the long run it is to be hoped that many thoroughly 
trained professionals will be doing fundamental and applied research on 
decision methods and problems, and that there will come to be professionally 
trained operating managers, fully able to use the new tools. Each group 
has its own vital and unique contribution to make. 



PART 

Decision Rules for 

Planning Aggregate Production 

and Work Force 

The problem of planning aggregate production and work force 
IS a dynamic one. The receipt of orders is erratic and fluctuating. Since fluctua¬ 
tions c^ rarely be foreseen accurately, the planning analysis must cope with 
forecast errors: what provision should be made for them in advance, and what 
adjustments should be made to the plans after the fact? Production and employ¬ 
ment decisions for one period of time are not independent of the decisions made 
or other penods, hence the whole sequence of decisions needs to be considered 

jointly. 

Production and work force planning must solve these dynamic problems because 
urge costs are involved. The most important of these—regular payroll, hiring, 

kyofif, overhme, idle time, inventory, back order, and machine setup costs-can 
be de^ribed in terms of a particular quadratic cost function. This cost function 
conveife the planning task into a well-defined mathematical problem; its solution 
yields two simple linear decision rules, one for aggregate production and one for 
work force. With these rules computations that require but a few minutes provide 
the deasions that will minimize the total of all the above costs. The rules are 
op imal to the extent that the quadratic cost function approximates the tme cost 
stmctme accurately. This definition of the decision problem and its solution are 
the subjects of Chapter 2. 

optimahty of the decision rules depends on the accuracy with which 
the imthematical cost function approximates the true stmcture of costs, we would 
like to know how close the approximation really needs to be. It turns out that 
air y large errors m estimating the cost relations and in approximating them with 

qiwdratic functions lead to relatively small differences in the decisions. These 
differences in the decisions lead to even smaller differences in the costs incurred 

43 
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when the rules are applied. Thus, we require only reasonable accuracy in estimating 
and approximating the cost relationships. 

A company can obtain the information for making these estimates from accoxmt- 
ing records, standard costs, special studies, operations analysis, or the manager’s 
judgment. Using these sources of information, quantitative estimates can be made 
of the relations between costs and production level, inventory level, and size of the 
work force. This is accomplished by studying in some detail the various components 
of cost mentioned above. 

Once the true cost relations have been estimated for each of the cost components 
the quadratic function is fitted to the relations. Among the many ways to do this 
are: 

(1) Particular characteristic-points can be picked out on the cost curves, and the 
quadratic curve made to pass through these points. 

(2) The function can be fitted graphically by drawing a family of quadratic cost 
curves and seeing by eye which best fits. 

(3) Complicated cost relations involving several variables can be separated into 
different parts and the parts fitted separately. 

(4) Where there is variability in the original data so that there is a scatter of 
observations rather than a cost curve to be approximated, the method of 
least squares can determine the quadratic that fits these points the best. 

The quadratic cost function, once obtained, can be used for making decisions as 
long as the underlying cost structure does not change. When, however, it does 
change, the cost estimates and the quadratic approximations must be revised. The 
discussion of cost estimating is found in Chapter 3. 

Chapter 4 treats the mathematical derivation of the decision rule. When the 
quadratic cost function has been obtained for a particular factory, the optimal 
decision rule can be computed for scheduling production and work force in that 
factory. Section 4-4 gives a step-by-step computational procedure for obtaining 
these decision rules using a desk calculator. Alternatively, an electronic computer 
will reduce the computation time from roughly a day or so to a matter of 5 minutes. 
The instructions for using the computer are given in Section 4-5. 

Since the cost function has a single minimum and is continuous, the conditions 
for mmmum cost under certainty may be found by taking derivatives with respect 
to the decision vanables. Since the cost function is quadratic, the first derivative 
^elds a set of linear equations. Because of certain technical problems (the system 
l^ds to an ii^te set of equations) the solution of the equations is not quite 
straightforward but requires the use of transform methods. 

Any formal analysis eliminates considerable complex detail in order to emphasize 
the priimry and essential secondary relations inherent in the problem. After the 
basic solution is obtained, it is desirable to review this solution for second-order 
effec s. Chaptw 5 considers adjustments that will help adapt the analysis to the 
peculiarities and irregularities of particular factory situations. 

The following topics are considered: variation in the length of the decision period • 
cap^ity restrictions; “fractional ” solutions of the work-force equation- the 
control problems of implementing decisions; the planning horizon over which sales 
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must be forecasted; adjustments for employee vacations; and labor relations prob- 
lems that may arise from application of the analysis. 

Chapter 5 also shows how to use the decision rules not only for inunediate pro¬ 
duction and work force decisions, but also in planning for future decisions. Such 
plans are essential for coordinating the activities in the company that involve long 
lead times. ^ 

The decision analysis must cope successfully with uncertainty in future sales. 
We prove rigorously that the linear decision rules that have been obtained are 
optimal even when sales are subject to chance fluctuations. That is, no other rule 
of action can give, on the average, a lower cost than the linear decision rule for 
production and work force—when the quadratic cost function fits the cost structure 
The proof of this point is given in Chapter 6; it involves a fairly complex mathe- 
m^ical analysis, but the essential results are presented in a nontechnical summary 

Forecasting is considered in Chapter 7. The chapter presents first a forecasting 
procedure that uses a moving average of past sales. In order to suggest improve¬ 
ments obtainable from more adequate forecasting procedures, two concrete 
problems are considered, drawn from actual experience. One problem involves an 
imstable seasonal pattern; the other concerns a situation in which company sales 
show only a very poor relation to past sales, so that an outside variable had to be 
included in the forecast data. 

The dynaimc response characteristics of the decision rules are then examined, in 
Chapter 8. Sales fluctuations may be met primarily by inventory, overtime or 
work fora changes. How the alternative methods are used depends on the length 
ot the sales cycle. The dynamic response depends also on how well future changes 
in sales have been anticipated. 



chapter 2 

Decision rules for planning 

production and work force 

in this chapter, we explore the problem of setting the aggregate 
producbon rate and size of work force. We describe the particular form 
Aat this problem takes in a factory operated by a cooperating company, 
mcluding the various types of costs and intangible penalties that are relevant 
in making the decision. Then we present the solution in the form of the 

ecision rule that is optimal for the type of decision criterion used. We have 
found that, once the decision problem of the cooperating company is 
formalized and quantified, the numerical constants appearing in the decision 
rule can be computed with a desk calculator in a few hours, or with an 
electronic computer in a few minutes. 

Tfie specific decision method that is here applied to a particular factory can 
be directly applied to other factories having the same kinds of costs The 
general method v^hich has been used in this application may also be adapted 
readily to factories with types of costs entirely different from those in the 
example presented. Ultimately, decision criteria that can be adequately 

quadratic functions, and the linear decision rules resulting 
should prove applicable to a wide range of decision-making problems quite 
beyond our specific problem of production scheduling. 

2-1 THe decision problem: planning production rate and work 
torce 

It IS important at the outset to outline clearly the many facets of 
a decision problem facing an executive engaged in setting the aggregate 
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production rate and size of the work force of a factory. A good place to start 
is to define the variables whose scheduling constitutes the decision problem 
at hand. By aggregate production rate we mean production per unit of time 
(per week or per month, for example). Most factories produce many 
products, not just one; hence, a common unit must be found for adding 
quantities of different products. For example, a unit of weight, volume, 
work required, or value might serve as a suitable common denominator.^ 
The other decision variable, work force, refers to the number of employees 
to whom a company is committed to supply regular work for one unit of 
time. 

Clearly neither variable can be separated completely from other decisions 
about product mix, labor mix, and production sequences. For example, the 
number of workers needed may depend on the number of different products 
to be produced as well as the aggregate production rate. In deciding upon 
the production rate and the work force of a factory there are three important 
aspects that contribute sufficient complexity to constitute a formidable 
problem: 

(1) How should production and employment be adjusted to fluctuations 
in the orders received ? 

(2) What provision should be made for errors in the forecasts of future 
orders ? 

(3) What is the implication of the fact that the current decision is but one 
of a sequence of decisions to be made at successive points of time ? 

# The costs of responding to fluctuations in orders. 

If the customers of a factory placed their orders in such a way as to call 
for a constant flow of shipments of finished product, the two decisions under 
consideration would hardly constitute a problem. But orders (or more 
precisely, ordered shipments) are subject to substantial fluctuation, and the 
question arises as to how these fluctuations should be absorbed. That the 
problem is not trivial may be seen by considering three “pure” alternative 
ways of responding to such fluctuations. 

First: Maintenance of constant production rate by hiring-firing work force 
in precise adjustment with order fluctuations. An increase in orders is met 
by hiring, and a decrease in orders is accompanied by layoffs. While this 
procedure is clearly not optimal for the economy as a whole, it is nevertheless 
an admissible alternative for an individual company. However, training and 
reorganization are usually required when the work force is expanded; and 

1 The selection of the best unit for aggregation will depend on the particular situation. 
In general, costs will be associated with each of the above dimensions, and the unit selected 
for aggregation should be a compromise depending on the relative importance of each type 
of cost. 
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terminal pay, bumping,^ and loss of worker morale frequently occur when 
the work force is contracted. Since plant and equipment are fixed in the 
short run, increases in the work force may decrease labor productivity. This 
cost can be avoided by maintaining the plant and equipment necessary for 
peak employment, or by paying the premiums involved in second- and third- 
shift operation. A similar problem of imbalance may arise when the total 
work force fluctuates, but some components of the work force, supervision 
for example, cannot easily be changed. For all these reasons, fluctuations in 
the work force are costly. From work force considerations alone, the ideal 
work force is one of constant size, with an optimum balance of men, machines, 
and supervision. 

Second: Maintenance of a constant work force, adjusting production rate 
to orders by working overtime and undertime, accordingly. This alternative 
realizes the ideal work force situation by absorbing fluctuations in orders with 

corresponding fluctuations in overtime work without changing the size of the 
work force. However, since there is an upper limit to what a worker can 
produce by working overtime, the necessity for meeting peak orders governs 
the size of the work force. When orders fall to lower levels overtime is 
eliminated, but with a further fall in orders idle time occurs; i.e., there is not 
enough productive work to keep the work force busy throughout the regular 
work week. The well-recognized costs of the overtime premium do not 
require emphasis; the cost of idle time is less obvious. Man-hours paid for 
with no product output constitute a cost to the factory unless fill-in jobs 
(e.g., maintenance) can be scheduled, or on-the-job leisure has an important 
positive morale value. Sometimes the cost of idle time can be passed on to 
the employees by shortening the work week, but even here it is unlikely that 
the company completely escapes indirect penalties. 

Third: Maintenance of a constant work force and constant production 
rate, allowing inventories and order backlogs to fluctuate. Big upward 
swings in inventory necessitate large storage facilities, large amounts of 
working capital and other direct costs, and create risks such as obsolescence. 
Big downward swings of inventory, culminating in large order backlogs, im¬ 
pose intangible costs on the company—poor delivery service to customers 
may lead to loss of sales. Clearly, absorption of order fluctuations by build¬ 
ing up or drawing upon inventory (considering an order backlog as a negative 
inventory) is not altogether a happy answer. If only inventory costs are 
taken into account the output of the factory should exactly match the 
shipments to be made; finished inventory should be zero. 

We see that the fluctuations in customers’ orders impose costs and penalties 
on the supplying company regardless of which policy alternative it may 

2 Union rules sometimes require a whole sequence of job transfers when a single job is 
eliminated. 
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follow in responding to these fluctuations. Because orders fluctuate, these 
dynamic costs are relevant and important in production and labor force 
decisions. In order to make a good decision, these costs must be weighed 
to determine what policy will minimize them. 

In general, none of the so-called pure alternatives discussed will prove best, 
but rather some combination of them. Order fluctuations should, in general, 
be absorbed partly by inventory, partly by overtime, and partly by hiring 
and layoffs, and the optimum emphasis of these factors will depend upon 
the costs in any particular factory. But even for a particular factory, the 
best allocation is not fixed, but will vary with the frequency and magnitude of 
the fluctuations. 

Despite the fact that countless production executives are faced daily with 
this allocation problem, until recently little work had been done to find 
optimal policies even for the case in which fluctuations in orders are predict¬ 
able, as with seasonal fluctuations. But fluctuations of orders can seldom 
be foreseen accurately. 

• Errors in forecasting orders. 

Any decision setting the production rate and work force of a factory will 
have been a good or poor decision only in retrospect, depending upon what 
orders were in fact received after the decision was made. A decision is not 
good or bad in itself, but is relative to what happens during the time in 
which the influence of the decision is being felt. At the time a decision has 
to be made, the probable outcomes of each of the alternatives is uncertain, 
since each depends partly on the unknowable future. Uncertainty must be 
accommodated in one way or another. It is useful to distinguish two aspects 
of the forecasting problem: 

(1) With a given forecast, produced by methods whose accuracy in the 
^ past is known, how should the decision be reached (i.e., how should decisions 

be affected by the fact that the forecasts are known to be subject to error) ? 
(2) For any given forecast method, how large are the costs incurred as the 

result of forecast errors? Knowledge of forecast accuracy usually is im¬ 
portant both in using the forecasts and in selecting the forecasting method. 
However, the most accurate forecast method is not always the best, since the 
cost of obtaining the forecasts may exceed their value in improving the 
quality of decisions. 

• The time sequence of decisions. 

. The decisions setting production rate and work force fortunately do not 
involve a once-and-for-all commitment, but rather permit frequent review 
and revision. Errors of past forecasts can be observed and new information 
obtained to provide a basis for revised forecasts. Although a decision based 
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on an erroneous forecast can to a large extent be offset by subsequent 
decisions, such oscillations incur the same types of costs as do fluctuations 
in orders. No one decision is good or bad in itself, but only as it relates to 
preceding and following decisions, and preceding and following orders. 
Thus the time sequence of decisions is an important aspect of the scheduling 
problem. 

Having outlined the major components of an important decision problem, 
and having indicated that the decisions depend upon complex interacting 
factors, we next consider a practicable method for solving this problem. 

2-2 Costs involved in planning production and employment 

Rather than present the new method in general form, we will 
describe an actual case that we have studied in detail, namely, the factory 
whose planning problems supplied stimulus to the development of the method. 

A decision-making problem of a business firm may usually be stated form¬ 
ally as a problem of determining a maximum (or minimum) of some criterion. 
Sometimes profit is the criterion to be maximized; in most cases profit will 
at least have considerable weight in the criterion function. We treat the 
scheduling of production and employment from the point of view of the 
production manager. We assume that sales volume and price are beyond 
his control, so that revenue is a given, and the maximization of profits 
becomes the minimization of costs. We should emphasize that “costs” are 
interpreted broadly to include any relevant considerations to which the 
decision maker chooses to attach importance. In order to apply the method, 
all costs, even though some are intangibles, are reduced to quantitative terms 
and expressed in comparable units—^presumably dollars. We can sometimes 
attach a dollar value to intangible factors by asking how much the manage¬ 
ment would be willing to spend outright in order to change these factors. 

In order to translate the scheduling problem into a mathematical problem 
of minimizing a cost function, we need a mathematical form that is both 
suflBlciently flexible to approximate a wide range of complex cost relationships, 
and sufficiently simple to allow easy mathematical solution. Consideration 
of the kinds of costs that are involved in the scheduling problem indicates ^ 
that a U-shaped cost curve is required. For example, the cost of inventory 
is high when inventory is large, and high also at the other extreme when 
inventory is so small that there are frequent runouts of particular products. 
Somewhere between these extremes, the combined costs are at a minimum. 
With these considerations in view, we decided that the cost function probably 
could be approximated with reasonable accuracy by a sum of linear and 
squared terms in the controlled and uncontrolled variables—technically, by 
a positive definite quadratic form—and we based our analysis on this 
proposition. 
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In the following pages we will analyze the costs that are important in a 
particular factory that we studied, and then show that these can be approxi¬ 
mated by a quadratic cost function. Decisions are assumed to be made at 
regular time intervals (in this case monthly), rather than continuously or 
intermittently, and the costs are expressed as costs per month. It is con¬ 
venient to relate these costs to the three alternative ways (page 48) of 
absorbing order fluctuations. 

It should be emphasized again that this application represents a special 
case of a method which is itself far more general. 

# Regular payroll, hiring, and layoff costs. 

When order fluctuations are absorbed 

cn 
O 
U 

Approximating 
cost funtion 

WORK FORCE, W (Man-months) 

Fig. 2-1. Regular payroll cost. 

by increasing and decreasing the 
work force, regular payroll, hiring, 
and layoff costs are affected. 

The size of the work force is 
adjusted once a month, and setting 
the work force at a certain level 
implies a commitment to pay these 
employees their regular time (as 
contrasted with overtime) wages 
for a month. This is shown in 
Fig. 2-1 by the line, which may 
be represented algebraically by 
the linear cost function: 

Regular payroll cost = Cj + Ci3 [2-1] 

where represents the size of the work force and the C’s are constants. 
The fixed cost term, C13, is not changed by scheduling decisions and hence 

is irrelevant to them. For this reason such fixed cost terms will simply be 
ignored in the other component cost functions. However, the irrelevant 
fixed cost component, should always be introduced where the quadratic 
fit will be improved by doing so. 

The other labor costs mentioned are associated not with the size of the 
work force, but with changes in its size. The cost of hiring and training 
people rises with the number hired, as indicated by the solid line plotted in 
Fig. 2-2. The cost of laying off workers derives from terminal pay, re¬ 
organization, etc., and rises with the number of workers laid off. The cost 
incurred each month depends on the change in the size of the work force 
between successive months. Since these costs increase both with increases 
and decreases in the work force, the quadratic curve represented by the 
following equation is a suitable first approximation: 

Cost of hiring and layoffs = C2(IFj - - C^)^ [2-2] 
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It is not required that these costs be symmetrical. Increases in the work 
force may either be more or less costly than decreases in work force.^ 

Random factors may affect the costs of hiring and firing; e.g., how much 
difficulty is experienced in a particular case in hiring a man of desired 
qualifications, or how much, reorganization is required in making a particular 
reduction in work force. Consequently the cost curve should be viewed as 
a curve of the average (expected) cost of changes of various sizes in the work 
force. 

Whether these costs actually rise at an increasing or decreasing rate is 
difficult to determine. It can be argued that reorganization costs are more 
than proportionately larger for large layoffs than for small layoffs; and 
similarly the efficiency of hiring, measured in terms of the quality of the 
employees hired, may fall when a large number of people are hired at one 
time. If this argument holds, then the quadratic curve is especially suitable. 
But if not, the quadratic still can give a tolerable approximation over a range. 

COST 

(Dollars per month) 

Workers laid off Workers hired 

Fig. 2-2. Hiring and layoff costs. Monthly changes in the size of the work 
force, JVt— 

The parameters of the function should be set at those values that will give 
the best possible approximation to the cost curve over the range in which 
changes in the work force are expected to fluctuate."^ In estimating the 
costs of fluctuations in the work force, intangible penalties may be included 
as well as the direct costs that are statistically measurable. 

• Overtime costs. 

If order fluctuations are absorbed by increasing and decreasing production 
without changing the work force, then overtime and idle time costs are 
incurred. Overtime involves wage payments at an hourly rate that usually 
is fifty per cent higher than regular time. Idle time is a waste of labor 

^ The constant Cn is introduced to accommodate asymmetry in the costs of hiring and 
laying off; however, it proves to be irrelevant in obtaining optimal decisions. 

A In order to obtain optimal decisions we need initially to know optimal fluctuation 
amplitudes of controlled variables. But for practical purposes we need to know only the 
general range of fluctuations, which can be estimated to a sufficiently close approximation. 
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time that is paid for in the regular payroll, but is not used for productive 
activities.^ 

The cost of overtime depends on two decision variables, the size of the work 
force, IV, and the aggregate production rate, P. The simplest form of this 
cost relation is shown in Fig. 2-3. With a given work force, fV^, and an 

average worker productivity, 
X, the expression KJV^ is the 
maximum number of units 
that can be produced in a 
month without incurring any 
overtime. In order to pro¬ 
duce at higher rates than KJV^, 
overtime is required, and its 
amount increases with in¬ 
creased production. 

The relation shown in Fig. 
2-3 can be expected only if 

there are no discontinuities and no random disturbances in the production 
process. However, these are usually present, and should be taken into 
account. For example, since workers are each somewhat specialized in 
function, it is likely that a small increase in production will require only a 
few employees who work in bottleneck functions to work overtime. As 
production is increased further, more and more employees are required to 
work overtime until the whole 
work force is doing some 
overtime work. The effect of 
this is to smooth the overtime 
cost curve of Fig. 2-3 to that 
shown in Fig. 2-4. 

Random disturbances have 
the same effect of smoothing 
the overtime curve. For 
example, given the number of 
units to be produced in a 
month, the total number of 
man-hours that will be re¬ 

quired is not uniquely determined in advance but will be affected by 
numerous random disturbances, such as machine breakdowns, quality 
control problems, productivity fluctuations, etc. Since the production and 
employment schedule is made before there is knowledge of the particular 
disturbances that will occur during the month, estimated overtime costs 

(Units of product per month) 

Fig. 2-4. Overtime cost for fixed work force 
with fluctuations in productivity. 

(Units of product per month) 

Fig. 2-3. Overtime cost for fixed work force. 

5 It may be possible to i^rform maintenance activities with labor that 
be wasted. If so, this possibility should be taken into account. 

would otherwise 
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miiHt depend on an estimate of the probabilities that such disturbances 
will occur. This probability distribution smooths the curve of expected 
overtime cost shown in lag. 2 4. The higher the production target with a 
given work ftmee, the greater the probability that some disturbance will 
necessitate overtime work to got out the specified production. 

In setting the production rate and the work force for a months it is not 
certain in advance whether tnertime or idle time will occur. In order for 
the scheduling decision to minimi/c costs, the cost of having a larger work 
force than might prove tc^ be needed must be weighed against the cost of 
having a smaller and cheaper work force, but then perhaps finding it necessary 
to pay for considerable tivertime. 

The quadratic curve that approximates the expected cost of overtime for a 
given si‘/e, of want force, and for different production rates is^: 

Expected cost of overtime - ~ + i\P, ^ C\W, + 

[2-3] 

As production, exceeds (^T,, a level set by the sii?^e of the work force, 
overtime costs increase. The linear terms, C^P^ and and the cross- 
product term, are added to improve the approximation.*^ 

'The foregoing discussion was premised on a given constant work force, 
hut clearly the si/e of the work force can change. Hence there is a 

whole family of cost curves similar tti that shown in fug. 2""3, one for each 
si/e of work force. I his family of overtime cost curves is obtained by 
substituting other values for H) in Tq. (2 3|. 

Actually this ctpiation is suflicicntly flexible to accommodate other cost 
components in aildition to overtime, for example, the gradual decrease in 
labor productivity as plant capacity is approached may be reflected in the 
cost function. 

• InvertU»r}\ hack order and machine setup costs. 

When order fluctuations arc absorbed by inventory and back-order 
fluctuations, (Uher costs are incurred. If it is decided to reduce aggregate 
inventories, the average production batch si/c should be decreased in order 
to maintain a balanced inventory. The larger number of smaller batches 
leads to additional costs of machine setups. Decisions are to be made 
monthly, and pricjr to each decision the aggregate inventory position should 

If pf'tHlticUen hiHs tea very lew level, relative tu the work force, the overtime cost which 
is prethcietl the quadratic cut ve rises and the approximation to the original cost curve 
beciunes ptH»r. Notunheless, the quadratic ttiay he a quite adequate approximation in the 
reiemnt nmge, 

( \ turtis (utt to be irrelevant in tnaking the scheduling decisions, because shifting pro- 
ductioti frotn <me periotl ttt amUher will leave Ibis component of cost unchanged. The 
costs of run outs an<l of holding itwentory prevent the cumulative of production from 
tlcviatitig feu any length td'time from the cumulative of orders received. 
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be observed. In formulating the cost function, we assume that the inventory 
and back order position at the end of each month is representative of the 
average inventory and back order positions during the month, and conse¬ 
quently may be used to estimate the costs related to inventory that were 
incurred during the month.^ If this assumption is not tenable, it probably 
indicates that production decisions should be made more frequently than 
once a month. Production that is scheduled for a month is assumed to be 
completed during the month.^ 

In order to have a simple relation between a month’s production and the 
inventory at the end of the month, it is convenient to use the variable, net 
inventory, defined as inventory minus back orders. Net inventory is in¬ 
creased by production, regardless of whether the product is added to physical 
inventory or shipped out to decrease the number of back orders. The 
factory that was studied usually ships immediately upon receipt of an order, 
and orders not so shipped are treated as back orders. Consequently, net 
inventory is affected immediately upon receipt of an order.^° 

Lot-size formulas may be used to determine the optimal production batch 
size for each product and the optimal safety stock to protect against its 
running out while a new batch is being produced.These formulas rest on 
plausible assumptions about the costs of holding inventory, the cost of back 
orders, and the probability of errors in forecasting orders for the particular 
item. By adding, for each product, the optimal average safety stock to 
one-half the optimal batch size we obtain optimal average inventory for each 
product. Then by adding together the optimal average inventories for all 
the products that are stocked, we obtain an optimal aggregate inventory for 
the whole factory. To convert this optimal aggregate inventory to the 
corresponding optimal net inventory, we need to subtract the total back 
orders expected for all products when the inventory is at its optimal level. 

From lot-size formulas it is known that both the optimal batcksize and the 
safety stock increase roughly as the square root of the order rate of 

themdmdu^^ Thus the optimal aggregate inventory must increase 
with increased aggregate order rate (total shipments ordered per month). 
The total expected back orders corresponding to any given size of inventory 

8 The average of the positions at the beginning and at the end of each month would be 
even more representative of the average positions during the month. However, this refine¬ 
ment m the cost function would have a very small effect on decisions and would be more 
complex. 

» Production processes requiring several decision periods to complete may be accommo- 
dated in the mathematical model, but this was not necessary in the factory that was studied 

10 For many factories a lead time is allowed between the receipt of an order and the 
shipping date requested by the customer. In such a case an order would not affect net 
mventory until the ordered shipping date. However, the receipt of an order supplies vital 
information by enabling a perfect forecast to be made of future shipments over a lead time 
horizon. 

See Part C. 
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must also increase with an increased aggregate order rate. By combining 
these two relationships it appears that optimal net inventory increases with 
the aggregate order rate. The relationship between optimal net inventory 
and aggregate order rate may be approximated^^ over a range by a function 
of the form 

Optimal net inventory = Cg + [2-4] 

where the Cs are constants and is the aggregate order rate. 
When actual net inventory deviates from the optimal net inventory 

(Cg + CgSf), in either direction, costs rise as shown in Fig. 2-5. If net 
inventory falls below this optimal level, then the safety stock and batch sizes 
of individual products must be reduced. We assume that these reductions 
are optimally distributed over the individual products by some procedure for 
scheduling the production of individual products within the constraint of the 
aggregate production decision. 
The rise in costs as net inventory 
declines can be estimated by cost¬ 
ing the increased number of 
machine setups, the increased back 
orders and the decreased inven¬ 
tory. A similar cost calculation 
can be made for the situation in 
which net inventory is above the 
optimal level. In this way the 
relation shown by the solid line 
in Fig. 2-5, between expected costs 
and net inventory, can be deter¬ 
mined. Over a range, the curve 
of inventory-related costs may be approximated adequately by a quadratic 
in which cost rises as the square of the deviation of net inventory from 
the optimal level: 

Expected inventory, back order, and setup costs = Cj^I^ — (Cg + C9iSf)]^ 

[2-5] 

whererepresents net inventory (that is, inventory less the backlog of unfilled 
orders) and the order rate (in units of the product ordered within the 
month). 

• The complete cost function. 

Having examined the individual cost components we can now construct 
the complete cost function for production and employment scheduling. 

12 Since back orders will generally be small'relative to inventory, the square root relation 
between aggregate inventory and order rate dominates the relationship between net in¬ 
ventory and order rate. Over a limited range a square root function can be approximated 
by a linear one. 

COST 

(Dollars per month) 

Fig. 2-5. Inventory and back order costs. 



58 PLANNING AGGREGATE PRODUCTION AND WORK FORCE 

Since the objective is to minimize costs, we need a cost function that adds 
together all the component costs that have been discussed above. Since each 
month’s decision has cost implications that extend over an appreciable 
length of time, this cost function must span a sidlicient time ti> include 
virtually all of the cost implications of the decision, I'he lirst requirement 
is met by adding all of the costs attributable to each month; the second, by 
adding all of these monthly costs over an extended period of time. 1 he 
discounting of costs that occur at dillercnt points of time by means td an 
interest rate factor is neglected as an unessential refinement.' ’ 

Since future costs depend on future sales they arc, of cour.se, uncertain. 
This problem is met by calculating what the costs woukl he for each com¬ 
bination of forecast errors and taking a weighted average of these costs, 
using probability weights. This expected cost is to be minimi/ed. No 
consideration is given to the variability of costs, but only their long-term 
total. The decision problem can now be stated formally. 

Find the decisions that minimize E{Ct), where 

Cr=ic, ( ?. 61 
f=l 

Ct = [CiWf + Ci3 (Regular payroll costs laj, [2 1 j) 

+ (Hiring and layoff costs I'.q. [2 2|| 

+ C,(P, ^ QWf + + 

(Overtime costs ... Hq. [2 3|) 

+ C,(I, -Cs- 

(Inventory-connected costs ... b'q. [d 5]) [.I 7| 

subject to the restraints 

/,_i +P,-S, = /„ 1, 2, ..., T 

The optimal production and employment decisions are those that minimi/e 
the expected value of total cost, Cj. This cost is the sum of the costs 
attributable to Tmonths as shown in Eq. [2 6). The total cost attributalde 
to one month, C„ is shown in Eq. [2-7] to be the sum of the component 
costs that have previously been discussed. Note that the time subscript, f. 
has been added to indicate that the variables may take on different values at 

13 Even without interest discounting, the future beyond a twelvc-iuonih t'oivea’.t tuni/on 
ft* f [2.10] and [2.11] to have a negligible influence on the euireni decotons itf 
®psriods of this duration, interest discounting would certainlv fiave a 

negligible influence on the optimum decisions. However, other factories witli diHcienl 
HiQrLmc horizon of several years in which case the neglect of mierest 
discounting should be reconsidered. 
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dillcrent points of time. The relation between inventory at the beginning of 
eaeh month, production iluring the month, sale.s during the month, and the 
month-end inventory is shown by liq. [2 Hj. Ihc cost function “■* can be 
applied tt* the scheduling decision of a great many factories simply by using 
the appropriate numerical values for the cost parameters: Cj, .... 
When we insert the numerical \alues that we estimated for the factory that 
was studied b't(. (2 9| is obtained. These numerical values arc derived 
from statistical estimates based on accounting data together with subjective 
estimates of such intangible costs as delayed shipments to customers. In 
the interest of simplicity, the influence of the order rate on the optimal 
inventory level was neglected: i.e.. (was set equal to zero, and the irrelevant 
fixed cost, Ti ,,. was omitted. 

<■/ >. f (64..i(fr,. u\ .)'! 
I* t 

I 5i2i\ - 28Hn| 

I- [0.0825(4 ^ . 320)^1} [2^«9] 

Where (\ i^» the total cost for 7'nuniths expressed in dollars, is the work 
Idrcc fur nuuOh / expressed in men, Pf is production in gallons (a pseudo 
unit uscii io iiisguisc ctunpany Ci^st data) per month, and 4 inventory 
in gallons, 

Since estimates of the cost parameters arc subject to many sourcCvS of 
crr<n\ it is reassuring that the factory performance is not critically dependent 
on the accmacy ot' the cost ftmetion. I'vcn if substantial errors arc made in 
estimating the parameters of the cost function, the factory performance 
measured in e<jst terms will not suHcr seriously/'' ^ 

In idnaining tlic abt>vc cost function for the paint factory it should be 
remembered that the t|uadratic form of the cost function is an approximation 
to the true cost function, the adequacy of the quadratic approximation 
cannot, lunvevcr, be judged simply in terms of suitability; rather, it must be 
judged by whether the decisions tu which it leads are better than the decisions 
made by alternative decision methods. 

Having translated the decision problem into mathematical form, we can 
proceed directly to solve tor the best scheduling decisions. Without going 

eUX>st tcniis that arc c<jasl;uU.s nuiy be added io any of the above cost expressions 
vvitlunit Itavinf^ any etfect ilie tiptimul decisions, C’osts that are constant or, more 
precisely, costs that tiot chattge with scheduling decisions are irrelevant in making these 
dccisiotis and hence may he ignored. 

*** An explorat<uy analysis o( the effects of errors in estimating the parutneters of a 
simple quadratic cost function showed that ovcrcsiimatiug cost parameters by 100 percent, 
or underestimating them by 50 per cent in both cases estimates were incorrect by a factor 
of two led to decision rules whose cost performance was approximately U per cent, 
above the costs wttich would t)ccur with correct estimates of cost parameters. See Chapter 9. 
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into the mathematics involved we will now examine the solution that is 
obtained. The derivation will be presented in Chapter 4. 

2-3 The optimal decision rules for production and employment 

Once the parameters of the cost function are estimated, the decision 
rule may be obtained by differentiating with respect to each decision variable. 
We obtain a set of linear equations, and then find its solution to obtain the 
decision rules. Fortunately, the results of this procedure can be reduced to 
a formula, requiring only a routine computation. It can be proved, once 
and for all, that the decisions yielded by the optimal decision rule are the 
best possible for the given cost function.^ ^ On the basis of the cost estimates 
that were made for the factory that was studied the necessary computations 
were performed to obtain the optimal decision rules. 

There are two decision rules to be applied at the beginning of each month: 
one rule sets the aggregate production rate, the other determines the work 
force. The first rule, Eq. [2-10], incorporates a weighted average of the 
forecasts of future orders (in this case for a twelve-month period starting with 
the forthcoming month, t). 

Since the forecasts of future orders are averaged, production is smoothed, 
so that there is an optimal response to the fluctuation of forecasted orders. 
The weight given to future orders declines rapidly as the forecast extends 
farther into the future. This occurs because, taking into account the cost of 
holding inventory, it is not economic to produce currently for shipment in 
the too remote future. One implication is that there is little point in fore¬ 
casting orders very far into the future since these orders will have little effect 
upon optimal current production. For the particular costs of the factory, 
the forecasts of orders for the forthcoming and the two successive months are 
the major determinants of production as far as orders are concerned. 

No information is required about the probability distribution of errors in 
the forecasts of orders.^”^ However, the average forecast error should be 
zero; i.e., the forecasts should be unbiased. 

The second term of Eq. [2-10] (1.005 IF,_i) reflects the influence on the 
scheduled production rate of one of the initial conditions at the time the 
decision is made—specifically, the number of workers employed at the end of 
the preceding month. The more workers there are on the payroll at the 

It is necessary to take into account the uncertainty of forecast errors and the successive 
revision of forecasts with the passage of time to prove the optimality of this decision rule. 
See Chapter 6. 

17 The mathematical analysis indicates that only the expected values of the distributions 
of orders are relevant to making optimal decisions (where optimality is defined in terms of 
minimizing expected costs). The variance and all other higher moments of the distributions 
have no effect on the decisions under a quadratic criterion. Unbiased forecasts are treated 
in making decisions exactly as if they were perfect forecasts. 
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beginning of the month, the greater should be the production scheduled for 

the month, since any large decreases in the size of the work force would be 

costly, as would be an unused work force. 

The next two terms in the decision rule may be considered together: 

(153.1 — 0.464/^_i). If net inventory at the end of the previous month is 

large, then the negative term will exceed the positive one, and production 

will be decreased in order to lower inventory. Similarly, if the initial net 

inventory is small, the negative term will be small and an increase in pro¬ 

duction will be called for. Not only does this term determine how the 

optimal production rule responds to any given initial inventory situation, 

but it has the special significance of indicating how the rule will take account 

of past forecast errors, since their effect is to raise the net inventory above, 

or lower it below, the desired level. 

+ 0.4585, 

+ 0.2335,+1 

Pt= < + 0.1115,+2 =■ + 1.005PF,_i + 153.0 - 0.4647, 

+ 0.0465,+3 

+ 0.0145,+4 " + 0.01015, 

- 0.0015,+5 + 0.00885,+! 
- 0.0075,+6 +.0.00715,+2 
- 0.0085,+7 + 0.00555,+3 
- 0.0085,+8 + 0.00425,+4 
- 0.0075,+9 + 0.00315,+5 

- 0.0055,+io + 0.00225,+6 
^ - 0.0045,+ii ^ + 0.00165,+7 

+ 0.001 15,+8 
= 0.742 + 2.00 -

 

+
 1 

t-4 
o

 
o

 1 + 0.00085,+9 " 

+ 0.00055,+10 

-1 

[ 4- 0.00045,+11 J 

[2-10] 

[2-11] 

where: P, is the number of units of product that should be produced during 
the forthcoming month, t, 

lF,_i is the number of employees in the work force at the beginning 
of the month (end of the previous month), 

is the number of units of inventory minus the number of units 
on back order at the beginning of the month, 

is the number of employees that will be required for the current 

month, t (the number of employees that should be hired is therefore 

5, is a forecast of number of units of product that will be ordered for 
shipment during the current month, t, 

5,+i is the same for the next month, t + 1, etc. 
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The second decision rule, Eq. [2-11], is used to determine the size of the 
work force. 

Again, a term appears which is a weighted average of forecasts of future 

orders, but in this second rule the weights extend farther into the future 

before they become negligible in size. Thus the forecasts of orders in the 

more distant future are relevant in making employment decisions, even 

though they have little influence on the production decision. 

The next term of the employment rule, 0.742 indicates that the work 

force on hand at the beginning of the month will influence employment 

during the following month, because of the costs associated with changing 

the work force. 

The next two terms in the employment rule (2.00 — 0.010/f_i) incorporate 

the effect of net inventory on the employment decision. A large net in¬ 

ventory will lead to a decrease in the work force while a small net inventory 

will tend to require an increase in the work force. Net inventory has a much 

smaller effect on employment than it has on production. Some general 

comments can now be made about how these two rules operate in concert. 

There is a fairly complex interaction between these two decision rules. 

The production of one month affects the net inventory position at the end 

of the month. This in turn influences the employment decision in the second 

month which then influences the production decision in the third month. 

Thus there is a continual dynamic interaction between the two decisions. 

The influence of net inventory on both the production and employment 

decisions produces a feedback or self-correcting tendency which eventually 

returns net inventory to its optimal level regardless of whether or not sales 

have been forecasted accurately. 

The weights that are applied to the sales forecasts and the feedback factors 

in the two decision rules determine the production and employment responses 

to fluctuations of orders and thereby indicate how much of these fluctuations 

should be absorbed by work force fluctuations, overtime fluctuations, and 

inventory and back order fluctuations in order to minimize costs. The 

work force responds only to fairly long-term fluctuations in orders, but 

production responds strongly to the orders in the immediate future and to 

the inventory position. Thus it appears that short-run fluctuations in orders 

and the disturbances that are caused by forecast errors are absorbed largely 

by overtime and undertime fluctuations. Extremely sharp fluctuations in 

orders are absorbed almost entirely by inventory and back order fluctuations. 

Implicit in these optimal decision rules is the answer to a question which is 

frequently raised: how should production be varied when orders follow a 

predictable seasonal fluctuation? The decision rules are designed to mini¬ 

mize costs despite predicted and unpredicted fluctuations of orders— 

predictable seasonal fluctuations are no exceptions. 

appearance of negative weights for forecasted future orders in some 
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terms of the production decision rule is surprising. One would expect to 

prepare for forecasted future orders by increasing production and accumu¬ 

lating inventory. Evidently the response of the rules to a forecast of, for 

example, increased future orders, is to prepare early by building up the work 

force at a slow rate of increase. In this way the work force build-up is 

accomplished economically and the increased work force then gradually 
causes the production rate to increase. 

One limitation of the mathematical analysis is that no bounds have been 

placed on the variables. Specifically, no formal restriction has been set up 

to avoid negative production and negative work force. This limitation of 

the formal analysis is not thought to be of practical importance since orders 

will be positive. (Negative orders imply a net shipment from customers 

back to the factory.) Positive orders constitute a continual drain on in¬ 

ventory so that the decision rules will call for positive production and 

employment—except under extraordinary circumstances. 

If the numerical constants in the cost function of the factory should 

change, the numbers in the above decision rules would need to be recomputed 

in order to obtain new decision rules applicable to the changed circum¬ 

stances. However, the algebraic forms of the decision rules would remain 
unchanged. 

For procurement or other reasons it may be desirable to know what the 

production and employment levels are likely to be in subsequent months. 

Plans for future decisions may readily be obtained by applying the decision 

rules to forecasts that extend farther into the future. Of course, when the 

time comes, the actual decisions may prove to be different from those that 
had been planned. 



chapter ^ 

Estimating the relations 

between costs and production, 

work force and inventory 

3-1 Overview of the chapter 

In planning production and employment, we want to keep costs 

as low as possible. In new applications of the optimal decision rules, the 

first step is to study the costs that are involved. We must make numerical 

estimates, including not only out-of-pocket costs, but also intangible costs 

that are important. 

In this chapter we are concerned with various approaches for studying the 

costs relevant in production and work force decisions. Once a quantitative 

estimate has been made of the cost structure, the next step is to approximate 

the cost relations with quadratic functions. The parameters of these 

quadratic functions are used, as shown in Chapter 4, to calculate optimal 

decision rules applicable to a particular factory. 

Although the examples in this chapter relate to the aggregate production 

and employment decisions of Part B, the methods are also applicable to 

fitting the cost functions for scheduling the production and shipment of 

individual products, the subject of Part C. 

The estimates of cost relations do not have to be very accurate. If the cost 

estimates are good enough that decisions based on them are near the optimal 

decisions, then the decisions are not critical and improved accuracy will 

bring but small improvement in the decision performance. 

The costs that depend on aggregate production and employment decisions 

are different from factory to factory, but we discuss in general terms the 

costs depending upon length of the decision period, production rate, hiring 

and training, layoffs, overtime, spare time, inventory holding, and back orders. 
64 
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Examples are given of the following methods for fitting cost functions: 

fitting to points, graphical fitting, sequential fitting of multivariable functions, 

least squares, least squares adjusted for variance, and Taylor’s series. We 

do not present a routine procedure for estimating cost functions. The data 

and analysis problems differ too much in different situations to make that 

feasible. Instead we demonstrate an assortment of methods applied to 
sample problems. 

3-2 Accuracy requirements in cost estimates 

Traditionally decisions on production and employment have been 

made with workability as the only criterion. Even workability is hard to 

attain in the face of conflicting delivery demands. While some cost data 

have been available and used, estimates have seldom been made of some of 

the costs important to planning aggregate production and work force. 

Consequently production managers simply have not had the information 

they needed to analyze the cost implications of their decisions. 

With the growing use of formal decision analyses, there is some temptation 

to go to the opposite extreme of making overly elaborate cost estimates and 

Fig. 3-1. Lot-size costs. 
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studies. We want some middle ground between totally inadequate cost 

estimates at one extreme, and overly elaborate cost estimates at the other. 

The reason for seeking this middle ground may be demonstrated by an 

example. Figure 3-1 shows the costs associated with lot-size decisions. As 

lot sizes are increased inventory holding costs rise, but set-up costs decline. 

The lot size for which total costs are at a minimum is called the optimum. 

A well-known square-root formula may be used to calculate this optimal 

lot size. The cost curve shows that, while it is desirable to produce in lots 

of optimal size, the decision is not critically important. Production in any 

lot size between A and B will give nearly minimal costs. Within this range 

the increase in inventory-holding costs resulting from an increase in lot size 

will be largely oifset by the accompanying decrease in setup costs. However, 

for lot sizes larger than B, and especially for lot sizes smaller than A, total 

costs rise rather steeply. Thus, there is substantial advantage in getting 

reasonably close to the optimal lot size, but very little additional advantage 

in exactly hitting the optimal lot size. 

This conclusion applies to a much broader class of situations than this 

particular example. For many decisions total costs vary but little in the 

region of the optimal decision, and hence there is little gain in finding the 

precise optimum. However, outside of this region costs rise steeply, hence 

it is important to find a way to reach the general neighborhood of the 

optimum. 

Since the final decisions depend upon the estimates of the cost structure, 

if the decisions themselves are not critical the cost estimates similarly are 

not critical. Hence, we do not need high accuracy in estimating the cost 

relations. Since the costs from errors of estimate do increase as the estimates 

become more inaccurate, the cost structure needs to be studied carefully 

enough to avoid large errors of estimate. However, since cost estimating 

is itself expensive, it is uneconomic to seek extreme accuracy. In the 

following section we shall propose some estimating methods that are 

practicable and yet not excessively costly. 

3-3 Sources of cost information 

The prime source of cost information in a company is historical 

accounting data. Although these data are the starting point of any cost 

study, they have serious limitations for decision analysis. Only future costs, 

and not past costs, can be affected by present decision-making. Conse¬ 

quently, for decision-making we should like to estimate costs that will be 

incurred in the future. The structure of future costs may differ from those 

of the past, and we must be on the lookout for these differences when we use 

historical data for estimates. 

In using accounting data another caution must be observed. Only those 
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costs should be considered that will vary in response to the decisions to be 
made only \aiiable C('sts are relevant. Becau.se accounting data arc 
usually compiled for cpiite vlifferent purposes, fixed costs are usually allocated 
into acauints in a way that makes it difhcult to separate them from variable 
costs. I'here is a converse problem of eompleteness. Accounting data 
frequently cki not include all the important and relevant costs particularly 
tho.se that are intangible. 

Another souree of cost information is standard cost estimates. These 
will often be more useful than historical accounting costs. However, 
standaid costs frequently are based on implicit assumptions that are in¬ 
appropriate to estimating variable costs. Tor example, standard labor costs 
may inchule an allowance for overtime premium. This factor may be mis¬ 
leading in an analysis designed to determine how much overtime slunihl be 
u.sed standartl costs should be used only to the extent that they allow one 
to estimate future actual costs. 

Aftei accounting and standard cost data have been fully exploited, there 
will usually be important cost components still to be estimated. In parti¬ 
cular, intangible costs often do not show up in any clear-cut fashion in the 
tlata produced by accounting procedures special cost studies, possibly on a 
sampling basis, may be needed. 

Cost estimates can also be checked against the judgment of managers 
familial with the specific facts of the situation. Many important intangibles 
like worker morale undoubtedly influence worker productivity and other 
variables, but are hard to assc.ss quantitatively. Although making such 
estimates by judgment is diflicult and somewhat arbitrary, in cases where 
theie is no better alternative the u.se of judgment requires no tipology. 

Iheoretical analy.ses of operations provide a final .source of cost estimates. 
The uiulcrlying cost structures will, however, rest on one of the .sources of 

C()st information mentioned above, ('hapters 10 through 13 are concerned 
with such analyses for costs related to inventories. 

3-4 Relevant costs 

I his section lists some of the cost components that should be 
investigated in planning aggregate production and work force. The list is 
meant to be suggestive rather than exhaustive.' 

• Relation between costs ant! the decision period. 

Beftire the other eost relations can be considered, we must know the 
time duration of the decision period, to determine how long the plans 

lyiuth of this material ha.s been adapted, with the tiuthor’s pcnni.s.sion, from R. E. 
MkCiauah, Productiori Planning,”' Hw Journal of Imlu.strial Enffinecrittf*., Noveitiber-" 
December, ld56, Volume VII, NuiuIkt (>, pp. 26.1 71. 
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are left undisturbed, and how long a time will pass before plans can be 
revised. 

Whenever plans are changed the following costs may be incurred: costs of 
revising detailed shop schedules and machine load schedules, reviewing and 
revising “min-max” controls on stock records, revising purchase contracts 
(possibly involving cancellation charges or premiums for expediting special 
fast deliveries and revision of delivery schedules from suppliers). These 
costs constitute a strong incentive to let plans stand for as long as possible 
without revision. 

If, in order to keep these costs low, the decision period is made very 
long, then other difficulties arise. As time goes by, after the aggregate 
decisions were made and detailed plans worked out, more and more in¬ 
formation becomes available. As sales gradually are realized, discrepancies 
may develop between the actual sales and the forecasts on which the plans 
were based. The longer the period before this new information can be 
taken into account and the plans revised, the greater will be the accumulated 
forecast errors. More than that, as new information on sales and general 
business conditions gradually becomes available, improved forecasts can be 
made of future sales that are relevant to the revision of present plans. The 
longer the decision period the greater is the cost of using obsolete plans 
based on fallacious information. 

The larger the forecast errors the more quickly do the plans become 
obsolete. Since the size of forecast errors depends partly on the effort spent 
in forecasting, the selection of a decision period should reflect a balance 
between the administrative costs of replanning on the one hand and the cost 
of achieving forecast accuracy on the other. 

• Costs related to the production level with an optimal work force. 

(1) As the production level is increased, a larger work force is needed for 
direct production. In addition, the following service and staff 
activities may require additional personnel: production and inventory 
control, purchasing, receiving, inspection, materials handling, ex¬ 
pediting, inspecting machine set-ups, maintenance, and cleaning. 

(2) If an increased production level requires added shifts, then supervision 
must be increased in the form of additional foremen, timekeepers, job 
leaders, etc., and shift premiums are likely to be incurred. 

(3) As machine capacity becomes more and more heavily loaded, the fre¬ 
quency of machine breakdown, scrap costs, rework of defective products, 
bottleneck delays, and efficiency of scheduling may all be affected. 

• Hiring and training costs. 

(1) Interview and selection: the number of applicants interviewed is apt 
to exceed the number selected. The time spent by the interviewer. 
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including the direct clerical overhead expense of the employment office, 

should be included. 
(2) Investigation of references, security checks: time and clerical expense 

of investigating character references; processing photographs for 
security badges, employment office escorts, including employment 

office direct overhead expenses. 
(3) Physical examinations: the number of prospective employees examined, 

the physicians’ retainer fee per examination, direct overhead expense 
of the clinic, medical and clerical supplies, etc., should be included. 

(4) Payroll entry preparation: computation of various standard payroll 
deductions (taxes, social security, group insurance, union dues, etc.) 
requires additional time by payroll clerks, additional office supplies, 

etc. 
(5) Training: this includes the average time required to train an employee, 

including the hourly costs of the foreman’s or experienced worker’s 
lost time. Additional spoilage, rework and wage-rate makeup-pay 
expenses incurred during the training period should also be included. 

The additional costs of rehiring of employees temporarily laid off might 
include only items (3), (4), and (5) above. Certain training costs in rehiring 
could be expected because of the likelihood of transfer of rehired employees 

to new jobs. 

^Layoff costs. 

(1) Unemployment compensation insurance. The cost of state unemploy¬ 
ment compensation insurance premiums varies with the degree of 
stability of employment at the company, and the laws of the state in 
which the company is located. It is often the case that if the fund 
accrued in the state repository exceeds a stipulated amount, and if the 
average withdrawals from this fund have been low (because of few 
layoffs during the recent past), the employer’s contribution is reduced. 
The difference in premium costs is avoidable if employment can be 
stabilized, and these avoidable costs should be included in the cost of 

layoffs. 
(2) Contributions to guaranteed wage funds. Generally, when wage- 

payment guarantees are included, union contracts provide for employer 
contributions in a manner similar to statutory provisions for un¬ 
employment compensation. The employer’s contribution stops when 
the fund has accrued a certain amount. Consequently temporary 
layoffs causes withdrawals from the fund, and the employer must again 
incur the expense of contributions. 

(3) Employee transfers. Union contracts regulate seniority provisions, 
and may stipulate bumping during layoffs. Bumping often results in 
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mushrooming effects upon the entire plant force. These transfers 
require changes in payroll records, personnel records, retraining of 
employees, additional spoilage and rework costs, etc. At least some 
of this expense is avoidable under a more stabilized employment 
program. 

(4) Community relations. Since union-management relations may be¬ 
come strained after layoffs, the reputation of the company in the 
community may suffer. Some firms regularly budget expenses for 
newspaper advertising, gifts to local charities, so that the firm can 
behave as a good citizen of the community. However desirable in 
themselves, such expenses can reasonably be charged, at least in part, 
to unstable employment programs. 

(5) Excessive recruiting costs. Closely associated with community 
relations expenses are excessive costs of recruiting employees because 
of purported unstable employment at the plant. If a firm must 
recruit employees from distant communities even though there is no 
labor shortage in its own community, employments costs are excessive, 
and these may be avoidable if employment is stabilized. 

(6) Personnel and payroll expenses. Since temporary layoffs may require 
separation interviews, and personnel record changes, there are addi¬ 
tional expenses incurred in the personnel office. In the payroll office, 
there are expenses of closing the payroll records, preparing certificates 
of eligibility for the state unemployment compensation insurance 
dividends, etc. 

# Overtime costs. 

Overtime is frequently required for reasons other than a high aggregate 
production rate. Various unanticipated delays—material shortages, machine 
breakdowns, changes in the mix of the workload—all of these cause sporadic 
overtime operation to meet the detailed production schedules. Such 
sporadic labor requirements are discussed later. However, the larger the 
work force the greater is the chance of meeting these requirements without 
working overtime. A certain amount of overtime may be budgeted through 
an extended period. This is especially likely to be the case in firms having 
guaranteed annual wage provisions in their contracts with unions because the 
contract provisions make it economical to stabilize the number of employees. 

# Idle time costs. 

When work becomes slack in a shop, there is often a lag between the time 
when employees should be laid off and when they are actually sent home. 
Hence more delay and more idle time occur. To the extent that idle time 
costs arising from lack of work can be avoided by a more stable production 
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program, these costs should be charged to the decision to decrease the 
volume of output. 

The off-capacity variance in overhead costs, which is reported in absorption 
costing systems, may be of some use in estimating the magnitude of idle time 
costs. 

# Inventory holding costs.^ 

(1) The cost of the money invested in inventory should be estimated on 
the basis of the return that would be obtained if the capital were 
invested otherwise. In making this estimate account should be taken 
of the liquidity and risk involved. Money tied up in inventory is 
quite liquid—it may be converted into cash in a fairly short time should 
the need arise. Finished-goods inventories (with which we are 
primarily concerned in this book) involve certain risks of price change, 
theft, fire loss, etc., but compared to other investments the risk is 
moderately low. 

The cost of borrowing new capital is apt to be misleading for 
estimating the cost of capital invested in inventory unless the firm is 
actually willing to increase or decrease its borrowing in response to 
inventory changes. Similarly the cost of equity capital is misleading 
unless the firm would consider raising more capital in this way for 
inventories. 

Usually a firm has a certain amount of capital and must make a 
choice among many investment alternatives. The investment in 
inventories can be approached by asking the question, What expected 
return would be required of an investment with liquidity and risk 
comparable to inventory before we would make that investment? 
This is the return that should be charged to inventories. Very small 
inventory investments can produce very high return by reducing other 
costs such as machine setup costs and the cost of lost sales. Con¬ 
versely very large inventories produce low rates of return. For any 
given desired rate of return, inventory decision analyses of the kind 
considered later indicate the corresponding optimal inventory. 

(2) Inventory is subject to costs of spoilage, deterioration, and obsoles¬ 
cence. 

(3) Space charges may include depreciation of racks, fixtures, and other 
handling and storing devices. Generally these costs are apportioned 
uniformly among the various types of products stored. A more 
precise method is to apportion these expenses on the basis of the 

2 These costs have been described rather extensively in the literature, for example see 
Raymond, F. E., Quantity and Economy in Manufacture, New York, McGraw-Hill Book 
Company, 1931; and Whitin, T. M., The Theory of Inventory Management, Princeton, New 
Jersey, Princeton University Press, 1953. 
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volume of each type of product stored, and the special storage pro¬ 
visions required for each. The expense of stock handlers and clerks 
should be allocated to these costs in some reasonable way. 

• Back-order costs. 

As the level of inventory decreases, there is a greater risk i>f running out 
of stock or of making later deliveries. Where stockouts cau.sc lost .sales, 
the cost estimate can start with a calculation of the profit that is lost when a 
sale is lost. This should be gross profit (sales price minus direct variable 
cost with no allowance for fixed costs). If a lost .sale or a late delivery 
influences customers to transfer some of their subsequent business to com¬ 
petitors, the gross profit on the later business should be included. 

Where deliveries by a factory to company warehouses are delayed, this 
doesn’t necessarily lose a sale. However, there is some probability that a 
delayed shipment will result in a lost sale by the warehouse. 

• Additional cost components. 

Costs resulting from direct interactions between inventory levels and 
production rates, or direct interactions of inventory level and si/e of work 
force, have been excluded from the cost function of Chapter 2. * An example 
of the latter cost is low inventory necessitated by small-lot production 
increasing the number of machine setups and hence the labor hours required. 

Another cost component that was not included in the cost function, hut 
might have been, is that related to changes in the production level, 

C(P, - Pt-xf. An example of such costs is the situation in which e<tstly 
machine adjustments are necessitated by changes in the production rate; 
the larger the change in rate, the more extensive the adjustments reiiiiiicii. 

Pitting quadratic approximations 

After the cost relations have been estimated, the cost needs to be 
approximated with a quadratic function. There are .several ways to make 
these approximations, as will be shown. In fitting quadratic functions to 
cost relations it will usually be possible to approximate closely only over a 
limited range. We choose this range so as to obtain the best approximation 
in the region where costs are minimum. As was pointed out in Section ’ 
when a decision is made in the region of the optimum the total costs cham-e 
only gradually in response to changes in the decision. Since we expect to 
be operating m the region where the decisions are not critical, it is only in 

rulesSS in " "modification of the derivation of the decision 
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this region that we need a good approximation to the true cost curve. The 
fact that the quadratic ceases to fit closely outside of this region makes no 
difference so long as actual operations stay within the region. 

In some situations it will be necessary to make the approximation in 
stages. We first guess at the range of variability we are likely to encounter 
and fit quadratics, then we calculate the decision rules and apply them to 
empirical sales data. We observe the actual range of variation of the 
variables—if this range is substantially different from that assumed initially, 
new quadratics are fitted for the revised range. 

There are several ways to fit quadratic functions to cost relations. These 
alternative methods are presented here by means of concrete examples in 
which quadratics are fitted to particular cost components, many of them 
estimated from actual company operations. However, the methods are 
general; any method may be used in approximating any cost relation. The 
selection of a method will be strongly influenced by the form in which the 
cost information is available. 

• Fitting to points: hiring and layoff costs. 

A quadratic function may be fitted by selecting certain key points and 
passing the quadratic curve through the points. The number of points used 
is equal to the number of constants that appear in the quadratic function. 

The quadratic function"’’ 

Hiring and layoff cost = C2(Wf - ~ 4- C13 [3-1] 

is to be fitted to the hiring and layoff cost relation. In conference with 
management a judgmental estimate was made that the cost of hiring and 
training was $180 for a one-man increase in the size of the work force.^ A 
layoff cost estimate of $360 per man included direct costs and morale effects 
on the remaining workers. These costs were thought in this case not to 
depend upon how many men were hired or laid off in any one month. 
Largely because of seasonal fluctuations in sales, it is expected that future 
changes in the size of the work force will average about 10 men per month. 
Rarely would hirings and layoffs exceed 20 men in any one month. This 
cost relation is shown by the solid lines in Fig. 3-2. 

It was decided to seek the best fit of the quadratic between —15 and 4-15 
man changes in size of work force (see range of fit in Fig. 3-2). Since three 
constants, C2, C^, and C13, appear in the quadratic function of Eq. [3-1], 

4 The constant cost term, C13, is added to the cost function to facilitate fitting the cost 
curve as well as possible, Of course, constant costs are irrelevant in making production and 
employment decisions so C13 will be dropped. Such constant cost terms are added to the 
functions for the other cost components and for the same reason. 

5 In other companies estimates of this cost have been as low as $20 and as high as $2000. 
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three points were selected through which the quadratic should pass on 
Fig. 3-2. The coordinates of these points are: 

Point Cost Change in size of work force 

1 13600 -10 
2 720 -2 
3 1800 + 10 

Now, substituting these values in Eq. [3-1] we obtain: 

3600 = C2[(-10)(-Cii)p + Ci3 

720 = C3[(-2)(-Cuff+ Ci3 I [3-2] 

1800 = C^K+lOX-Cuff + Ci3. 
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As checks on the solution of the equations and the selection of the points, 
the quadratic was plotted as a dashed line on Fig. 3~2. If the fit is not 
satisfactory, it may be modified by a new selection of the points, 1, 2, and 
3, and a solution for the new quadratic. 

• Graphical fitting: inventory and back-order costs. 

Simple cut-and-try graphical fitting of quadratic functions to cost relations 
is often expedient. The example used to demonstrate this method is based 
on the accounting data of an operating factory. 

Estimates were made of the cost of holding inventory and the cost of de¬ 
layed deliveries; i.e., back orders. These costs were assumed to be linearly 
related to the amount of gross inventory (finished goods inventory in stock) 

800 

640 

a 
P 

480 
CO 

Q 

O 

o 
<; 
CQ 

320 

160 h 

_L JL 
80 160 240 320 400 

GROSS INVENTORY (Gallons) 

Fig. 3-3. Back orders and gross inventory. 
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and the backlog of back orders, and also linearly related to the time the 
inventories and back orders were held. Thus we obtained estimates of the 
costs of holding a unit (in this case one gallon) of gross inventory for a 
month, and the cost of holding a gallon of back orders for a month. To 
obtain a total expected cost associated with the net inventory we had to 
determine relations between gross inventory and net inventory, and between 
back orders and net inventory. Net inventory is gross inventory minus back 
orders. 
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Data on factory operations for a three-year period showed what the back 
order and gross inventory positions had been at each month-end for the 
factory. These data are plotted in Fig. 3-3. No effort was made to relate 

the back orders to the sales rate prevailing in each period.^ The tendency 
for back orders to be high when inventory was low is clearly evident. 

The decision analysis requires that we express the back-order inventory 
relation in terms of net rather than gross inventory (see Chapter 2). Net 
inventory was calculated for each point (month) in Fig. 3-3 by subtracting 
back orders from gross inventory. Figure 3-4 shows back orders plotted 
against net inventory. 

Now using these two figures, we can determine for each month the gross 
inventory, the back orders, and the net inventory. Since the cost of holding 
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Fig. 3-4. Back orders and net inventory. 

a gallon of gross inventory for one month was estimated to be $20, and the 
cost of holding a back-order gallon for one month was estimated to be $100, 
It was possible to calculate for each month the cost of holding inventory 
and the cost of holding back orders. The monthly total of these costs is 
plotted against net inventory in Fig. 3-5. The costs are observed to rise 

This is equivalent to assuming Cg is zero. See Eq. [2-5]. 
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when net inventory falls significantly below the 300-gallon level. This is the 
result of rising back-order costs. Negative net inventory simply means that 

INVENTORY AND BACKORDER COSTS 
(Thousands of dollars) 

Fig. 3-5. Cost of inventory and back orders as a function of net inventory 
position. 

the backlog of unfilled orders for out-of-stock products exceeds the inventory 
of the other products. Although it does not show clearly in this figure, 

COST 

Fig- 3-6. Overlay for graphical fit of Inventory costs. 
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increases in net inventory also lead to rising costs as the result of increasing 
inventory holding costs. 

Assuming that this structure of cost relations will persist for future 
decisions, we wish to fit a quadratic function to the data plotted on Fig. 3-5. 
The cost function to be fitted is: 

Cost of holding inventory and back orders 

= C,(7, - Cg - C^O,r + Ci3 [3^] 

A graphical cut-and-try fit may be made by guessing several plausible 
values for C,, substituting them into the equation. 

Cost = [3-5] 

and plotting the function as shown in Fig. 3—6. This plot, which should be 
made on thin paper, may be laid over Fig. 3-5 and manipulated to obtain 
the best fit of it to the data in the region of expected inventory fluctuations 
demarked by the range of fit. Figure 3-6 may be moved horizontally and 
vertically to improve the fit, but it should not be rotated (the X axis should 
always be parallel to the / axis). New values should be calculated for C-, 

and the manipulation continued until one of the quadratic curves on Fig. 3—6 
approximates adequately the data on Fig. 3-5 in the range of fit. Then 
mark where the origin of Fig. 3-6 falls on Fig. 3-5. Read the value on the 
net inventory axis where this origin falls to obtain the value of Cg (Cg is 
assumed zero) 320 gallons in this case. Read on the cost axis where the 
origin falls to obtain the value of Cjg; $15,000 in this case but this constant is 
irrelevant for the decision analysis and may be forgotten. C^ is read from 
the curve on Fig. 3-6 that best approximated the data. 

After the decision rules have been calculated on the basis of the cost 
estimates and the rules have been tested on some typical sales patterns, the 
assumption about the range of employment fluctuations should be checked. 
If a wide discrepancy appears, the range of approximation should be revised 
and the quadratic functions refitted. 

# Fitting functions of scvetul vuriables, payroll und overtime costs. 

The cost function to be fitted to the regular payroll and overtime cost 
relations is a general quadratic in the variables: work force (W) and pro¬ 
duction rate (P), as in Eq. [3-6]: 

Cost of regular payroll, overtime, etc. 

= K,W+K^W^ + K,PW -F JQP + + K, [3-6] 

A graph of this relation requires three dimensions. If cost is visualized as 
the vertical dimension, this cost relation can be shown as a contour map. 
Fig. 3-7, in which the lines represent constant cost combinations of work 
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force and production. Successive lines 1, 2, and so on, indicate increasing 
cost levels. 

Clearly payroll and overtime costs depend on the size of the work force 
and the production rate, but other costs do also. At higher production 
levels, with more intensive use of equipment, scrap and rework costs may 
rise. Labor productivity may decline as capital equipment approaches its 
capacity. Also, beyond a certain level higher production will require 
additional shifts with shift premium costs and perhaps lower productivity. 
Raw material costs naturally rise directly with production. However, all 
costs that are linearly related® to production should be omitted in the 
interests of simplicity, since in time their total depends only on total pro¬ 
duction which, in the long run, must equal total ordered shipments, a variable 

Fig. 3-7. Contour lines of total payroll and overtime costs as a function of 
work force size and production. The shaded area is the range in which the 
quadratic approximates the cost relation. 

not under the control of the production manager. These are some of the 
considerations that determine the shape of the cost surface in Fig. 3-7. 

The fitting problem is to determine the values of through in 
Eq. [3-6], which specify the quadratic function, to fit the cost surface as 
well as possible in the region of fit determined by the expected fluctuations 
of both production and employment. Since ideally all of the cost para¬ 
meters are estimated simultaneously, this fitting problem tends to become 
complex. However, reasonably good approximations may be obtained by 
sequential fitting. The following is an application of this method. 

The regular payroll, overtime, etc., cost relation is decomposed into parts 
and approximating functions are fitted to the parts in turn. 

For a given production rate an estimate can be made from Fig. 3-7 of the 

® The constant C5 from Eq. [2-7] is irrelevant to the production and work force decisions. 
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Size of the work force, that would give minimum cost, and an estimate 
cati be made of what that minimum cost would be. By repeating such 
estimates for different production rates the relations of Figs. 3-8 and 3-9 
can be plotted. 

A quadratic approximation in the 
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Fig. 3—8. Minimum-cost work force as a 
function of production. The shaded area is 
the range for which the straight line approxi- 
mates the true relation. 

range of fit to the minimum-cost 
production relations will yield the 
function: 

Minimum cost 

= -f k2P + constant 
[3-7] 

The relation between minimum- 
cost work force and production 
should be approximated with a 
linear function to obtain 

— ^3^ + ^4* 

Under actual operations the 
production level will fluctuate and 

the work force will not always be at the level that would give minimum cost 
for that production rate. Hence we need an estimate of the additional 
costs that would result from deviations of the work force from its minimum 
cost level. This cost relation is shown by the solid line in Fig. 3-10. 
When the work force is larger than I 

the full payroll cost of the ^ 
extra men tends to be wasted as f 
idle time, except as temporary o I 
transfers to other work such as ^ 
maintenance makes effective use ^ g 
of the extra time. g s 

When the work force is smaller ^ ^ 

PRODUCTION, P 

Fig. 3-9. Minimum-cost as a function of pro¬ 
duction. The shaded area is the range for 
which the quadratic approximates the cost 
function. 

offsets the smaller regular payroll, but in addition the usual 50 per cent 
premium on overtime constitutes an additional cost. Note that it tends 

than TV^, the regular payroll is 
less, but the regular manpower 
available is too small to maintain 
the planned production level, so 
additional time must be pro¬ 
vided by working overtime. The 
straight-time cost of the overtime 

to be cheaper to have one worker too few than one worker too many. 
Usually there will be enough random variability in the production process 

that even with the minimum-cost work force, both idle time and over- 
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time will occur for some workers at some times. An increase in the work 
force from will tend slightly to increase idle time and decrease overtime 
costs. Thus in the region of optimal work force, changes in the size of the 
work force are not critical~the cost effects tend to cancel out. This tends 
to smooth out the cost curve as shown in Fig. 3—10 by the dotted curve. 

A quadratic can be fitted to the dotted curve in the range of fit to obtain^ 

(Cost) - (Minimum cost) = + k^(JV - WJ [3-9] 

By substituting Eq. [3-8] into [3-9] we eliminate Adding Eqs. 

COST 

(Dollars per month) 

Fig. 3-10. Cost of deviations in work force from optimal levels. The 
shaded area is the range in which the quadratic approximates the cost 
function. 

[3-7] and [3-9] and expanding we obtain a function of the same form as 
Eq. [3-6]. The constants through can then be read by matching terms. 

• Fitting by least squares: payroll and overtime costs. 

Sometimes a standard cost system will yield cost estimates for a set of 
particular situations in a region in which a quadratic fit is desired. If the 
number of points for which standard costs are estimated exceeds the number 
of parameters in a quadratic function, the function cannot be passed through 

9 It is probable that costs of deviations of the work force depend somewhat on the 
particular production rate. Instead of a single curve, Fig. 3-10 might show a family of 
similar but not identical curves, one for each level of production. The requirement that 
the coefficients of the squared terms in the quadratic function be constant allows us only 
one quadratic to approximate this family of curves. The range of production fluctuations 
would determine the weight to be given the different curves in making the single quadratic 
approximation. 

10 We can now see why we were limited to a linear approximation in Eq. [3.9] for fitting 
the minimum cost-work force-production relation of Fig. 3-9. A quadratic approximation 
here would upon substitution in Eq. [3.10] have yielded a cubic cost function. 
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all the points. In this situation a least-squares estimatemay be useful, 
especially if cost depends on more than one variable as in the case with the 
total payroll and overtime costs of Eq. [3-6]. 

Cost is the dependent variable, and the independent variables are W, W^, 

FW, P, and P^. For each point on the cost surface of Fig. 3-7 for which 
we have an estimate, we can calculate coordinates in the six dimensional 
space defined by the one dependent and five independent variables. Each 
of these points then constitutes an observation which may be used in least 
squares regression analysis, 

Care should be exercised in selecting the points at which cost estimates 
are made since the least-squares fit will be very sensitive to the more extreme 
points. After a quadratic is estimated by this means, it would be advisable 
to make some check calculations to see that the function will yield reasonable 
cost values over the region of fit. 

# Fitting by least squares with an adjustment for variance: overtime costs. 

In this example we estimate a quadratic overtime function applicable to 
the operation of a factory from operating data covering production measured 
in physical units, and regular employment and overtime measured in hours. 
If a quadratic function could be used to predict the hours of overtime that 
would occur for different production rates and work force sizes, overtime 
costs could be readily calculated by using the average overtime wage rate. 
The regular payroll could be costed by using the average straight-time wage 
rate. In this way the desired quadratic cost function of Eq. [3-6] could be 
obtained. Hopefully, the overtime relation expressed in physical terms 
would be stable enough so that the function could be used for several years 
with only wage rate adjustments. Analysis of a set of historical data from 
a factory revealed two problems. 

(1) Overfime included time spent on extraordinary jobs not directly related 
to production such as stock-taking, relabelling of inventory, etc. These 
data were corrected to reflect the overtime spent only on the regular pro¬ 
duction processes. 

(2) The least squares method of making a statistical fit gives maximum 
likelihood estimates of the parameters only if the residuals are normally 
and independently distributed, with a constant variance.^^ However, the 
distribution of overtime was non-normal and variance was not constant. 

fJknown to be a reasonable way to estimate the cost structure 
analysis; it probably is not optimal—at least in the simple form presented 

^2 A textbook exposition giving computational examples is found 
Industrial Statistics by A. J. Duncan; Richard D. Irwin, Inc., 1952. 

in Quality Control and 
See pp. 492-496 and 

S. S. Wilks: Mathematical Statistics, 1946, 
Theory of Statistics, 1950, pp. 289 ff. 

pp. 160#; A. M. Mood: Introduction to the 
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As a result of random disturbances, the labor-hours, Hp, required for any 
particular production level, F, do not have a single value; rather, there is a 
probability distribution of values. 

Figure 3-11 shows the probability distribution of time required, Hp, for 
three different production rates. If Hji/ is the regular employment measured 
in hours,the overtime hours, Hq, will be given by the truncated distribution 
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0^ 

Fig. 3-11. Effect of productivity fluctuations on overtime. 

beyond which is shaded. The variables are related by: 

Ho 
Hp H^/, if Hp > H^/l 

0, if Hp < H^] 
[3-10] 

That is, if production requires more hours than are available from the work 
force on regular time, overtime supplies the additional hours needed. How¬ 
ever, overtime can never be negative even though the time required for 
production is less than the regular time available from the work force. 

Even if the required hours, Hp, were distributed with constant variance, 

i"* Hw in hours is equal to fV in men multiplied by the average number of regular hours 
per decision period per man. 
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the distribution of overtime, //<,, would not have a constant variance. 
Moreover, the distribution of overtime would have different shapes under 
different combinations of production and work fc^rce levels. 

To overcome this problem, the data were grouped intr) cells and the mean 
overtime was calculated for each cell. Since means from any distribution 
(for a sufficiently large sample size) arc distributed nortnally. we could 
satisfy the distribution requirement by treating these means as the observa¬ 
tions to be fitted. However, the variance of these meatis was not the same 
for all cells. 

When statistically independent data are grouped into cells as a means of 

'20 140 UiO mil ;!(«) 

EMPLOYMENT IN 100 KEGUI.AH HOUHS. H„ 

Fig. 3-12. Overtime data grouped into cells. 

economizing on computation in making a least squares fit, the cell means 
can be treated as observations by weighting each mean, the weight set equal 
to ffie number of observations used in calculating the mean. Since the 
variance of a mean is equal to the variance of the original observations 

divided by the sample size (i.e., <x| = 4/«), we can infer that each cell mean 

‘a r®'®® proportion to its variance. This suggests that 

ZZsLe of ho't' ll'c 
ce , rti, and the cell variance, cf, (where is the standard 
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deviation) each cell mean should be given a weight of n./tr?. This method 
was applied to the overtime data as follows: 

(1) The data were divided into cells—each cell corresponding to a small 
range of production and employment. The data gave eight such cells 
(see Fig. 3-12). 

(2) For each cell, Ae average vdues*^ of production P,-, employment 
(regular hours) overtime Hq, and the overtime standard deviation 
estimate, s,-, were calculated (see Table 3-1). 

Table 3—1. The Data (Divided into ceils according to Fig. 3—12). 

Cell(/) rii Pi Swii X 10 Hoi Actual 5; «i/(-5i')^(X 105) 

I 6 385.8 126.1 514 268 290 7.13 
11 6 397.6 147.1 226 119 200 15.00 

III 4 350.4 178.4 150 138 200 10.00 
IV 7 462.8 146.6 592 416 480 3.44 
V 11 459.2 175.4 467 248 220 20.66 

VI 5 560.0 153.3 1649 847 1010 0.49 
VII 13 560.8 180.5 1151 942 670 2.90 

VIII 8 639.2 176.4 1644 1088 1210 0.55 

Hoi Calculated 

379 

328 

117 

653 

461 

1324 

1078 

1850 

(3) In view of the paucity of readings in some cells and the great random 
variability, the standard deviation estimate was modified as follows. 
The standard deviation estimates S; were plotted in Fig. 3-13 against 

~ i), K being average productivity expressed in units of pro¬ 
duction per hour. This expression is an independent estimate of the 
cell average expected overtime, and should be related to the cell 
variance. A curve was fitted through the points and then the estimates 
of standard deviation were modified to fall on the curve. In this way 
the modified estimate sj were obtained. (The least squares estimating 
procedure is sensitive to the weights that are used, and poor results 
were obtained until this refinement was introduced.) 

(^) The mean overtime of each cell was then considered as an observation 
and was given the weight n,7(s[)^, where n,- is the number of readings 
in the cell. The weights equalize the effective variances of the cells. 

(5) The least squares method for grouped data can be applied now to 
estimate the parameters of the quadratic overtime function: 

E{Ho) = k^P + kjP^ + k^Hfy + k^Hl, + k^PH^y + k^ [3-11] 

15 It was important in this case, because of the smal 1 number of cells and observations to 
calculate the center of gravity of the cells rather than using the cell mid points. 
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Application of this method to the factory data gave the following 
overtime function; 

EiHo) = -3.711P + 1.616 X + 2.212 x 

+ 2.545 X - 3.562 x 10-*PHfy + 455 [3-12] 

By taking account of the number of regular hours per man per decision 

^^3- Overtime variability related to average overtime for each cell. 

period, this equation can readily be expressed in terms of the work 
force, W. By costing overtime and adding straight-time costs, an 
estimate of the parameters of Eq. [3-6] would be obtained. 

Because mechanical least squares fits to empirical data can give 
nonsense results, some tests for reasonableness of the parameters of 

[^~12] are desirable. The following tests were used: 
(1) The partial derivative dE(Ho)ldP should be positive, since the over¬ 

time should increase with increase in production if the regular 
employment is constant.'* 
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(2) The partial derivative dE(HQ)/dHjy should be negative, since an 
increase in regular employment should decrease the overtime if the 
production is constant. 

(Hours) 

Fig. 3“14. Calculated and actual overtime. 

(3) The partial derivative dPjdHiy should be positive, since at constant 
overtime an increase in regular employment should increase the 
production. 

(4) The test for a positive definite quadratic form (fnt 1, page 93) is 
especially important for cost functions obtained in this way. 

the first three tests the partial-derivatives were evaluated at the point corresponding 
to the average P and Hw- f ^ * s 
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As a further test of the goodness of fit, the expected overtime was calculated 
from Eq. [3-12] for each observation and compared with actual overtime 
from the original data (see Fig. 3-14). Furthermore, the plot was divided 
into bands and the centers of gravity of these bands were determined. The 
scatter that appears in this figure is an indication of the amount of random 
fluctuation in actual overtime. The increased variability of overtime when 
average overtime is high is evident in this plot. Since the decision analysis 
is concerned with minimizing expected (average) costs, the real test of it is 
whether the cost function adequately predicts expected overtime cost. On 
the whole, the plot shows that in the usual range of operation, the equation 
gives an adequate estimate of overtime. 

• Taylor series approximations to cost functions: payroll and overtime costs. 

Only rarely do theoretical cost analyses yield cost functions that are 
exactly quadratic. However, by making a Taylor’s series approximation 
and discarding cross products and terms higher than squares, an adequate 
approximation often may be attained over the region of fit. The following 
is a rather compressed exposition of such a cost analysis and approximation. 

For a given production level P the number of hours required is Hp, 

assumed to be a normally distributed random variable whose mean and 
variability are proportional to the production rate, i.e., 

E(Hp\P) = PIk [3-13] 

a(Hp\P) = vP/k [3-14] 

where /c is a mean productivity and v is the coefficient of variation of man¬ 
hour requirements. The total overtime hours, Hq, would be given by 

_ fH, - .f H, > H J 

1 0, it H,< 

(cf. Eq. [3-10] and Fig. 3-11) where is the total number of hours on 
regular time for the given work force. The expected overtime as a function 
of the production rate and work force level is: 

iv)f (—~ 
Plk\ dH^ 

E{Ho) = 

where/(x) = {\j-Jln)e is the normal density function. 
When integrated, Eq. [3-16] yields 

[3-16] 

Hyy - P!k 
EiHo) = af 

where F{z) = dx is the normal distribution function. 

[3-17] 
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The cost of overtime is obtained by multiplying the expected overtime by 
the overtime wage rate Q. Adding the cost of the regular payroll, €2^^^, 
where C2 is the straight time wage rate we obtain 

Expected cost = CiE{Ho) + 

Substituting Eq. [3-17], taking the partial derivative with respect to Hpy, 

and equating to zero we obtain the following relation, which indicates the 
least costly work force, ifj-, for any given production level: 

F 
- P/k' 

a 
F(x*) = 

1 

1 + c2/(q - c7) 
[3-19] 

If the overtime premium is equal to the cost of idle time, then one would 
expect that for cost minimization the work force would be set at such a level 
that overtime and idle time would be equally likely. This proves to be the 
case in Eq. [3-19] when the overtime premium, — C2, is equal to the 
idle time cost, C2. Then F(x*) is one half, x* is zero, and is P/k. For 
the usual case in which idle time is more costly than the 50 per cent overtime 
premium, the minimum cost work force, would be lowered, making 
overtime more likely than idle time. The greater the variability of product¬ 
ivity, a, the more the work force would be lowered. 

A first step in constructing the labor cost function is to forecast the 
average sales level and from this the average production level, F, fwm 

Eq. [3-19] then determine the corresponding average regular hours, 
that will be most economical. Finally, find the Taylor’s series expansion 
of the cost function, Eq. [3-18], about the point (P, and drop the 
higher order terms: 

Expected cost = - [Cii;/(x*) + Cj]? + f(x*){P — kH^)^ [3-20] 

The great advantage of this method is that once this mathematical deriva¬ 
tion has been carried out, a quadratic formula in L and is obtained which 
directly gives the desired cost function. In this case the cost function can 
now be obtained by simple substitutions in Eqs. [3-19] and [3-20] of the 
regular time and overtime wage rates, the coefficient of variation, and the^ 
average production level that is expected. Since the Taylor’s series is a . 
point approximation there is no way, however, to take account of the size] 
of the region of fit. It is a good idea to calculate with the quadratic function 
the costs that are predicted for a few combinations of production and 
employment to determine whether the approximation is adequate over the 

region. 
By taking into account the average number of regular hours worked per 
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man per decision period, Eq. [3-20] can readily be converted into Eq. [3-6] 

which is expressed in terms of the size of the work force m men. 
The approach that is used here will be developed in greater detail in 

Chapters 10 to 13, where it is used to generate the aggregate inventory cost 

function from a decision analysis for individual products. 

3-6 Test of cost estimates 

All the discussed methods of estimating cost functions involve 

some degree of approximation. Hence some tests ot the estimates ate a 

wise safeguard before they are used to calculate decision rules. 
Certain values of the variables for which information on costs is avtiilablc 

should be substituted into the quadratic functions and the costs calculated. 
These can be compared with the independent information and tested. 

The whole cost function Eq. [2-7] may be analytically tested for its 
steady state optimum values of work force and inventory.*^ I he first is 
found by equating to zero the partial derivative ('('jt'H' and solving for 
optimal work force as a function of production rate. I'he latter is tound by 
equating to zero the partial derivative dCjdl and solving for optimal inventory 

as a function of sales rate. 
It may also be useful to maintain a check on the accuracy t)f the estimates 

by collecting cost data while the decision rules are in use and comparing 
these with the cost estimates made in the cost function. A statistical control 
chart would be useful for plotting actual versus estimated costs. If the errors 
are larger than expected, as the result of anticipated random variation, a 
question is raised on the adequacy of the cost functions. 'I'his method may 
be used for all or part of the cost function. It is especially useful for functions 
predicting stockouts which have seldom been recorded in the past, so that 

the initial cost functions must be based on guesses. 

3-7 Revision of cost estimates 

An implicit assumption of the decision analysis is that the under¬ 
lying cost structure remains constant over many time periods. Actually 
the cost structure of a factory will be subject to gradual drift, and occasional 
sudden changes. For this reason it is not feasible to make an estimate of 
the cost structure once and for all. The quadratic cost estimates will, from 
time to time, require revision in order to be reasonably accurate. A periodic 
review of the cost estimates, perhaps yearly, is advi.sable to determine 
whether or not the cost structure has changed sufliciently so that a new 
decision rule should be computed. Occasionally, large changes in the cost 
structure will occur suddenly; for example, when wages change under a new 

1’ In the steady state equilibrium W, = W, . i, Pi = A i, and /, h j for all /. 



ESTIMATING THE COSTS INVOLVED 91 

union contract. Such changes may be so large that the cost structure will 
need to be re-estimated, and a new decision rule computed. 

No formal criteria have been developed for determining how frequently 
the cost structure should be re-estimated. The faster the changes in cost 
structure, the cheaper the costs involved in making the estimate, the more 
frequently should the cost estimates be revised. Because the cost estimates 
themselves are not overly critical, minor changes in cost structure do not 
require an immediate revision of the cost estimates and the recomputation 
of the decision rules. 

In the special case in which all costs change by the same proportion there 
is no need to re-estimate the costs,' because the new decision rule would be 
identical to the original rule. While this extreme case is unlikely, it is 
comforting to know that under a uniform inflation optimal decision behavior 
is unaffected. 



chapter ^ 

Derivation 

and computation of 

the decision rules 

In this chapter we will show how to derive optimal decision rules 
for a quadratic cost function involving inventory, overtime, and employment 
costs, and how to compute the numerical coefficients of the rules for any set 
of cost parameters, using either a desk calculator or an electronic computer; 
we present the mathematical derivation of the decision rules in Sections 1 
through 3. We give a step-by-step computational procedure for obtaining 
the decision rules—requiring approximately a day’s work on a desk cal¬ 
culator—in Section 4. Section 5 contains instructions for obtaining the 
decision rules with an electronic computer in a few minutes. 

4-! The decision problem 

The costs to be minimized are represented by the following function 
of work force, aggregate production, P,; net inventory, /,; and ordered 
shipments, (where the subscript t designates the time period): 

Ct = 2 [(Cl - Ce)W, + C^iW, - -,.Gii)^ + C,iP, - 

+ CsP, + C,‘2P,W, + C^il, - Cs- CsSf + C13] [4-1] 

where, by definition, the excess of production over orders affects net 
inventory as: 

P, — jSf = /j — 
where t = 1, 2, ... , T. 

92 
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We have not found it necessary to place bounds on the variables, such as 
non-negativity restrains on production, because for the type of problem with 
which we have been dealing the unconstrained solution will automatically 
satisfy such constraints with but rare exceptions. Our general approach is 
to view certain actions, for example negative production and overcapacity 
operations, as being undesirable because they are expensive. In minimizing 
costs, these actions are automatically avoided, so there is little or no need to 

place bounds on the solutions. 
The problem we face is one of choosing a decision rule (strategy) for 

making production and labor force decisions in successive time periods that 
will minimize^ the expected value of total costs over a large number of 
periods. Since costs are influenced by the interaction between current 
actions and future orders, forecasts of the future are indispensable even 
though such forecasts are subject to errors. The passage of time makes new 
information available, and this allows improvements in the accuracy of the 
forecasts. The design of an optimal decision rule should take these con¬ 
siderations into account. 

In general, however, future orders are uncertain; that is to say, information 
about orders in each future period may be cast in the form of a probability 
distribution. Fortunately the optimal solution for this uncertainty case can 
be obtained directly from the solution of the certainty case.^ For this 
purpose we simply replace each period’s probability distribution of orders 
with its mathematical expectation (the estimate of the average of orders) and 
then proceed as though these expected values were certain. This procedure 
yields a decision that is optimal for the first period. When new information 
comes in at the end of the period, the forecasts should be revised and the 
process repeated. We are thus able to obtain a simple and tractable solution 
for the general uncertainty decision problem. It should be noted, however, 
that the use of the expected value as an estimator requires that the decision 
criterion function be a quadratic form. This is one reason for using quadratic 
criteria. 

Because of the certainty equivalence property we can now re-state our 
problem as the following simpler one: To minimize Cj-, subject to the 
relations Eqs. [4-2], with respect to the decision variables IF2, ...) and 
(Pi, P2, ...) for any given initial conditions (inventory and work force) and 
an arbitrary known or estimated pattern of future orders. 

1 The existence of such a solution requires that the cost function be a positive definite 
quadratic form. We believe that this condition normally will be met by the cost structures 
encountered in practice, since in general costs rise when any decision variable (or a com¬ 
bination of them) is.pushed to extreme values. It can be shown that an interior cost 
minimum exists if C2, C3, C4 and C7 are positive and 0 < C12 < 4C3C4. These conditions 
are sufficient, but they are stronger than necessary. 

2 See Chapter 6 for the proof of this statement. 
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4-2 Derivation of the conditions for minimum cost 

The first-order conditions for minimum cost where future orders 
are given may be obtained by equating to zero the partial derivatives of cost, 
Cj, with respect to each independent decision variable. In stating these 
first-order conditions the following notation for expressing the differences 
between the magnitude of a variable in successive time periods is convenient: 

- AW, = W,^2 - 2W,^, + PF, I 

= W,^^ - - W, ' 

A*W, = W,^^ - 4W,+3 + 6W,+2 - 4PF,+i + 

Differentiating C^, Eq. [4-1], with respect to W^r = 1, 2, , T - 1), 
and noting that 

8W,_JdW, = 

and 

dWJdW, = 

we obtain: 

dCrIdW, - Cl - Q + 2C2(Ain_i - Cn) - IC^iAW, - Cn) 

^ - 2C3C4(P, - C^W,) + C,2P, = 0 . [4-6] 

where r = 1, 2,, T - 1. Solving Eq. [4-6] for P, we obtain: 

p, = C10/C14 - CisA^w;.! + 

= Q0/C14 - Cisin+i + - C,,W,_, [4-7] 

where r = 1,2, ...,r — 1, where we have defined 

1 if t = r + I 

0 otherwise 

1 if t = r 

0 otherwise, 

[4-4] 

[4-5] 

Cio = Cl — C5 

C14, = 2C3C4. — Cl 2 

Ci5 ^ 2C2/C14 

C16 = 2C,CllC,^ 

C23 = C16 -f- 2Ci5. 

Thus we find that the production rate of each period is a linear function 
of the size of the work force in the same and adjacent periods. If we 



DERIVATION AND COMPUTATION OF THE DECISION RULES 95 

knew the work force decisions, we could readily determine the production 
decisions. 

Since the inventory holding and runout costs depend on the inventory level 
which, in turn, depends on the cumulative production of a//previous periods, 
if we take the partial derivatives of total cost, Cj, with respect to production 
rates as the second set of decision variables, we obtain a very complicated 
expression. This may be avoided by considering inventory as the second 
decision variable instead of production. The production rate for each period 
would then be uniquely determined through Eq. [4-2], Therefore we 
differentiate the cost function with respect to the inventory in each period 
and equate to zero to obtain the first-order conditions for minimum cost. 
Using the production-inventory relation Eq. [4-2] we note that: 

dPjdi, = (didi,) (s, + I, ^ = (dijdi,) - (3/,_i/3/,) 

f 1 if t = r 

— 1 if t = r + 1 

I 0 otherwise 

[4-8] 

Hence differentiating Cj, with respect to I^r = 1, 2, ... , T — 1) and setting 
the derivatives equal to zero we obtain 

dCr 
^ = 2C,(P, - C^K) - 2C3(P,+ i - + C5 - Cs + 
Oir 

-Ci2W;+i+2C,a-C8-C9S,) = 0 [4-9] 

where r = 1, 2, ... , T — 1. Solving for inventory we obtain 

Ir = (C,ICy)AP, - (C,J2C,)AW, + C, + C,S, [4-10] 

where r = 1, 2, ... , T — 1. 
We now use this equation to substitute for = 1, 2, ..., T — 1) in 

Eq, [4-2] and thus eliminate the inventory variable. By this substitution 
we obtain equations in the unknowns, production and employment, given by 
Eqs. [4-11] below. It will be noted that the first period (r = 1) must be 
treated differently from the others, for /q, the initial inventory, is not an 
unknown decision variable, but a known initial condition. 

Pi ~ = /i - /o = (CJC,)AP^ - (C,J2Cj)AW^ + Cg + - 4 

P, - S, = A/,_1 = - (Ci4/2C7)A^»;_i + CgAS^-i 
[4-11] 

where r=2, 3, ... ,T — 1. 
Now using the relation between production and size of work force that 
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has been derived in Eq. [4—7], we can eliminate production from the above 

equations, obtaining: 

^14 
= -C.^A^Wo + CisAW, + Cg + CgSi - lo 

^ W,_ 1 + Cig W, - S, [4-12] 
^14 

= + C^sA^fVr-i + C9AS,_i 

where r = 2, 3, , T — 1 and we define 

Ci7 = 

Ci8 ^ (C3C1JC7) - (CW2C7) 

Equations [4-12] are a set of simultaneous linear relations in the unknown 
employment levels for the various periods. Expanding the differences by 
using Eq. [4-3] and collecting the unknowns on the left, we can rewrite this 
system of equations as 

- C20^2 + 

= (1 + + (Ci5 + C,,)Wo + Cs - (C10/C14) - /o 

+ 0,2^2 - C2iW^ + 

= -C9S1 + (1 + C,)S^ - C,yJVo - (Cio/CiJ [4-13] 

+ C22W, - 

= —C^Sy-i + (1 + Cg)Sj. — (Cio/^14) 

where r = 3, 4, , T — 1 and 

Ci9 = C16 + Cjg + 2Ci5 + 3Ci7 

^20 — ^15 + 2Ci7 + Cig 

C21 = Ci5 + 4Ci7 + C18 

^22 = ^16 2Cig + 2Ci5 "h ^^17 

This system has two more unknown variables, T + 1, than equations, 
r — 1; this deficiency could be remedied by supplying terminal conditions 
and writing two more equations. Rather than do this, however, we let T 
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approach infinity so that the terminal conditions have a negligible influence 
on the employment (and production) of the first few periods. 

The structure of this infinite set of linear simultaneous equations is most 
easily seen when written in the matrix form: 

Ci9 “C20 ^17 -jv,- 
— C21 C22 ~^21 ^17 

^17 ~^21 ^22 ^17 Q 

Ci7 —C21 C22 ““^21 ^17 

0 ^17 “"^21 ^22 ““^21 ^17 

_ ..... 

(1 + C9)Si + (Ci5 + C,,)Wo + Cs “(^10/^14) 

-C9S1 + (1 + C^)S2 - C^jWo -(C10/C14) 

— C9S2 + (1 + Cg)S2 -(C10/C14) 

— CgS^ + (1 + Cg)S4, -(C10/C14) 

— CgS^^l + (1 + Cg)Sr -(C10/C14) 

[^14] 

This system of equations may be solved for the unknown fV's in which we are 
interested. 

We can now summarize the results of this section. For the quadratic cost 
function in the decision variables, and (r = 1, 2, ...) and “known” 
future orders, we can obtain from the first-order conditions for minimum 
costs a solution in which (1) the work force decisions are functions of future 
orders and initial conditions [i.e., the solution of Eq. [4-13]], and (2) the 
production level decisions are functions of the work force decisions using 
Eq. [4-7]. Because the original cost function is quadratic, linear functions 
are obtained when we differentiate to obtain the first order conditions for 
minimum cost. The relative ease with which such linear equation systems 
may be solved constitutes an important reason for using quadratic decision 
criteria. 

In the next section we show how to obtain for the first period a solution 
of the above conditions for minimum cost. 
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4-3 Solution of the recurrence relations 

A number of techniques are available for the solution of Eqs. 
[4-13]. We shall employ here the one that appears to be the most simple 
and direct.^ A solution for all the P’s and JV’s is not required since actions 
will be taken on only the first few steps of the plan. We are primarily 
interested in solving the set of equations for the immediate actions, P^ and 
JVi. Expressions for determining their values will then constitute the 
desired decision rules. 

From Eqs. [4-13] we may obtain a single equation by multiplying each 
equation by the expression where A is a variable number (which 
may take on complex values) and r indicates the equation. Thus the 
first equation is multiplied by unity (A®), the second is multiplied by A, the 
third by A^, and so on. Adding the resulting system of equations, we 
obtain: 

- C20JV2 + C.jJVs) + A(-C2xW, + C22JV2 - C21PF3 + 

+ i - C2iK-l + C22JV, - + C22Wr+2) 
r=3 

= (1 + Cs)S, + f + (1 + C9)SJ + Cg - /o 
r=2 

+ (Ci5 + C2j)Wo - XC22IV0 - (C10/C14) 2 [4-15] 
r=l 

By rearranging terms and noting that, 

2A^"' = 1/(1-A) 
r=l 

we have: 

(CivA-^ - C21A-1 + C22 - CaiA + A^-i 

+ [(Ci9 - C22) + C21A-1 - - [(C20 - C21) +C,yA-^]JV2 

= 2 ^"‘[1 + Cg(l - A)]S, + [Ci5 + Ci,(l - A)]JVo 
r=l 

- /o + Cg - [C20/CUI - A)] [4-16] 

This equation holds for all values of A for which its components converge. 

3 Another possibility is to solve Eq. [9-13] recursively once Wi and W2 are known. 
Although the procedure requires only a small number of arithmetical operations, it is com¬ 
putationally unstable (i.e., roundoff errors eventually grow without bound). Techniques 
to impose computational stability increase the number of operations, and require some 
degree of mathematical sophistication. 



DERIVATION AND COMPUI ATION OF THE DECISION RULES 99 

If Wi, fV2-> all bounded, it is sufficient for convergence that A lie 
inside the unit circle of the complex plane, excluding the origin. That is, 

0 < |A| < 1. [4-17] 

In particular, we can choose values of A satisfying Eq. [4-17] such that 
the first term of Eq. [4 16] vanishes. Since the series i A''”’ fV^ con¬ 
verges, the first term will vanish if the polynomial coefficient is equal to 

zero, i.e. if 

" - C'riA"* + C22 - C21A + C^A^ = 0. [4-18] 

If A, satisfies Eq. [4 18 ], as the result of symmetry, l/Aj does also. Hence, 
if we can (ind any solution, not zero or unity, we can find a solution that 
.satisfies liq. [4 17]. Using this fact, we will show later that there are two 
and only two values of A (say. A, and A,) which satisfy the restrictions as well 
as the auxiliary equation (Eq. [4 18]). 

Inasmuch as A, and A> arc roots of the auxiliary equation, we have 

C’j(, — (’22 + 6’iiAi * — C'l-jAi ^ ™ C’li) ~ C21A1 4- Ci2^f [4“19] 

■where / = 1,2. 
Substituting each of these roots into Eq. [4 16], and using the relation 

of Eq. ]4 19], we obtain the following two equations in the two unknowns 

and' W2: 

(C,<. - C,.Ai + C\2Af)W, - [(C20 - €21) + 

- [1 + Usd - 

h [C,., -t- (’n( 1 - A,)] W^-k + C\ - ^ [4-20] 

where I = 1,2. 
Using any of the numerous methods available lor solving such small 

systems of linear equations, we can then obtain the decision rules for Wi 

and W2, One method is illustrated in Section 4. 
Having obtained and from Hq. [’4 20] we can use Eq. [4-7] to 

determine the optimal rate of production, Pi. Planned levels of the labor 
force and rales of production for periods further into the future (i.e., 

.and P,. ...) can probably be calculated most efliciently by successive 
applicatioti of*thc above decision rules for fF, and P, together with the 

inventory-production relationships of Kq. [4 2 |. 

# The rmts of the auxiliary equation. 

We will show next how to find the roots to the auxiliary Eq. [4-18] that 
also satisfy the conditions of Eq. [4-17]. Because of the symmetry of the 



100 PLANNING AGGREGATE PRODUCTION AND WORK FORCE 

coefficients of this equation, the problem of finding the roots may be broken 
down into that of determining the roots of two quadratic equations. We 
first make a change in variables; let: 

s = A - 2 + IM = (1 - A)VA. [4-21] 

Then Eq. [4-18] may be reduced to 

- (Cl5 + =: 0 [4-22] 

since from Ec|. [4 13], C22 ~ "f* 2(Cj5 4" C'j^g) 4" 6(217 mid C ^ 
(C15 4- Cjg) 4- 4Ci7. 

The roots of Eq. [4-22] are 

5,. = (l/2Ci,) [(Ci5 + Cis) + V(Ci5 + C,h)^ - 4C,,C„] [4-23] 

for 7 = 1 and 2, respectively. 

Secondly, we have the quadratic equations for X from Eq. [4-21]: 

- (2 + .?^)A + 1 = 0 ( 4 24] 

where 7 = 1, 2 and the roots of which are 

^ _ ^[(2 + Sj) - s/Sj(4 + .Vy)] [4"25a] 

li[(2 + sj) + Vs/4 + .vy)] [4-25b] 

for z = 7 = 1, 2, and i = 2 + 7 = 3, 4, respectively. If the roots Sj are 

complex, we can write the radical V.s’y(4 + .Vy) directly in a form that involves 
real coefficients. Let x and y be the real and imaginary parts, respectively, 

of Sy(4 + Sy) and let r = + y^- It is well-known*^ that 

Vsy(4 + Sy) = (I/V2) [Vf + X ± fVf - x]. [4-26] 

We will now list two important properties of the roots of the auxiliary 
Eq. [4-18]. First, the four roots are either all real or all complex.® Second, 
exactly two of these roots (Aj and Aj) have moduli less than one, while the 
moduli of the other two (A3 and A4) exceed one since the parameters, 
Ci7 and (Cis + Cig) all have the same sign, which in turn follows from the 
conditions listed in footnote 1 of this chapter. Furthermore, the roots are 

ladles oj Integrals and Other Mathematical ror example see H. B. Dwight, 
(Macmillan, 1955), p. 13. 

5 This follows immediately from Eqs. [4-23] and [+-25], If cither .7 is real (and hence 
positive), so will be the other; therefore the radicals +*^7(4 + .v,) will both be real There 
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distinct except for the “hairline” case (C15 + which can 
always be avoided simply by carrying estimates of these cost coefficients to 
more significant figures. 

Consequently we know that there are always two (and only two) roots 
which satisfy the auxiliary equation as well as the condition 0 < |2|<1. 
Furthermore, these “relevant” roots will always be Xi and A2, given by 
Eq. [4-25a]. 

• The reduced system of equations. 

Having the two allowable roots of the auxiliary equation, we are in a 
position to solve Eq. [4-20] for the optimal level of the labor force, 
given a forecast of orders and the initial conditions of the system. The 
procedure outlined above is quite straightforward if the roots of the auxiliary 
equation are real, since a unique solution exists.^ If, on the other hand, 
the roots are complex, the previous results can still be cast into a simple 
computational form. Under these conditions, the second equation of [4-20] 
is the complex conjugate of the first. Since an equality implies that the real 
and imaginary parts of the equation must each hold independently of the 
other, either one of the equations would yield the same system of two linear 
equations having only real coefficients. 

This derivation may be generalized for any number of decision variables. 
The generalized derivation is found in Chapter 18. 

4-4 Computational procedure for obtaining the decision rules 

We shall now illustrate how the method outlined above may be 
applied to actual computations. We will take as the first illustration the 

<5 It can be readily verified from Eqs. [4-25] that X\ = I/A3 and X2 = 1/^4- To show this, 
we need only show that no roots have a modulus equal to unity. First, if the roots sj are real, 

we know that Vsj(4 + sf) > sj > 0. It immediately follows that 2; < 1 (f = 1,2) and 
2j > 1 (z = 3, 4). Second, if the roots Sj are complex (conjugates), assume that the modulus 
of some Xi (and hence all) is equal to unity. Write the roots 2/ in trigonometric form as 
cos ^ ± zsin^; then sj — 2,* + l/2t — 2 = 2(cos ^ — 1), a real, non-positive quantity. 
But this is a contradiction. Since Cie, Cn and (C15 + Cis) all possess the same sign, the Sj 
have positive real parts. Therefore, none of the roots has a modulus equal to unity. Be¬ 
cause the Sj are non-zero, the roots 2i and 22 are distinct unless si = ^2, which situation is 
possible only for the “hairline” case (C15 + Cis)^ = 4Ci6Ci7. 

7 The necessary and sufficient condition for a unique solution is that the determinant of 
coefficients does not vanish. The value of this determinant is 

Ci7(;ii - A2)(2i22)2/[Ci7(2i 4- 22 - 1) - (Ci9 - C22 + C2i)2i22] 

Since the roots have a modulus less than one, we know 

(1 - 2i)(l - 22) > 0 
It follows that 

2i + 22 — 1 < 2^22 < (1 + C7/C3)2i 22 = (C19 — C22 + C21/C17) 2^ 22 

The determinant then vanishes if and only if 2i = 22, namely, if (C15 + Cig)^ = 4Ci6Ci7. 
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specific cost function discussed in Chapter 2; in this application the roots of 
the auxiliary equation, Eq. [4-18], turn out to be real numbers. Another 
cost structure, the roots of whose resulting auxiliary equation are complex, 
will then be briefly examined as a second example. 

• Example 1. Real roots. 

The cost data employed in Eq. [2-9] were the following: 

Step 1: List of the cost data® 

Ci = 340.0 Cs = 51.2 = 0.0 
c, = 64.3 Cg = 281.0 C„ = 0.0 
C3 = 0.20 C7 = 0.0825 C| 2 ~ 0.0 
C4 = 5.67 Cs = 320.0 

Next, we evaluate the derived coefficients (which were introduced in Section 
4-2 to simplify the notation): 

Step 2: Calculation of the derived coefficients 

C|o = Cl “ Cg = 59.(KKKX)0 
Ci4 = 2C3C4 C12 = 2.268000 
Ci5 = 2C2IC14, = 56.701940 
C16 = 2C3C1/C14 = 5.67(KKK) 
Ci7 = C3C15/C7 = 137.459248 
C18 = (2C3C1, ^ Cu)l2Cj - 0.0 

Ci9 == C16 + C18 + 2Ci5 3C'i7 = 531.451624 
C20 = Ci5 + 3Ci7 + C18 = 469.079684 
C2I = Ci5 + 4Ci7 + C18 == 606.538932 
C22 = C16 + 2Ci8 + 2Ci5 •+* 6C|7 = 943.829368 
C23 = C16 + 2Ci5 = 119.073880 

It is desirable to carry these and succeeding calculations to a large number of 
decimal places, in spite of inaccuracies in the original cost data] to minimi/e 
rounding errors. Upon completing the calculations of the decision rules, 
the extra decimal places that cannot be justified in terms of the accuracy of 
the original cost estimates may be dropped. 

Step 3: Calculation of the roots 5. Next find the roots of the auxiliary 
equation. When the equation is symmetric, as it is here, we have from 
Eq. [4-23]: 

* ® = (I/2C17) [(Ci5 4- Cig) i V(Ci5 + C'lg)^ - 4Cit,Cn J 

from which we obtain 

= 0.242173 0.170327 

8 Note that these values of the parameter satisfy the conditions listed in I'otUfiou- 1 of 
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Step 4: Calculation of the roots 2. We can substitute these two values 
of s into Eq. [4-25a] yielding 

^ + s) — Vs(4 + s)] 

= 0.614298 

A2 = 0.663762. 

Step 5: Check substitutions into the auxiliary equations. That these 
roots satisfy the auxiliary equation, Eq. [4-18], may be verified by direct 
substitution. We have 

Cl7 — Cji^i + €22^1 — C21I1 + Ci7li = 0 

(137.459248) - (606.538932)(0.614298) + (943.829368)(0.377362) 

- (606.538932)(0.231813) + (137.459248)(0.142402) = - 0.000205 

Ci7 — C21I2 C22^2 ~ C21A2 + C17A2 = 0 

(137.459248) - (606.538932)(0.663762) + (943.829368)(0.440580) 

- (606.538932)(0.292440) + (137.459248)(0.194111) = 0.000205 

Since 0.000205 is close to zero (and within the range of rounding errors) we 
can safely proceed to the next step. 

Step 6: The reduced system of equations. We will next substitute the 

numerical values of X determined in Step 4 into Eqs. [4-20], which are: 

(Ci9 - C2,Xt + + Ci7(l - Xr^)W2 

= [1 + C,(l - 2,)] 

+ [Cl5 + Ci7(l — Xi)]Wo — Iq + Cg — ~| 
Ci4tl — /j)J 

where i = 1,2. Performing the indicated arithmetic, we obtain the following 

equations in the two unknowns and W2; the variables on the right-hand 

side of the equations, S/r = 1, 2, 3, ...), Wq, and Iq, are known. 

210.727868 IFi - 86.3070881^2 

= 2 -f- 109.720247 ITo - 4 + 252.553865 
r= 1 

189.4159251^1 - 69.6319071T2 
00 

= 2 + 102.920963 ITo - 4 + 242.631859 
1 
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Step 7: The solution of the equations for Several inetiiods are 

available for solving this relatively simple system of equations. One conven¬ 

ient method is to eliminate the variable Ihc system as follows. lurst 

multiply the first equation of Step 6 by the factor —(69.631^)07/86.3070<S8) - 

-0.806792; then add the second equation to this new one. PcrfcnTuing 

these operations and dividing by the resulting coctlicient of we 

obtain: 

^1=1 [-0.041582A'-' + 0.051540/ir‘lS'r 
r=l ■ . 

+ 0.742153 ~ 0,(K)9958/o + 2.003536 

This is the employment decision rule, given by Eq. [2-10]. 

Step 8: The solution of the equations ior If j. 'I'lic value of U',. fr<im 
Step 7, can now be substituted into the first equation of Step 6 to obtain 11',. 

= -0.011587 - 1.271329iro 

+ 0.011587/o - 2.926342 + 2.4417041F, 

00 

= 2 [-0.113118Ar‘ + 0.125845;.^ ‘ |.s; 
1 

+ 0.540789 IFo - 0.0127274 + 1.965700 

Step 9. Check substitutions into the i-quations. Again, it is advisable 
to check the work. Substituting the expression.s for IT, and IF, into the 
left-hand side of the first equation of Step 6, we obtain the following ex¬ 
pression which may then be compared for equality with the right-hand side 
of the equation. 

210.727868 2 (-0.0415821^ 

-86.307088 2 (-0.1131182^ 
Lr=l 

+ 0.05I5402r‘)S, -f 0.742153 

- 0.0099584 + 2.003536 

■f 0.125845A"2-‘)S,. + 0.5407891F„ 

- 0.0127274 I 1.9657(K) 

Simplifying, we obtain 

00 

2 [1.00039925“^ - 0.0004014“‘jS,. + 109.718395 IFo 

- 0.9999984 + 252.547027 
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Proceeding similarly for the second equation of Step 6, we obtain: 

I [0.000329Ar‘ + 0.9996702r']S, + 102.919428 fPo 
jrss 1 

- O.999999/0 + 242.626185 

Since the coefficients above agree with those of Step 6 (within the range of 

expected rounding errors), we can proceed to the next step. 

Step 10: Solution for P^. Equation [4.7] relates the optimal rate of 

production. Pi, to planned levels of the work force. Making the substi¬ 

tutions of the two work force rules, from Steps 2, 7, and 8, we can express 

the optimal production plan directly, in terms of the initial conditions and 

the forecasts of incoming orders, as 

P1 — C’h(/6’i4 (’151^2 + ^221^1 — Cis'f^o 

- 26.014109 - 56.7019401^2 + 119.073880IP, - 56.701940 PPq 

= V [ 1.4626802'',~ 0.9985882^'jS, + 1.005312 IPo 
r • 1 

- 0.464092/,, H 153.123911 

which is the decision rule, Eq. [2 11], 

I'able 4 1. Worksheet for ( alcuhition of \Vcij»hfs Step U (Real Roots). 

f 
< 'ul. ' t\.i, ! < ‘tii, 4 Wciiihts far 

Wtiik Ihhcc Rule 
(’<4. *; Wcinht.s for 

Rttidtictitin Rule 

r V, ‘ 
1 

if t 
1 

0.()41SH2A'^ ^ 

f0 0MS4()A^ * 

I 1,4r»A6()HA^j ^ 

: 0,998588^5, ^ 

1 1 ,()()()(KH) 1,(KK)000 0.009958 0.464092 
2 ().6I4?7^K 0.663762 0,008666 0.235696 
3 0,377361 0.440580 0,007016 0.112002 
4 ' 0.2MH12 . 0.292440 0.005433 0.047041 
5 0.142402 0,104111 0.004083 0,014452 
6 0.0874/7 ; 0.128844 i 0.003004 I ().()0()711 
7 1 0.053737 * O.OH5522 0,002174 0.006801 
8 0.03 U)10 0.0S6766 0,001553 : 0.008401 
9 : 1 0.020278 0,0176/9 ().001099 ; 0.007964 

10 ! ̂ 0.0124^7 : 0,025010 0.000772 1 0.006754 
11 i 0,00/6S2 0,016601 0,000538 0,005386 
12 0,004/01 0.011019 0,000373 

1 

0.004127 

2.592675 2.974084 

• 1 

i 
0.045476 OJ'22369 
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Step 11: Calculation of forecast weights. The only remaining step is 
to calculate the weights to be applied to forecasts of future orders for the 
work force rule (from Step 7) and for the production rule (from Step 10). 
Since these weights are linear combinations of successive powers of the roots 
A;, they may be computed on a relatively simple worksheet ( Table 4 1). 

In the first column of Table 4-1 we have the index representing the number 
of time periods ahead. In Columns 2 and 3, the successive powers of the 
roots dj and respectively, are computed. The weight of the forecast of 
orders in the r* period for the labor force rule is given in Column 4 as 

-0.041582 + 0.05154012~^ a weighted sum of the respective entries 
in the previous two columns (see Step 7). Similarly, the weights for the 

production rule in Column 5 are 1.462608 ir* - 0.998580 AC ‘ (see Steo 
10).« ‘ 

• Example 2: Complex roots. 

The computation of the decision rules from the cost function is somewhat 
more complicated if the roots of the auxiliary equation turn out at Step X to 
be complex numbers. To illustrate this case, we will change two of the 
parameters in the previous example as follows: let - 72..3.175 and 
C3 = 0.2375 and carry through the modified computations. 

Step 2: Calculation of the derived coi;F!Tcn.:NT.s. 'I’he derived para¬ 
meters are almost all changed; they now become: 

Cio = 59.000000 
Ci4= 2.693250 
Ci5 = 53.717627 
C16 = 5.670000 

Cij = 154.641648 
Cl 8 = 0.0 
Ci9 = 577.030198 
C20 = 517.642571 

C’21 -- 672.284219 
C’22 1040.955142 
C\s - 113.105254 

Step 3: Calculation of the roots j. We determine the roots to the 
auxiliary equation, by substituting'® in Eq. [4-23]: 

Si = 0.173684 + 0.080618/ 
_ ^2 = 0.173684 - 0.080618/ 

where / = 

given in Ser 2 thS rr"f ^ 
fo shorten to 2 month. 

Addition. (a + bi) + (c + di) = (a + c) + (h (■ dU 

Multiplication: (n + bi) x (c + di) = («c - bd) + (be I 

m + ci) = ib-ci)m + c2) 

ad)i 
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Upon obtaining the conjugate roots, s, the root with the positive imaginary 

part is designated and the root with the negative imaginary part 82- In 

the succeeding calculation, the X root which corresponds to 5^ is designated 

Xi, and similarly for 52 and X2* Attention to this notation is necessary to 
avoid errors of sign. 

Step 4A: Calculation of Equation [4—26] is a standard 

formula for expressing the square root of a complex number directly in 

terms of its real and imaginary parts. Since we need the square root of 
s(4 + s) we proceed as follows : 

5(4 + s) = (0.173684 ± 0.080618/)(4.173684 ± 0.080618/) 

= 0.718403 ± 0.350476/ 

= X ± yi 

r = = V(0.718403)^ + (0.350476)^ = 0.799335 

Vs(4 + s) = l/\/2 [V/" + X ± — X ] 

= 0.707107 (1.231966 ± 0.284486/) 

= 0.871132 ± 0.201162/ 

Step 4B; Calculation of the roots A. Now we can substitute these 
values into Eq. [4-25a] to obtain (where j = 1,2): 

Aj = i[(2 + sj) - 

= i[(2.173684 + 0.080618/) - (0.871132 + 0.201162/)] 

= 0.651276 + (-0.060272)/ s a + bi 

A2 = 0.651276 - (-0.060272)/ = a - bi 

These roots have the radius 

P = + b^ = 7(0.651276)^ + (0.060272)^ = 0.654059 

and argument 

4> = tan”i (bja) = tan-^ (-0.060272/0.651276) = -5.2872° = -5° 17.23' 

so that 

Ai = p (cos</i + / sin<^) = 0.65406 (cos 5.29° - / sin 5.29°) 

A2 = p (cos<t> - / sin^) = 0.65406 (cos 5.29° + / sin 5.29°). 

The calculation of the check substitutions, Step 5, is omitted. 
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Step 6A: The reduced system of equations. Substituting the values of 
X given by Step 4 into a modified version of Eq. [4-20] we obtain the system 

(Ci9 - CjiA; + C^^X\)W^ + Ci,(l - Xr^)fV2 

= [1 + Cg(l - A;)] 12 p''~‘[cos (r - 1)^ + i sin (r - 

+ [Ci5 + Ci,(l - X:)]lVo - /o + {C, - [C:o/Ci4(l - A,)]} 

(204.218764 ± 28.3794637)lEj + (-80.786807 + 21.7876167)1^2 
00 

= 2 (r — l)(j) + 7 sin (r — 1)^]^^ 

+ (107.644881 + 9.3205617) ITo - /q + (259.002687 ± 10.5425167) 

Step 6B: The equations involving only real coefficients. Since the 
real and imaginary parts of the above equations must each be equal, we can 
equate these two parts separately in order to obtain the following system 
which involves only real coefficients: 

204.2187641^1 - 80.7868071^2 = f [p'~^ cos(r - 1)<^]S, 
r= 1 

+ 107.6448811^0 - + 259.002687 

28.3794631^1 - 21.7876161^2 = f [p'"' sin(/- - 1)^]S, 
r= 1 

+ 9.320561 lEo + 10.542516 

Step 7: Solution of the equations for IV^. Eliminating lEj from the 
equations above, we obtain the work force rule: 

00 

= 2^/" "^[0-010102 cos (r 1)<^ - 0.037457 sin (r - 

+ 0.738304)^0 - O.OIOIO2/0 + 2.221549 

The next three steps, 8, 9, and 10, are basically the same as those of the 
preceding case. Leaving the detail of these steps to the reader, we report 
the production rule that is obtained: 

CO 

= 2jP''“^[0.435773 cos (r - 1)4> + 0.849670 sin (r - l)(j)]S, 

+ I.IIOO97IT0 - O.435773/0 + 143.729914. 

Step 11: Calculation of forecast weights. The worksheet for calcu¬ 
lating these weights now requires more columns than previously (Table 4—2). 
The weights for the work force rule and the production rule are given^ 
respectively, in Columns 5 and 6 which are computed from the first three 
columns. 
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This completes the computation procedure for obtaining the two decision 
rules. 

Table 4-2. Worksheet for Calculations of Weights Step 11 (Complex Roots). 

Col. 1 Col. 2 Col. 3 Col. 4 Col. 5 Weights for 
Work Force Rule 

Col. 6 Weights for 
Production Rule 

cos (r — 
[0.010102 cos (r - l)4> [0.435773 cosfr ~ 1)4, 

r sin (r — l)4> pr-l 0.037457 sin (r - 1)<^] 

X pT— 1 
+ 0.849670 sin (r - 1)<^] 

X pr —1 

1 1.00000 0.00000 1.000000 0.010102 0.435773 
2 0.99574 -0.09214 0.654059 0.008837 0.232602 
3 0.98307 -0.18353 0.427793 0.007189 0.116554 
4 0.96192 -0.27332 0.279802 0.005583 0.052308 
5 0.93263 -0.36078 0.183007 0.004197 0.018277 
6 0.89800 -0.44001 0.119697 0.003059 0.002090 
7 0.85060 -0.52582 0.078289 0.002215 -0.005958 
8 0.79854 -0.60192 0.051206 0.001568 -0.008370 
9 0.73967 -0.67297 0.033492 0.001095 -0.008355 

10 0.67450 -0.73828 0.021906 0.000755 -0.007303 
11 0.60361 -0.79729 0.014328 0.000515 -0.005938 
12 0.52753 -0.84948 0.009371 0.000348 -0.004609 

Total ~ ■— 2.867573 0.046154 0.804475 

4-5 Instructions for obtaining decision rules with an electronic 
computer 

The computation of the decision rules for aggregate production 

and employment requires a day to a day-and-a-half on a desk calculator. 

The procedure described in this section reduces this computation to approxi¬ 

mately five minutes on an electronic digital computer. 

Since the deck of program cards is readily available, and since the machine 

required is widely accessible, the computation of production and employ¬ 

ment rules from a set of cost coefficients is converted into a purely routine 

problem, which can be solved by the expenditure of a few dollars and does 
not require any special technical talent. 

While the procedure for desk computation is straightforward, it does 

require a certain familiarity with elementary mathematics. However, once 

an electronic computer program has been written for a particular job such 

as these decision rules, and has been thoroughly tested, then it may be used 
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in a purely routine manner. The machine reduces the problem to one of 
inserting the cost coefficients, manipulating the machine controls, and 
reading the answers. It should be emphasized that this economy of thought 
and computation effort comes only after some one has gone to a great deal 
of work preparing and testing the detailed instructions that constitute the 
machine program. 

Great economies are available to business ffims by the substitution of 
mathematical analysis for judgment, and further economies are available 
through the use of electronic computers for doing the arithmetic. A concrete 
example of the use of an electronic computer has significance and interest 
far beyond the particular machine or the particular computation involved in 
the example. For this reason a complete set of instructions is included here 
for computing the production and employment rules on an electronic 
computer. 

A program for making this computation also has been written for Univac I, 
the IBM 650, IBM 702, and other machines. The remainder of this section 
presents a step-by-step procedure for computing the decision rules on the 
IBM 650 electronic computer.^ For other machines the details will be 
different, but ffie general pattern of preparing the cost data for machine 
input, controlling the machine, and reading the machine printout will be 
the same. 

9 Preparation of cost cards. 

Prior to calculating, it is necessary to punch the eleven cost constants^' 
onto cards for input to the machine. To do this it is necessary to conver 
these constants into so-called floating-point numbers which, to avoid scalinj 
problems, are developed in this way: given a number, start from the left anc 
find the first non-zero digit. Place the decimal point to the right of this digii 
and multiply the resulting number by the power of ten necessary to bring the 
number back to its original value. Thus 340 becomes 3 40 x 10^- 214 12': 

becomes 2.14129 X10^ and 0.001574 becomes 1.574 X10"^ 
Now expand the left-hand member of such an expression with zeroes 

until It contains 8 digits in all. In the 9th and 10th digital places insert the 

exponent of the tens. Thus 3.40 xlO^ becomes 
2.14129x10" becomes 2.141290055 and 1.574x10“" becomes 

This is the floating-point number, the 10-digit number that the system is 
designed to use. The decimal point is not actually represented, but is 

11 The complete program and instructions for wiring the control panel are available on 

PubTcatior590“^^^^^^^ Programming 

f 
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understood to be between the lirst und second dij^its. Thus, when the 
numbers go into the machine tliey are of the form 3400000052, etc. 

After the cost constants htive been converted into floating-point form, 
they are punclied into cards, six to a card, in the following manner. 

Card 1: Columns 1- 6 filled with zeroes 
Columns 7-9 001 
Column 10 6 

Column 11 sign of C, 

Columns 12 21 C, in floating-point form 
Columns 22 sign of C^ 

Columns 23 32 Cj in floating-point form 

and so on until the last digit of C„ occupies column 76, 

Card 2: C'olumtis I 6 filled with zeroes 
(’ohimns 7 9 tK)7 
Column 10 p 

C’olumn 11 sigtt of (', 

Columns 12 21 C, in lloating-point form 

and so on until the last digit of C,_, occupies column 76. 

9 Procedure for operating the computer. 

iSii-.t’ 1: Load the itrogrant ami cost-ctirds deck into (he eaixl input, 

Sti;i> 2: Mil the output hopper with blank esuds, 

Si'i':i' 3: Insert the Wohmtis wiring board. 

Sfi'i* 4: Make the following console settitigs; 

Switches Settings 

S‘tora|?.e entry 

Programmed stop 
fhtlf cycle 

Address selection 
< 'ontrol 

Display 
Overflow 
lirror 

70 19.51 1333 + 
.Stop 
Run 
133K 
Rim 

Upper accumulator 
Stop 

Stop 

Still’ 5: Depress keys in the following ruder; 

1. Computer Reset (on the console). 
2. Program Start (on the console), 
3. Start (on the card rcarler). 
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When the last card leaves the hopper, the machine stops; now press the key 
labelled 

4. End of File, 

If the deck was correctly assembled, the execution of the program will 
then start automatically. 

• Computing. 

If the machine immediately stops and displays 9999 on the address lights, 
this means that the cost constants do not insure the existence of an interior 
cost minimum.If the cost constants pass this test the machine will proceed 
to calculate, pausing now and then to punch some results. The calculations 
should take 2 or 3 minutes, at the end of which time the machine will stop 
and display 9999 on the address lights. 

• Output. 

The program is written so that the results are punched automatically into 
cards. These cards may then be fed into a tabulator which prints the 
information in readable form. This is how the results will look as they 
come off the tabulator (for specific examples, see Tables 4—3 and 4—4): 

Line 1: marked 474 (note that the line number appears at the far right of 
the sheet), contains a series of ten ones (Ts). This indicates that your cost 
constants insure an interior cost minimum. (If your cost constants failed to 
meet this initial test, the machine will have stopped without punching any 
cards.) Next the cost constants are listed. 

Line 2: marked 1, contains the values of through C5, in that order. 
(All numbers are in floating-point form. An absence of numbers in a 
space indicates zero value. An ampersand or asterisk following a number 
indicates a negative number.) 

Line 3: marked 6, contains the values of Cg through Cjo, in that order. 
Line 4, marked 11, contains the value of through C125 in that order. 
Line 5. may be marked (if marked at all) 698 and contain a series of 

ten two s (2 s). This indicates that complex roots have been developed. 
If the two s do not appear, the calculations have all been performed on real 
numbers. In any event, the remainder of the sheet contains the coefficients 
for the decision rules, organized as are Eqs. [2-10] and [2-11]. 

The lines marked 160 to 195, in increments of five, contain 40 weights to 
be applied to sales forecasts for the production rules. The first weight in 
line 160 is applied to the forecast for period (t); the second in line 160 is 

forecast for period t -f- 1 and so on. So many weights are 

13 See footnote 1 in this Chapter. 
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474 1 1111111111 

1 5 3400000052 

6 5 2810000052 

11 3 0000000050 

160 5 4640947049 

165 5 6986100046 

Table 4-3. Prmtout for Example 1. 

0000000000 I 
6430000051 2000000049 5670000050 5120000051 2 

8250000048 3200000052 0000000050 5900000051 3 
0000000050 0000000050 4 

2357115249 1120199949 4705748048 1446642048 5 

6791501047 & 8395082047 & 7960196047* 6750531047* 6 

and so on 

329 1 1006504050 

331 1 1531283352 

330 1 4640948049 

319 1 7421548649 

323 1 2003542150 

321 1 9957960247 

360 5 9957960047 

365 5 3003096147 

OOOOOOOOOO 
0000000000 

0000000000 

OOOOOOOOOO 
0000000000 

OOOOOOOOOO 
8666532047 

2173264047 
7016012047 

1553056047 

13 

14 
15 

16 

17 

18 
5433124047 4083095047 19 

1098755347 7710201046 20 

and so on 

Table 4-4. Printout for Example 2. 

474 1 1111111111 0000000000 1 

1 5 3400000052 7233750051 2375000049 5670000050 5120000051 2 

6 5 2810000052 8250000048 3200000052 0000000050 5900000051 3 
11 3 0000000050 0000000050 0000000050 4 

698 1 2222222222 0000000000 5 

160 5 4357511049 2325752649 1165300149 5229227348 1826264748 6 

165 5 1417755947 5965942547 & 8377466147 & 8359899747* 7305386447* 7 

and so on 

329 1 1109330050 0000000000 

331 1 1437263652 0000000000 

330 1 4357533049 0000000000 

319 1 7383041749 0000000000 

323 1 2221546850 0000000000 

321 1 1010200748 0000000000 

360 5 1010198648 8836806547 7188842947 

365 5 3078855047 2214713047 15676.66547 

14 
15 

16 

17 

18 

19 
5583518447 4197486947 20 

1094528247 7550432346 21 

CAIM£fiJE-MELLON UNiVERSirf 

and so on 
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not always required, but the program calculates 40 in case there should be 
a need for that many. 

The line marked 329 contains the coefficient of for the production 
rule. 

The line marked 331 contains the constant term for the production rule. 
The line marked 330 contains the coefScient of /j_ j for the production rule. 
The line marked 319 contains the coefficient of for the work force 

rule. 

The line marked 323 contains the constant term for the work force rule. 
The line marked 321 contains the coefficient of for the work force rule. 
The lines marked 360 to 395, in increments of five, contain 40 weights to 

to sales forecasts for the work force rule, organized as are those 
for the production rule (the first weight in line 360 is applied to second to 
St+i, etc.). 



chapter ^ 

Applying the aggregate 

prodnetion and employment 

decision rules 

5-1 Overview of the chapter 

When operating in the neighborhood of minimum costs the 
costs do not rise sharply in response to changes in decisions. This charac¬ 
teristic of the cost structures is highly important to the successful applica¬ 
tion of the production and employment rules. We can be flexible in 
modifying the decisions indicated by the rules without fear of increasing 
costs drastically and can take into account factors initially excluded from 
the analysis. 

However, these adjustments should not be applied to costs already 
incorporated in the formal analysis. For example, if the manager tries 
to second-guess the decision rule by holding down overtime costs and 
hiring extra men, he will only make total costs higher rather than 
lower. Since overtime costs were included in the decision analysis in the 
first place, they provide no reason for deviating from the decisions obtained 
by the use of the rules. To intelligently execute and modify decisions 
that are obtained from the rules the manager will therefore want to know 
the costs that were included in the analysis, and those that were not. He 
will then be able to determine when the decisions of the rules need to be 
modified. 

In this chapter we describe and suggest answers to several problems that 
may arise in applying the decision rules for production and inventory 
planning. The problems include variations in the length of the decision 
period, capacity restrictions on equipment, and changes in the work force 
due to vacations. 

115 



116 PLANNING AGGREGATE PRODUCTION AND WORK FORCE 

5-2 Variations in the length of the decision period 

Holidays, the number of weekends that fall in a month, and the 
unequal number of days in a calendar month yield weeks of varying number 
of work days. But the mathematical model assumes that all decision 
periods are of exactly the same length, in point of number of work days. 
One way to handle this problem is to define a standard decision period, a 
standard month of 20 working days, say. When the calendar month 
contains a different number of working days than does the standard, the 
^ggTQg^tQ production scheduled for the calendar month can be scaled up or 
down proportionately. 

Since variation in the length of the decision period affects sales as well 
as production, sales that are forecasted to take place within a particular 
calendar month can also be scaled up or down in proportion to the number 
of working days in that month. A given sales level for a calendar month 
represents a higher sales-rate if it occurs in a month with a smaller-than- 
standard number of working (or producing) days, than if it occurs in a 
month with a large number of working days. 

5-3 Capacity and other restrictions 

In situations where operations are limited by definite physical 
constraints of warehouse capacity, the linear decision rule may work satis¬ 
factorily if a sliding cost term that becomes very large as the warehouse 
limit is approached is introduced. To avoid this cost the rule will lead to 
inventory decisions that keep levels within the limits of warehouse capacity. 
The introduction of such pseudo-costs may enable the decision analysis to 
work adequately in situations which, strictly speaking, the mathematical 
model fits poorly. 

We shall show later that it is possible to use the decision rules to plan 
production and employment as far into the future as the forecasts will permit. 
If there is a limit on, say, plant capacity, and the plans for future production 
indicate that this restriction will be violated, then production can be increased 
above the quantity called for by the rule in anticipation of the capacity 
restriction. Enough inventory can be built up to carry through the period 
in which the factory will be operating at its capacity limit, but below the 
level called for by the decision rule. The inventory that is built up in antici¬ 
pation of this bottleneck should be excluded from the inventory figure used 
to compute the decision rules, otherwise production will be reduced because 
of the apparent high inventory. Limits on inventory capacity might be 
handled in a similar fashion. That the analysis foresees such bottlenecks 
coming well in advance usually offers sufficient opportunity to make advance 
preparations. Should these approximate methods fail satisfactorily to 
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handle bottleneck problems, alternative mathematical models such as linear 
programming, designed to handle inequality constraints, should be investi¬ 
gated. 

In some cases there are several capacity limits on individual machines. 
Here it may be desirable, in the detailed scheduling of such machines, to use 
a linear programming model that takes as a constraint the production of the 
whole plant determined by the production rule. 

5-4 Avoiding fractional values of variables 

Frequently the controlled variables are not continuous, but can 
take only integral values. For example, men come in whole units, pro¬ 
duction may operate at fixed rates, so that only the number of machines 
operating can be changed. 

Since the, analysis leading to the decision rules implicitly assumes the 
variables to be continuous, trouble arises when fractional solutions are 
inadmissible. Since, as we have seen, the exact decision is not critical in 
the neighborhood of the optimum, rounding the solution to the nearest whole 
number is almost always acceptable. 

Alternatively, if the rule called for a work force of, say, 16.5 men, the 
manager can work 16 men through the first half of the decision period and 
an extra man for the second. Varying the rates within the decision period 
can also be used to obtain discrete values of production. But if the costs of 
hiring and layoff" are based on, say, monthly changes in the size of work 
force, more frequent changes might incur different costs. 

5“5 Unplanned variation in production and employment 

We have assumed in the analysis that production and employment 
were to be the controlled variables and that random variation in productivity, 
machine breakdown, etc., will be absorbed by ffuctuations in overtime. In 
some situations it might be easier to decide at the beginning of the planning 
period how much overtime is to be worked. Then random variations would 
be absorbed by fluctuations in production during the period rather than in the 
amount of overtime worked. This random variation in production would 
affect the inventory level in the same way as do random variations in sales, 
and poses no special problems. 

In point of fact, what we have called the controlled variables can seldom 
be controlled exactly by the decision maker. That a production organization 
has been instructed to produce at a certain level does not guarantee that the 
organization can or will reach the goal that has been set for it. Systematic 
differences between the two are common, and it is not uncommon that 
instructions are set at higher (or lower) levels than are actually expected and 
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^ decision maker should act so that the 
cahed fr, K 'll* °/ P^°^'^*=tion and employment will be equal to the levels 
caned tor by the decision rules. 

5-6 
the forecast horizon 

deci^ir.^. I functions of the type treated in this book, optimal 
hnwp ’^^oretically involve forecasts into the infinite future. Fortunately, 

raiM-dr'^’ applied to future sales in the decision rule become 
for a if periods become more remote. Consequently, 
fntnri» sales forecast beyond some horizon in the 
tw I' "egh^ble importance in making the decision; forecasts beyond 

tbS tb Tu^ neglected. This forecast horizon might well be set so 
inchidpl^^Tl * ^ carry 95 per cent of the weight in the decision rules are 
included The more distant future would not be forecast at all, but each of 

e weighs within the forecast horizon would be increased by 5 per cent 
thus to offset the excluded terms. 

5-7 Planning fhture decisions 

r.r«ri f actions need to be taken well in advance of the final 

for tb ” associated, we need not only decisions 
into production and employment well 
Thlv*^ ^ decisions may, of course, later be revised. 
forelaTtt^ obtained simply by repetitive use of the decision rules, and the 
miW ^ I example, the decisions can be calculated for the first period 

the dLi?^ 1 Substituting these estimates into 
the decision rule and applying the weights to the forecasts one period later, 
the demsions are obtained for the second period. By repeating this pro^ 

thf fo^ralfr? decisions can be obtained as far into the future as 

bevold tb f ' I* ^l^ould be extended 
beyond the forecast honzon needed for the first period decisions These 

pC ™paci“, “ of 

5-8 
^ “<* ‘"■ploymen. for r„pfoy«. 

^^rit the work force indicated by the decision rule to 
fluctuate up and down with vacations because this would imply fictitious 
^rmg and finng costs. Since part of the work force is absent from tL 
factory during vacations, a slightly larger work force will be required than 
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called for by the rule. 1‘hc planning system should automatically make the 
necessary increase in the si/c <.iF the work force and in the production plan 
to compensate for vacatitms. Hie following procedure is proposed for 
planning vacations. 

When part cd'the work force is on vacation proiiuction will decline. This 
lost production will lower iavetUory exactly as an equal increase in sales 
does. I'his suggests the possibility of planning for vacations by substituting 
for the lost priuJialiim a fictitituis increment in predicted sales. Since 
vacation plans are usually made well in advance, these fictitious sales can be 
forecasted alnuxst perfectly. Tlie ilecision rules yield optimal adjustments of 
production and employment, and tlie decisions given by the rules work out 
exactly as planned, 

dTis procedure is illustrated in Mg. 5 I. 1'he number of men on 
vacation each month is sliown in A. Lhc decrease in production^ is 
shown in B. Lor the sake of simplicity in the example, a simple rising 
trend of sales is forecasted, in <’. Assuming that this forecast is accurate, 
the figures bchnv G represent the events that will actually occur. If 
forecasts have been inexact these plans are nuHlified as the forecasts are 
revised, 

Ireating the pixuluction lost by \aeationN, B, as fictitious sales and adding 
these to the sales finccasts of i\ we t»htain tlie modified sales forecast, D. 
Applying the ilecisicm rules to this forecast (see Section 5 7) we obtain the 
production pattern V, Subtracting the production lost by vacations from 
li, wc obtain the plan h’ that would actually govern production. The 
increase of production tii buikl up iuvenUuy in anticipation of the vacations 
shows up clearly. During the three vacation periods, production is lower 
than sales volume, lienee inventory falls, hollowing the vacation periods, 
production remains higli until the <icsired inventory position is regained, 
and then returns to the level balancing sales. 

Since the fictitious sales associated with vacations arc added directly to 
the actual fbrecastc<l sales, scheduling vacations for a period in which sales 
arc high increases the costs of fluctuating sales. If the fictitious sales 
associated with vacations could be added to actual sales in a period of 
seasonal low, fluctuations in sales and the corresponding costs of production 
fluctuations wtmld he diminished. This procedure can also be used under 
plans calling for vvholcqilurU vacation period shutdowns. The above 
procedure may also be used to decide which of several vacation patterns will 
be the most economical. Lor each vacation pattern alternative production 
plans can be determined by applying the decision rules, and the cost of each 
plan assessed. 

^ If the work ftirce is Mchcilulctl to wt»rk overtime during the vacation period under the 
productitm plan L, the lost produetion should include production resulting from the lost 
overtime as well as the lost regular time. 
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(A) Number of men on vacation 

1—I-T ft 1 I I—I i—I 

(B) Production lost by vacations 

(C) Forecasted sales 

(D) Forecasted sales plus 
pseudo sales 

(F) Production 

Fig. 5-1. Planning for vacations. 
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5-9 Labor relations considerations 

Care must be taken that the use of formal decision rules does not 
give either management or workers a feeling that vital questions are being 
decided by arbitrary mechanical procedures. This is especially true where 
the important considerations of overtime, idle time, hiring and layoffs are 
concerned. For example, overtime may be so disliked (or liked) by the 
workers that its use may cause an increase (decrease) in absenteeism or 
labor turnover. These indirect effects may alter the real cost of overtime 
considerably. These intangible non-accounting costs need to be incor¬ 
porated into the cost structure. 

When such intangible factors are taken into account, the interests and 
desires of the people in the organization will affect the decision rules, and the 
rules will appear less arbitrary and more understandable to the people who 
will be affected by them. But employment stability is likely to be increased 
by using the employment decision rule because: (1) the cost of fluctuations 
in work force is more likely to be taken into account fully in making the 
hiring and layoff decisions; (2) the decision rule plans ahead instead of just 
responding to the circumstances of the moment; (3) the production manager 
can see his way clear to allowing fluctuations in inventory in the knowledge 
(although still subject to some uncertainty) that they will be temporary; and 
(4) the requirement of systematic forecasts is likely to make forecasts less 
volatile. Under the employment decision rule there will continue to be some 
fluctuations in the work force unless hiring and layoff costs are prohibitively 
high, but some increase in stability, as compared to past practice, can be 
expected. 



Cfkiptei 

Linear decision rnles under 

uncertainty 

6-1 Overview of the chapter 

A method for obtaining the decision rules that would give lowest 
costs with a quadratic cost function when future sales arc absohtU'ly known 
or predictable with certainty, was presented in Chapter 4. Snuill attention 
was given to the uncertainty that is inherent in forecasting future sales, or to 
the possibilities for revising the forecasts of sales from time to time as new 
information becomes available. It is the task of the present chapter to (ill 
these serious gaps so that the method can be fruitfully applied in the presence 
of the actual vicissitudes inherent in forecasting. 

In revising the analysis to allow for uncertainty we can only demand of 
the rule that it minimize costs in some aumrge .sense that, over many trials 
It yield on the average lower costs than could have any other rule we devise 
based on the same forecasts. Putting the matter technically, we will consirlcr 
that decision rule to be optimal which, within the limits of available in- 
tormation, yields the lowest expected value for total future costs. 

Under conditions of uncertain future sales, the best forecast information 
we could hope for would be estimates of the joint probability distributions 
for future sales in all relevant time periods. With these, we could assign a 
probability to each possible pattern of future sales. At the beginnin'g of 

garnered generally expect to have new information 
garnered from actual sales and other events of the just-preceding period 
useful to making new forecasts. ^ jicnou. 

an^e’llZS'd® which guides periodic adjustment of 
established decision rule is called dynamic programminfr. But if we are 

122 
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to operate with the kinds of forecasts that are attainable with the data 
usually available, and with computations of reasonable scope, we must 
introduce one or more simplifications into the dynamic programming pro¬ 
cedure. We must be satisfied with results that are only approximate, or 
that can be expected to hold exactly only in some special class of cases. 
Happily it turns out that^hen costs are quadratic the optimal decision rul^ 
depends in only a very simple way upon the probability distribution of future 
sales, and the best decision can be determined with a small computing effort. 

Let us make these claims more precise. First,' when costs are quadratic^ 
the only datum about future sales that enters into the optimal decision rule 
is the expected value; that is, an average estimate of what the sales for each 
relevant future time period are likely to be. The probable dispersion of 
actual future sales around this predicted average and the finer characteristics 
of the probability distribution of sales are simply irrelevant. Even if we 
could estimate them, we would not have any subsequent use for them in 
making the best decisions. 

Second, the very same decision rule that yields the best decision in the 
presence of certain future conditions also yields the best decision in the 
presence of uncertain future conditions. In applying the rule, we need only 
insert in it the expected future sales figures, replacing the actual figures that 
were used in the case of certainty. No new analysis or calculations are 
needed. 

Third, this result does not mean that accurate forecasts are worthless. 
More accurate forecasts do lead to lower operating costs. If the costs of 
preparing better forecasts exceed the savings in operating costs, however, 
existing forecasts would not be worth improving. 

The procedure, then, that emerges from the mathematical theorems of this 
chapter 

1. Involves using a sales forecasting method that does not consistently 
overestimate or underestimate sales. 

2. Involves revising the forecasts of sales for future periods at the beginning 
of each planning period as new information becomes available. 

3. Involves using these forecasts in the decision rules we derived earlier. 
4. If the controlled variables, production and work force, are also subject 

to random, uncontrolled variation involves application of the same forecast 
approach to each of these as is applied to sales. 

6-2 Certainty equivalence in decision problems 

To make clear exactly what we mean by “decision making 
under uncertainty” and “certainty equivalence” we must define several 
terms and distinguish several separate problems. In the discussion below, 
X will represent a decision variable—a variable whose values are chosen 
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from some specified range or domain by the decisicm maker and r will 
represent a parameter that characteri/cs all those aspects of tlic external 
environment that are relevant to the decision but are not controlled directly 
by the decision maker. We may interpret }\ then, as a parameter that 
describes a “state—present and future of the \\orkV\ The variable u is 
the quantity we wish to maximize, and u is a function both of the decision 
variable and of the state of the world: u = ii{x: y). Since only a is controlled 
by the decision maker, the maximum is to be taken with respect to v. 

First, suppose that the value of .r is known with certainty. I'he ihrman 
problem under certainty, then, is the following: to find in the allowable 
domain a value of x, say which will maximi/e u for the given \aiue of r; 
i.e., an x*’ such that: 

u{x^;y) = lV!axn(x;y) [6 1] 

In decision making under uncertainty, .r is replaced by the raudoai variable 

7, which has a distribution function/•'(r;.v) ^ /V(}‘ ■ r). I he probability, 
that 7 is less than or CQual to is made to depend <ui a, since although 

the decision maker cannot control 7 directly his actions may have an 
indirect effect on its future values (production decisions today may alfect 
sales tomorrow). 

The expected value of u now depends on the distribution fimction /■' of 
7. By definition 

Eu(x; 7) = u(x; df{y; x) . 

where Q is the domain within which all values of Y lie. We ordinarily 
assume that in decision-making under uncertainty what we wish to maximi/e 
is the expected value of u, as £m(.x; 7). We wish to aim at the gain which 
will be greatest in average. There may be circumstances in wliich we vvoukl 
prefer a different criterion for choice under uncertainly, but the expected 
value appears a reasonable criterion here. 

The precise nature of the decision problem under uncertainlv depends on 
how much the decision maker knows about Y at the time he has to choose .v. 

If nothing but the distribution £ of 7 is known at the time .v is chosen, we 
have the case of the unconditional decision prohlait under uneertaimy. tliat 
IS, the problem now is to find a particular value of .v, say a*, that will 

maximize the expected value of u as that was tiefined above: 
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former problem as one of conditional decision under uncertainty. By Eq. 
[6~1], for each environmental condition y there is a corresponding optimal 
value, of the decision variable. Hence Eq. [6-1] gives us a functional 
relation between x and y that determines this optimum. In the case of 
uncertainty, where y is replaced by a random variable 7, we may denote 
this relation: X = g{ Y). The conditional decision problem may therefore 
be set forth as one of finding a function, say g*, in the allowable set of 
functions, such that 

£w[g*(F); 7] = MaxEw[g(7); 7] — EMaxw(x; 7) [6-4] 
g X 

Since the constant function, x = x*, where x* i^the solution of Eq. [6-3] 
is a special case of the functions, g, admitted in the formulation of Eq. [6-4], 
it is clear that the maximization in the former case cannot yield a higher 
expected gain than the maximization in the latter case; i.e., 

MaxEw[g(7); 7] = £ Max w(x; 7) > Max£w(x; 7) [6-5] 
g XX 

That is to say, more information may allow better decisions to be made. 
Returning now to the unconditional decision problem under uncertainty, 

we observe that in finding the optimum of Eq. [6-3] we make use of our 
knowledge of the distribution function, F{y\ x) of 7. Do we actually have 
to have full knowledge of this function, or would we be as well off with less 
complete knowledge ? In those cases where a point estimate, of 7 allows 
us to find the best decision as defined by Eq. [6-3], we say that this point 
estimate constitutes a certainty equivalent for complete knowledge of the 
distribution function. More formally, a certainty equivalent for F is a j 
such that: 

w(x*; y) = Max w(x; j) [6-6a] 
JC 

whenever 
Eu{x*\ Y) = Max Eu{x; Y) [6-6b] 

Note that we do not require w(x*, y) = £w(x*; 7). The expected gain need 
not be the same; all that is required is that the certainty equivalent lead to 
the same decision as would be made with complete information about the 
distribution function. 

It turns out—and most fortunately—that a certainty equivalent exists for 
decision problems involving quadratic functions.^ Suppose that the function, 
Uy has the form 

u{x-,y) = g{x) + h{x)y + cy^ [6-7] 

where g(x) and h{x) are independent of y, and c is a constant. Assume 

1 H. Theil, “Econometric Models and Welfare Maximisation,” Weltwirtschaftliches 
Archiv 72:60-83 (1954). 
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further that F{y; x) — G{y); that is, that the distribution of y is independent 
of X. The unconditional decision problem under uncertainty is to maximize; 

Ew(x; Y) = ^(x) + h(x)EY + cEY^ [6-8] 

The first-order conditions for a maximum, x*, are that the first derivative 
with respect to x vanish at x*: 

gXx*) + hXx^)EY= 0 [6-9] 

Now the only parameter of the distribution of Y that enters into Eq. [6-9] 
is the expected value, EF. Taking this as the point estimate, y (y = EF), 
we see readily that y is a certainty equivalent. For, substituting y for y in 
Eq. [6-7], and again finding the first-order conditions by taking the first 
derivative and setting it equal to zero, we obtain an equation that is identical 
with Eq. [6-9]. Hence, for criteria of the type of Eq. [6-7] a certainty 
equivalent that equals the expected value of the function exists for the 
distribution function. However, Durbin^ has shown that the resulting rule 
is not optimal if we use, instead of the expected value, a forecast which 
differs from it randomly. The certainty-equivalent in this case is the con¬ 
ditional expectation of F given the forecast (that is, the regression estimate 
with the forecast as an independent variable). 

Theil has proved the certainty-equivalence property for the case of several 
decision and environmental variables under the more general assumption 
that the first moment (and only the first moment) of the distribution function 
depends on x.^ If the criterion function is quadratic in x and j, instead of 
in y alone, the first-order conditions will be linear in all variables, and the 
certainty equivalence of the expected value will still hold. 

This covers the case of certainty equivalence for static problems—when x 
has to be chosen once for all, and cannot be changed as more information 
about y becomes available. In this chapter we shall treat the much more 
general dynamic problem where a series of decisions is made and new in¬ 
formation about the environment becomes available at each stage of the 
process—a problem that lies midway between the problems of conditional 
and unconditional choice under certainty. 

To see what is involved in the dynamic case, let us consider first the 
following two-stage problem. A value of the decision variable must first 
be chosen. After the value of F becomes known, a value of X2 must be 

2 J. Durbin, Effect of Forecasting Errors in Dynamic Programming with a Quadratic 
Cost Function (forthcoming). 

-1 Certainty Equivalence in Dynamic Planning,” Econometrica 25: 
346-349 (April, 1957). The article generalizes the results given in H. A. Simon “Dynamic 
Programming Under Uncertainty with a Quadratic Criterion Function,” Econometrica 24: 

^rth-Hollaiid ^958^ ^^ ^ Economic Forecasts and Policy, Ch. 8, Amsterdam: 
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found. This is a simple combination of the unconditional and conditional 
static problems. Hence, an optimal choice is defined by the conditions 

EulxtJ^Y); 7] = MaxMaxEw[xi,/(7); 7] [6-10] 
XI f 

= Max E Max w(xi, X2; 7) [6-11] 
-VI -V2 

This equation suggests that we calculate x* by performing the indicated 
maximizations from right to left—that is, start with the second decision 
period and work backward. This is the basis for the iterative schemes used 
by Arrow, Harris, and Marschak'*’; by Bellman^; and by Dvoretsky, Kiefer, 
and Wolfowitz for solving such dynamic problems.^ 

In the cases which are of interest to us—where the criterion function is a 
quadratic—^matters are again very much simplified because certainty 
equivalents exist. It is the purpose of the next section to show this, and 
to show that the equivalent is equal to the expected value in the dynamic 
problem with any number of time periods. 

6-3 General proof of certainty equivalence 

The criterion function which is to be minimized (or maximized) 
can be written as: 

C = 2 Z',A,Z, [6-12] 
r=l 

where is a symmetric matrix and the vector Zt contains the variables that 
affect the criterion, C. By letting one of the components of the vector z be 
unity, the above quadratic form will include linear terms. 

We can rewrite Eq. [6-12] more simply as 

C = Z'AZ [6-13] 

where ^4 is a symmetric matrix of order mTxmT and the vector of criterion 
variables, Z, is partitioned as follows: 

'Zi~ 

Z2 

z = , Zt ■ 

.Zt^ 

4 K. J. Arrow, T. E. Harris, and J. Marschak, “Optimal Inventory Policy,” Econometrica 
19: 250-272 (July, 1951). 

5 R. Bellman, Dynamic Programming, Princeton University Press, 1957. 
6 A. Dvoretsky, J. Kiefer, and J. Wolfowitz, “The Inventory Problem,” Econometrica 20: 

187-222, 450-466 (April and July, 1952). For a less intricate exposition of the approach, 
see J. Laderman, S. B. Littauer, and L. Weiss, “The Inventory Problem,” Jour. Am. Stat. 
Assn. 48: 717-732 (December, 1953). 
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The variables, Z, depend linearly upon controlled variables, X, and un¬ 

controlled variables, F, as follows: 

Y + RX 

where R may be partitioned as follows: 

'Rii 0 0 

Rii R22 ® 
i?31 R22 Ril 

0 
0 
0 

[6-14] 

^T2 ■■■ ^T'rJ 

Y may be partitioned in the same way as Z, and X may be partitioned as 
follows; 

r v‘i 

x = 
^2 

• Xt « 

xf 

The uncontrolled variables F are assumed to be .statistically iiulepcndcnt of 
the controlled variables X. The zero submatriccs in the partitioning of R 
imply that the decision x, made in period t is based on knowledge of past 
decisions and past values of the uncontrolled variables but not on their 
actual future values—although forecasts may be made tui the basis of (he 
known joint probability distribution of F. 

If we take the expectation of C as the relevant criterion for choice under 
uncertainty and substitute Eq. [6-14] into [6-13], we obtain: 

EC(Y,X) = E(Y + RXyA{Y + RX) [6 15] 

The decision-maker’s problem consists in choosing a strategy for deter¬ 
mining x„ so that Xf will depend upon the information available at the time 
a commitment is made, namely on j,, ... , j. C’onsider the strategy 
functions/, depending only on past data, which may be written 

X=f(y) = 

"A 
/2(Ti) 

[6 16] 
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Note that X is a random variable since it is a function of the random 
variable Y, 

Suppose that an optimal strategy,/*, exists for minimizing the expectation 
of C. That is, 

EC{yJ^) < EC{yJ) [6-17] 

for any allowable strategy /. It is convenient to use the function d{y) = 
f(y) — so that Eq. [6-17] may be written 

EC(j,/*) < EC{yJ^ + d) [6-18] 

Substituting Eq. [6-15] into Eq. [6-18] we obtain 

EC(j,/*) < Ely + i?(/* + d)yAly + i?(/* + d)-\ [6-19] 

Expand and combine using the symmetry of A to obtain 

ECiy.P) < EC{y,P) + 2E{y + Rf^yARd + Ed'R'ARd [6-20] 

A sufBcient condition for the optimality of /* is that neither of the two 
right-hand terms of Eq. [6-20] be negative for any d. Thus 

E{Y + Rf*yARd = 0 [6-21] 
for all d, and 

Ed\R'AR)d > 0 [6-22] 
for all d. 

We first choose d in Eq. [6-21] such that its first element equals 1 and 
all others zero; then we choose another d such that its second element equals 
1 and all others zero; and so on. Since Eq. [6-21] must hold for all these 
functions, we obtain a set of wTlinear equations which constitute a necessary 
condition for the optimality of/*: 

E(F + RPYAR = 0 [6-23] 

This can be solved for a unique optimal strategy, if the matrix R'AR has an 
inverse. 

£/* = ^l{R'ARy^R'A~\EY [6-24] 

The matrix will have an inverse (be non-singular), if its quadratic form is 
positive definite. This is also required to satisfy Eq. [6-22]. Thus the 
positive definiteness of the quadratic form R'AR assures that the conditions 
of Eqs. [6-13] and [6-14] will be satisfied and that there will be a unique/*. 
Hence positive definiteness (or negative definiteness in the case of maximiza¬ 
tion) is a sufficient condition for the determination of a unique optimal 
strategy. _ 

To this point we have considered the optimal strategy for the uncertainty 
case. We now consider the same decision problem except that the future 
values of the uncontrolled variables are known with certainty. Instead of 
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y\ being a random variable it now has a known value. Consider the case 
in which yl happens to have the value, Eyl (unconditional expectations at 
t = 0) from the analysis above for all f and t. Now we can retrace the above 
analysis starting with Eq. [6-12] and by the same method arrive at the 
optimal decisions, AT, for this certainty case. 

-[{R'ARY^RAIEY [6-25] 

Thus from Eqs. [6-24] and [6-25]: 

E/* = X [6-26] 

Since the first sub vector of/* is not a random variable (that is to say, the 
action in the first period is taken on the basis of known initial conditions 
and forecasts) Eq. [6-26] implies that: 

^ /! = [6-27] 

This establishes the certainty equivalence for the first period. The two 
^Ppi’^^cbes are equivalent in the sense that they lead to the same decision 
for the period immediately ahead. That decision is the only one that is 
binding; those for subsequent periods will be revised on the basis of later 
information. 

Not only is the decision analysis simplified by the certainty equivalence 
property of quadratic criterion functions, but the forecasting problem is 
reduced to the consideration of the expected values of the uncontrolled 
variables. 

As time goes by> new knowledge may be gained that leads to a basic 
revision of the estimated joint probability distribution of the future value 
of the uncontrolled variables. Thus in retrospect some earlier decisions 
based on earlier estimates may appear non-optimal. The claim of 
optimality for a decision reached by this analysis is inherently limited by the 
knowledge that was available at the time the decision was made. 

Finally, we observe that the proof makes no assumptions regarding the 
stationarity or independence of the distribution functions of the forecasted 
variables for successive periods. Forecasted variables may depend on other 
forecasted variables, but they may not depend on the decision variables if 

i Jhe proof of certainty equivalence is to hold. 



chapter 'J 

Forecasting aggregate orders 

7-i Overview of the chapter 

It has been a typical experience for business firms to discover that 
quantitative decision techniques, such as the linear decision rules discussed 
in this book, enable better decisions to be made even though information 
about the future is subject to severe limitations on accuracy. Such tech¬ 
niques can use deficient information and still be more effective than other 
methods. However, decisions will be improved further in the performance 
if the forecast errors can be reduced. This chapter is concerned with the 
problems of forecasting. 

# The problem of forecasting sales. 

We may usefully distinguish four types of fluctuations in sales. 
First, sales are subject to irregular fluctuation, the causes of which are 

never completely known. Some such fluctuations are purely temporary, 
and will be quickly offset by later changes in the opposite direction. Other 
changes are the result of enduring conditions which can be expected to affect 
sales in the future. The problem is to detect in these fluctuations continuous 
influences, and to take these into account in future forecasts while ignoring 
the transitory fluctuations. Failure to recognize temporary fluctuations as 
being such leads to forecasts having too much variability. 

Second, long-term influences on the level of sales produce trends. 
Detection and appraisal of trend-producing influences should enable fore¬ 
casts to be improved. 

131 
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Third, there are seasonal influences on sales. These influences are cyclical, 
but they may change character with time; hence, they should be kept open to 
frequent scrutiny. Irregular fluctuations and trends complicate the problem 
of separating out the strictly seasonal parts of such influences. 

Fourth, there are relations between the sales of a company and some 
other variables in the total economy. The level of activity in the total 
economy and in the industry in which it is but one entity will have a direct 
impact on the sales of any one company. 

• Moving-average forecasts as a standard for comparison. 

Many companies currently use judgmental forecasts about the accuracy 
of which very little is known. A simple moving average forcctist method 
based on past sales will in at least some cases yield better Ibrecasts than 
indefinite judgmental methods. Such a method is discus.sed in detail in 
Section 2. It relies on information that is readily available, and it is very 
easy to compute. There would seem therefore to be little e.xcuse for tolerating 
forecasts poorer than those obtained by this simple method. 

The essence of the moving average forecast method is this. We know 
that the irregular fluctuations of sales in the past are poor predictors of 
future sales, but any sales that reflect continuing influences are relevant. We 
separate the continuing from the temporary eflects by taking an average of 
sales during the previous twelve months. Continuing infUiences (trends) 
tend to push the sales of all months in the same direction, and hence appear 
in the average. The temporary influences tend to increase the sales in one 
month, decrease them in the next. When the .sales of .several months are 
averaged together the temporary effects tend to cancel out. As time passes, 
the span of months included in the average is moved along in order to u.sc 
the most-current sales data and drop out the older data having less relevance 
to forecasting the future. 

The fact that the moving average always includes sales data from severtil 
months back has the effect of introducing a lag into the forecast. If there 
is a steady rising or falling trend in sales, the moving-average will lag behind 
the current sales level, and lag still further behind the future sales level that 
is being forecast. This tends to cause the forecasts to consistently under- 
es mate or overestimate. To offset this error, the long-term trend is 
estimated by examining yearly sales for several years. The moving average 
is then corrected by adding to the moving average the trend effect during lag. 

Seasonal influences can be observed but once a year, and hence .several 
years of sales data are needed to get reasonable estimates of the magnitudes 
of recurring seasonal influences. In the simple method that is propo.sed, the 
January sales of several years are added together, February sales similarly, 

n so on. Dividing the total sales in any month by the total annual salc.s 
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gives an index of the percentage of the annual sales that usually falls in that 
month: Applying this index to the trend-adjusted moving average of sales 
gives a forecast of sales in a future month. 

By using the moving average forecast method a few minutes of arithmetic 
applied to available data will produce sales forecasts for a company. After 
judgmental review and revision, these forecasts can be used for planning 
production and employment with the decision rules. 

However, we can often make better forecasts than can be obtained with 
the moving average approach. If study of production and employment 
costs shows that sizable savings may be possible through improved fore¬ 
casting, the company probably should spend more money and effort on 
forecasts than is required by the simple moving-average forecast method. 

• Advanced forecasting methods. 

Some problems that can be expected in forecasting are discussed below 
so that they can be better appreciated by the people who use forecasts, 
together with examples of methods that will prove useful to those responsible 
for preparing forecasts. 

Unstahi.i: siiASONAi.: An important problem that sometimes arises in 
forecasting is the irregularity of seasonal patterns of sales. The decision 
analysis shows that near-term forecasts are much more important in planning 
production and employment than forecasts of the more distant future. 
Thus, a .seasonal pattern irregular enough to make forecasts highly un¬ 
reliable over the period of a few months greatly decreases the value of 
forecasting. It is not sufficient for production and employment planning 
that forecasts of annual sales be made with reasonable accuracy. An 
example of unstable .seasonal pattern is analyzed in Section 3. 

Sai.I'S Ria.A'i'ia) ro iiconomic variaui,i;s: It sometimes happens that variables 
other than past company sales provide the best basis for forecasting future 
sales. In Section 4 an example of this sort is presented. Briefly, it was 
found that the annual regional sales of a paint company were more closely 
related to real gro.ss private investment in the third quarter of the previous 
year for the whole economy than they were to past company sales. The use 
of this relation enabled reasonably good forecasts to be made of annual 
sales at the beginning of the year. 

Au rcx'ORRia.ATioN l•()Rl■:('A,s■r.s: If the trend and .seasonal have been removed 
from sales data, the remaining sales fluctuations may in some cases be 
described in terms of a linear stochastic process. Where this is the case, a 
body of theory based on measurements of autocorrelation is available for 
producing optimal forecasts. This theory is not presented here but references 
to pertinent literature are given. 
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Orders and sales: Before the more detailed analyses are considered a 
fundamental point should be mentioned that will help to define the fore¬ 
casting problem. One should try to forecast orders by customers rather 
than factory shipments. Production decisions, based partly on the cost of 
lost sales and lost customers, will determine to what extent the shipments 
should differ from incoming orders. 

Although this point is clear conceptually, many companies do not always 
keep adequate records on customer orders, as distinguished from sales. In 
some cases the orders received are quickly converted into shipments so that 
there is little difference between sales and orders. Consequently, many 
forecasters actually work with sales data. In the following discussions the 
terms orders and sales will be used interchangeably, although the distinction 
should be kept in mind. 

7-2 Trend and seasonally adjusted moving average forecasts 

The following method, which can be calculated in a few minutes, 
deals with some of the basic problems of forecasting. This method can be 
most easily presented as a step-by-step procedure applied tt) a set of sales data. 

Table 7-1 shows information available to the forecaster as of May I, 
1957. His problem is to produce a set of forecasts for the forthcoming 
twelve months starting with May. Columns 1, 2, and 5 are simply a listing 
of the data on orders for immediate shipments that were receivetl on a 
monthly basis for the years 1955, 1956, and 1957 to date. 

The third column totals these data on a monthly basis, and the fourth 
column shows the ratio of the total sales by month to the total sales for the 
two-year period (1955 and 1956). For the two Januaries, 784 units were 
sold out of a total 6852; or 11.43 per cent. Column 4 gives these .seasonal 
sales indices, which can all be calculated at the beginning of the year. 

One way m which the forecaster can decide whether a sales fluctuation is 
temporary or continuing is to add together the sales occurring in several 
months. Irregular fluctuations, both high and low. will tend tc) average out 
while more permanent influences will recur in several months and affect the 
total sales for the whole period. This total should be composed of sales in 
the most recent months available in order to be as up to date as possible. 
Thus, if a moving total of recent past sales is taken, we will have a basis for 
estimating the sales in the future, including the influence of continuing 
factors, that will avoid the error of over-response to temporary fluctuations 
in sales. In this case the sales of the preceding 12 months were taken for 

e moving average calculation, the twelve-month moving total being shown 
in Column 6 as 3325. 

any long-term trend in sales, the future twelve-month total of 
sales will be different from that for the preceding 12 months. We should 
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make an adjustment for such a trend. Table 7-2 shows the annual orders 
received over a 5-year period, which should be long enough to detect any 
consistent trend. Column 2 shows the differences between the sales in 
subsequent years, and Column 3 expresses this difference on a percentage 
basis. An average of these four increases gives us an estimate of trend 

Table 7-2. Estimate of a Trend in Orders. 

Annual Increase to Per cent 
Year orders following year increase 

(1) (2) (.3) 

1952 3058 122 3.‘m 
1953 3180 73 2,29 
1954 3253 178 5.48 
1955 3431 ^10 0.29 
1956 3421 

amounting to 3.01 per cent increase per year. Note the erratic lluctuations 
of the sales increases, and hence the desirability of averaging out this vari¬ 
ability in estimating the underlying trend. Since the seasonal indices are 
calculated as percentages of calendar year sales from January through 
December it is necessary to make forecasts of orders on a calendar year 
basis. This is done by adjusting the twelve-month moving total for trend. 

Table 7-3. Trend Adjustment Factor: Month in which forecast Is made. 

Month in which 
forecast is made 

January 
February 
March 
April 
May 
June 
July 
August 
September 
October 
November 
December 

Forecast of current 
calendar year 

12/12 
11/12 
10/12 
9/12 
8/12 
7/12 
6/12 
5/12 
4/12 
3/12 
2/12 
1/12 

Forecast of following 
calendar year 

?a:\i 

23/12 

22/12 
21/12 
20/12 
19/12 
18/12 

17/12 
16/12 

15/12 

14/12 
13/12 

For example, if a forecast of sales for the coming calendar year is to be 
made on January j, there is a time difference of 12 months between the 
center of the moving total from the past year and the center of the future 
calendar year. Hence, a twelve-month trend adjustment must be made. If 
the forecast is to be extended to the next calendar year, a twenty-four-month 
trend adjustment must be made. Table 7-3 shows the trend-adjustment 
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factor that is applicable to each month at whose start the forecast is being 
made. 

Since the trend adjustment is expressed in fractions of a year, the January 
factor appears as 12/12 for forecasting the sales of the current calendar year, 
and 24/12 for the following calendar year. For forecasts made in later 
months of the year there is a decreased time difference between the center 
of the moving total and the center of the calendar year. 

For our May 1 forecast, the trend adjustment factors are 8/12 and 20/12, 
respectively. In Table 7-1 the current calendar year forecast is obtained by 
increasing the moving total sales of Column 6 by 8/12 of the annual trend, 
which is 3.01 per cent. This forecast for 1957 is 3325 x (1 + 8/12 x 3.01 
per cent) or 3400, as shown in Column 7. Similarly, the forecast for the 
1958 calendar year is 3325 x (1 + 20/12 x 3.01 per cent) or 3492. 

Now multiplying the seasonal indices of Column 4 by the forecast of 
current calendar year sales in Column 7, we obtain Column 9, the monthly 
forecasts of sales for 1957. Similarly, multiplying by the forecast for the 
following calendar year in Column 8, we obtain the rest of the monthly 
sales forecasts, those for 1958. 

Presumably, by June 1 sales information will have become available for 
May 1957, and will be entered at A on Table 7-1. From the moving total 
3325 in Column 6, the old May sales of 203 units in 1956 should be sub¬ 
tracted and the new May added in; this would be entered at B. Adjusting 
the moving total for trend would yield the new calendar year forecasts to be 
entered at C and D. The monthly forecasts then would be listed starting at 
E. Forecasts could be continued in the same way throughout the year. 
At the end of 1957 the new year of sales data could be used to re-estimate the 
seasonal indices. 

The numbers produced by this method can be reviewed to see whether 
they are sensible in the light of other available information. Additional 
information could be taken into account by making adjustments to the 
forecasts that were obtained by the analysis of past sales data. How¬ 
ever, the primary claim to be made for this forecasting method is its 
simplicity. 

The introduction of judgment at the end of the analysis was deliberate. 
There is all too strong a tendency for the analysis of current and pending 
events to be much too responsive to the most recent information, even 
though the significance of that information may be transient and quanti¬ 
tatively unimportant. Starting with a reasonable set of forecasts and shading 
these in one direction or another offers some protection against overly 
volatile expectations. 

Preparing moving-average forecasts is so simple that calculation of them 
may be useful as a reference in judging the performance of other forecasting 
methods. No forecasting method should be tolerated whose record of 
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forecast errors over a period of time falls below that obtainable by this 
crude method. 

Improvements and refinements of the method will occur to the reader, 
and many of them may be effected with little increase in computation. For 
example, the seasonal pattern probably should be based on more than 
two years’ data. The best number of years to use depends on the amount 
of random fluctuation and the speed with which the .sea.sonal pattern it.self 
changes over time. 

The trend shown in Table 7-2 could be re-estimated more frequently than 
annually. However, new information is obtained slowly and little is to be 
gained by too frequent revision. 

7-3 A forecasting problem involving an irregular seasonal pattern 

We would not like to leave the impression that the method in the 
preceding section is in any way a recommended method for preparing fore¬ 
casts. Even though the moving-average method is probably better than 
some methods actually in use, it constitutes only a beginning. 

Two concrete examples of solutions of forecasting problems in a particular 
company may suggest the kinds of statistical techniques that will prove useful. 

A company engaged in the manufacture and sale of paint faced the 
problem of attaining adequate forecasts of monthly sales from the warehouse 
system to retail dealers. 

A general impression of this forecasting problem can be gained by an 
examination of Figure 7-1. An irregular seasonal pattern is evident. 
Analysis of its variability and a method for coping with it constitutes the 
subject of this section. The analysis is carried further in the next .section 
where methods are explored for improving the sales forecasts of this company 
by finding relationships with aggregate economic variables. 

Since the suitability of forecasting methods depends partially on the 
nature of the industry, it is relevant that the sales* being forecasted are for 
paint used largely for interior and exterior decoratit)n in a geographic region 
comprising a dozen states. 

Because most exterior painting is done during the summer season, the 
analysis assumed that a strong seasonal pattern would be found. Idibrts to 
estimate a seasonal pattern by various methods revealed that although the 
seasonal fluctuations were very strong—involving a ratio of 4 to 1 between 
the months of maximum and minimum sales the seasonal pattern was 
highly unstable. This was true even when seasonal indexes were calculated 

warehouses were available only in dollar tcrn>s, but the 
production decision required a measurement of sales in phy.sical units. Hence it was 

sd?s*dXr°f£es" 
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for periods as long as a quarter or a half year. Before progress could be 
made on the short-term forecasts for the decision rules, it was necessary to 
solve the problem posed by the great fluctuations in the seasonal pattern. 

The simplest forecast of sales is to assume that sales for the coming year 
will be the same as sales in the previous year. In the case of the paint 
company, year-to-year variability of sales was rather pronounced over the 
period of observation. A crude projection would accordingly have resulted 

Fig. 7-1. Monthly paint sales by company warehouses. 

in rather unsatisfactory forecasts: the average error of forecast for annual 
sales would have been 7.9 per cent and the maximum error nearly 20 per cent. 

This simple method of forecasting might still be of some use, however, 
if it were possible in the course of the year to improve the initial forecast 
by taking into account the latest sales data. For example, at the end of the 
first quarter we might revise our forecast of yearly sales by enlarging first 
quarter sales by the normal seasonal relationships of yearly sales to first 
quarter sales. The success of such a method would, of course, depend on 
the stability of the seasonal pattern of sales. Unfortunately, sales in the 



140 PLANNING AGGREGATE PRODUCTION AND WORK FORCE 

early part of the year provide little useful information about the rest of the 
year. This can be seen from Table 7-4. 

Therefore, the use of an expansion factor based on the average ratio 
would have resulted in very serious forecasting errors. These errors, how¬ 
ever, would have been generally somewhat lower than those arising from 
extrapolating the previous years’ sales. The fact that sales in the early part 

Table 7-4. Relation Between Sales in Various Periods of the Same Year. 

Sales ratio: Sales ratio: 
last 8 months second half 

Year first 4 months first half 

(1) (2) 

1948 169.% 63.5% 
1949 171. 71.9 
1950 263. 90.2 
1951 136. 65.4 
1952 178. 77.6 

of the year disclose little information about sales in the balance of the year 
is brought out even more clearly by the following alternative method. 

Estimate the ratio of sales in a recent portion of the current year to sales 
in the corresponding portion of the previous year. Multiply the sales in 
the balance of the previous year by this ratio to obtain an estimate of sales 
for the balance of the current year. This method is tested in Table 7-5 for 
half year periods. 

The between-year ratio for the first half-year indicated in Column 1 is a 
poor predictor of the between-year ratio in the second half-year indicated in 

Table 7-5. Ratio Between Sales in Various Periods of Succeeding Years. 

Sales in first half of year t Sales in second half of year t 

Sales in first half of year t - 1 h- Sales in second half of year t - 1 

(1) (2) 

85.4% 96.5^ 
100.5 127,0 
114.0 83,0 
52-6 110,0 

Column 2. Thus it is apparent that forecasts, by this method, of sales in 
the second half year would have been poor. Because the fraction of sales 
that occur in a portion of the year is so unstable, the methods explored above 
as well as those discussed in Section 7-2 are of little use. We must try to 
design a method that will be effective in spite of the unstable seasonal pattern 
that has been observed. 

Year 

1949 
1950 

1951 
1952 
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• Factors causing the instability of seasonal patterns. 

There is considerable evidence that the instability of the seasonal pattern 
of paint sales is related to so-called pre-season orders. Sales are heaviest 
between late Spring and early Fall, and it is customary for retailers to place 
pre-season orders in anticipation of these sales. This practice is encouraged 
by the favorable terms which are extended at these times by the company to 
retailers. Presumably these pre-season orders help the paint company to 
move some of the inventory that would ordinarily be accumulated during 
the slow season. The result of this system is that, on the average, somewhat 
over one-third of yearly sales from the warehouses occur in the first quarter 
of the year, and somewhat over one-half in the first half of the year. 

There are many reasons to expect that pre-season orders of this type will 
tend to represent a widely varying proportion of yearly sales from year to 
year. In the first place such sales occur before the buyers have any reliable 
information about how good the year is likely to be. Hence, even if the 
retailers were trying to pre-order a fairly stable portion of their expected 
yearly sales, pre-season orders would reflect any errors in expectations which 
the retailers might make. 

In the second place, as in other lines of business, the retailers cover a 
variable portion of their expected requirements. The amount of pre- 
ordering will depend on retailers’ expectations as to price changes and 
availability of merchandise. For this reason, we might expect that they 
would cover by early orders a larger fraction of expected sales in good years 
than in bad years. Therefore, even if retailers’ expectations proved correct, 
we should expect to find sales in the first half fluctuating more than yearly 
sales. A large volume of sales in the first half year would have to be dis¬ 
counted in estimating the second half, for to an extent the large volume of 
first-half sales is gained at the expense of second-half sales. The instability 
of pre-season sales is further magnified by fallacious expectations on the 
part of the retailers. If, for example, retailers expect a good year, and so 
make large pre-season orders, and if the year does not meet their expectations, 
sales by the warehouses in the second half will slump considerably. 

If the explanation above is true, we should be able to forecast pre-season 
(and first half-year) sales in a given year if we can make some reasonable 
estimates of customer intentions. Because such data are not available, it is 
necessary to assume a relation between intentions and information that can 
be collected. One very simple assumption is that intentions are a simple 
extrapolation of the previous years’ sales. 

Unfortunately we do not have any direct information on retailers’ sales 
for the previous year either; but, for a period consisting of the entire year, 
customers’ sales should not be appreciably different from their purchases, as 
those are reflected in sales by the paint company warehouses. Under our 
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present hypothesis, we should therefore expect that the ratio of pre-season 
(and first half-year) sales to the previous year’s sales would be fairly stable, 
though somewhat larger than average when the previous year’s sales were 
unusually high, and somewhat smaller than average under opposite con¬ 
ditions. 

An examination of Table 7-6 indicates that our hypothesis is not well 
supported by the data. Although if we exclude the year 1948 the figures of 
Column 2 are more nearly constant than are those of Column 1, our explana¬ 
tion is still not entirely satisfactory. 

Table 7-6. Ratio of Sales in the First Half of the Year to Total Sales of that Year and 

of the Preceding Year. 

Sales ratio: Sales ratio: 
first half first half 

Year -r year t year i - 

(1) (2) 

1948 61.3% 76.3*’, 
1949 58.3 52.3 
1950 51.6 58.8 
1951 60.5 59.1 
1952 56.3 55,9 

A possible explanation for the unsatisfactory results may be that the 
expectations of customers are not based on the entire previous year but rather 
on a shorter period of time. This hypothesis is diflicult to test since we have 
no direct information on retailers’ sales nor can wc tussume that warehouse 
sales in the period immediately preceding the new year arc a gtuul measure 
of their customers’ sales; indeed, the very presence of pre-season (,)r(.iers 
implies that warehouse sales in any sub-interval of the year will not tend to 
coincide with customers’ sales. 

In particular we may note that warehouse sales in the latter part of the 
year will reflect in a magnified fashion the effect of any significant error of 
retailers’ expectations at the beginning of the year. Thus, if retailers 
expected a good year and in fact sales turn out to be rather low. their .second- 
half warehouse sales will tend to be especially low for three reasons: 
(1) because retail sales are low; (2) because the entire error of expectations 
in the first part of the year will have to be corrected in the .second half; and 
(3) because in the expectation of a good year retailers may have been led to 
cover an abnormally high share of their expected requirements in the pre- 
season period. These considerations suggest that while warehouse sales in 
the latter part of the year will differ from customers’ sales they may actually 
provi e a very sensitive index of the factors controlling the amount of 
pre-season orders placed in the next year. I'his relation should be especially 
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good if, as seems not unlikely, pre-season buying in the current year is based 
on retail sales in the latter part of the previous year, tempered by errors 
committed in the pre-season ordering of the previous year. Thus, if in the 
year t optimistic retailers bought freely in the pre-season period but sales 
subsequently were disappointingly low, then in the year t -j- 1 pre-season 
orders will tend to be more conservative. Too, over-buying in the early 
part of year t may still show up at the end of the year t in the form of 
abnormally high inventories, discouraging purchases in the early part of 
the next year. 

The hypothesis that sales in the early part of the year should be closely 
related to sales in the latter part of the previous year is tested in Table 7-7 

y 

Fig. 7-2. Sales in first half of year, related to sales in second half of previous 
year. 

and in the scatter diagram of Fig. 7-2. The table shows the ratio of first- 
half sales to the sales in the second half of the previous year; if the hypothesis 
is basically correct, these ratios should be fairly stable, certainly more stable 
than those of Table 7-6—and so they are. Unfortunately our test cannot 
be carried out for the year 1948 since monthly sales data for 1947 are not 
available. This circumstance is especially disturbing since the year 1948 
was the one that occasioned the greatest doubts in the test of Table 7-6. 
We may note, however, that for the remaining years the figures of Table 7-7 
are reasonably stable, and compare favourably in this respect with those of 
Column 2 of Table 7-6. These conclusions are supported by an examination 
of Fig. 7-2. 
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Here the assumption of a linear relation is substituted for one of strict 
proportionality. There is a clear positive association between the variables, 
although admittedly a sample of four observations is much too meager for 
reliable conclusions. 

The major purpose of this discussion has been to explain the instability 
of the seasonal pattern of sales; these results may now be applied to the fore¬ 
casting problem. The results show that it is possible to make at the 
beginning of the year a reasonably good forecast of sales in the first half of 

Table 7-7. Ratio of Sales in First Half of Year to Sales in the Second Half of the 

Previous Year. 

Sales ratio: first half of year t 
Year second half of year / — 1 

1949 134.4% 
1950 140.2 
1951 126.8 
1952 141.4 

the year by using the data on sales in the second half of the previous year. 
Such a forecast might be obtained by multiplying sales in the second half of 
the previous year by a proportionality factor in the order of 1.35, the average 
value of the figures in Table 7-7. Alternatively, we may use the linear 
relationship estimated from the scatter diagram of Fig. 7-2 and then use this 
line to read off a forecast for sales in the first half of the next year. The 

Table 7 8. Companson of Sales Forecast Errors for Two Methods of Forecasting Sales 
of the First Half of the Year from the Previous Half Year Sales. 

Year 

Forecast based on 

use of proportionality 

factor 
Forecast based on linear 

relationship 

Forecast of same level of 

sales as in the preceding 

year’s first half 

(1) (2) (3) 
1949 + 0.4% + 1.9% + 17.1% 
1950 -3.7 -1.2 -0.8 
1951 + 6.5 +0.1 -12.6 
1952 -4.5 -3.8 + 8.2 

forecast is the y coordinate of the point on the line whose x coordinate is 
the known value of sales in the previous half year. Columns 1 and 2 of 
Table 7-8 show the percentage error of forecast that would have resulted 
from the use of the first and second methods respectively. For comparison. 
Column 3 shows what forecast errors result when the level of sales in the 
first half of the previous year is used to forecast the first half sales. 

The results are reasonably good, especially those based on the average 
line of relationship. If these results were based on a large number of 
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observations and on a more representative period, we could be altogether 
satisfied and could consider this part of the forecasting problem as having 
been solved. Since neither of the above conditions holds, this method can 
be used only with considerable caution, and should be supplemented by 
whatever other information might be available at the time of the forecast. 

The usual methods of estimating seasonals can be used to adjust for the 
seasonal pattern that falls within the six-month period that constitutes the 
first half of the year. 

Finally, we must observe that the above forecasting method by its very 
nature supplies no useful information about sales for the entire coming year, 
as of the beginning of the year; or about sales for the balance of the year at 
various points during the year. With respect to this problem the study 
shows that a negative conclusion must be drawn: a satisfactory forecast 
cannot be obtained by relying exclusively on the previous sales of the ware¬ 
houses. Therefore, other methods of attack must be examined. 

This forecasting study is interesting as an illustration of the limitations of 
past sales data in forecasting future sales. In this case inventory carryover 
from the previous year and the procedure of pre-season ordering combined 
to keep the sales data of the first six months from revealing any significant 
information which would help forecast the sales of the second half year. 
Thus, in an effort to obtain good forecasts for the second half year, we are 
forced to seek a reliable relationship between these sales and some other 
variable, about which information will be available independently. 

7-4 Forecasts based on indicators other than earlier sales 

Although a study of past sales usually supplies a good deal of 
information useful in forecasting future sales, this is not always the case. 
Other variables may be a better source of information for making forecasts. 
This section presents an analysis of a situation in which it was found that 
improved forecasts could be obtained on the basis of indicators other than 
past sales. 

The first step in the analysis is to examine the relation between yearly 
warehouse paint sales of the company and some indicators of general business 
activity the movements of which might be expected to parallel closely those 
of paint sales. For reasons that will become apparent presently we limited 
our analysis to indicators which are available monthly, or at least quarterly, 
on a seasonally adjusted basis. Five possible indicators were examined in 
detail: 

(1) Gross National Product in constant dollars; 
(2) Disposable Personal Income deflated by the implicit deflator of the 

consumption component of Gross National Product; 
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(3) the New Construction component of GNP in constant dollars; 
(4) the Gross Private Investment component of GNP in constant dollars 

minus changes in inventories; 
(5) the Federal Reserve Board Index of Industrial Production. 

Although regional economic indicators would appear to be needed, they 
are not readily available; nor are they usable, for a variety of reasons. 
Since the general level of business activity in many regions tends to be 
closely coupled to national business conditions, national indicators frequently 
will serve almost as well. 

The years 1946 to 1952, for which we have data on paint sales, are a period 
dominated by the unusual circumstances of the Korean Conflict and the 
after-effects of the second World War. Such data by themselves can hardly 
be considered adequate to establish reliable correlations. For this reason 
it appeared desirable to check the results obtained for the company by 
examining also the relation between the various indicators mentioned above 
and a series of national sales by paint manufacturers which is prepared by 
a trade association, which covers the period since 1936. This series is in 
current dollars but an estimate of volume may be obtained by deflating it by 
an index of wholesale paint prices. The volume series thus obtained is not 
highly reliable because the methods of compiling the original dollar series 
have changed during the ensuing years, notably from 1950 to 1951. As a 
result, we find that the relation between sales of the cooperating paint 
company and sales of the entire industry as estimated is much less stable 
than we had anticipated (see the scatter diagrams of Fig. 7-3). The data on 
industry-wide sales are shown as dots in the scatter diagram; the crosses 
indicate the sales of the cooperating paint company. (Both sales series 
represent indices with 1946—the first overlapping year—taken as 100.) 

Of the various indicators tested. Disposable Personal Income yielded by 
far the closest and most stable relation with industry-wide sales. The next 
best relation was found with Gross Private Investment, but the scatter is not 
as satisfactory especially when the relation between the pre-war years 
1936-1941 and the post-war years 1946-1952 is considered. The war years 
have been omitted altogether since they would yield little useful information. 

The relation of either of the two indicators with the sales of the cooperating 
paint company is somewhat less satisfactory than with the industry-wide 
data, although a significant positive correlation is apparent even here. The 
relation with Gross Private Investment is, if anything, somewhat more 
stable than with Disposable Personal Income. 

In addition to examining the relation between the sales data and the 
various indicators mentioned, we also studied the relation between the first 
differences of the series, i.e., between year-to-year changes in sales and 
corresponding changes in each of the indicators. There is much to be said 
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on a priori grounds for using the first differences, especially with respect to 
the sales of a single company. For instance, first differences will not be too 
seriously affected by a gradual shift of the relation between sales and the 
indicator (such shifts may be produced by the fact that the company under 
consideration is gradually either gaining or losing its share of the market). 
Also, a forecast based on first dilBferences is in less danger of being really 
seriously in error, for the forecast is always “anchored” to the latest level 

Fig. 7-3. Index of nation-wide paint sales and index of company sales as a 
function of Gross Private Domestic Investment. 

of sales, which is usually already a good approximation to sales in the 
immediately following period. 

The analysis of the first differences indicated again that, for the industry¬ 
wide data, the most stable relation was with Disposable Personal Income, 
the next most stable, with Gross Private Investment. For the data of the co¬ 
operating paint company the relation with investment appeared again to be 
slightly superior to that with disposable income.^ On the whole, however, 

2 Since disposable income is closely associated with consumption expenditures (especially 
in peace time), the fact that both disposable income and private investment yield more 
satisfactory relations than GNP suggests that sales of paint are not significantly affected 
by movements in the third major component of GNP, namely government expenditure. 
This conclusion is not unreasonable, although we have no independent direct evidence on 
this point. 
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the relation between the first differences was found to be appreciably less 
stable than that between the data themselves. Usually this is to be 
expected because the constant, and hence easily predicted, component of the 
variable is eliminated. However, in this case, a particular reason was found. 
A close examination of Fig. 7-3 reveals that when the point for one year is 
substantially above or below the regression line, the point for the next year 
tends to lie on the opposite side of this line. We suspect that this pattern 
may be the result of accumulation and decumulation of inventories by 
reUilers. Since direct information on retailers’ inventories is not available, 
this hypothesis must remain an untested conjecture. 

The analysis suggests that on the whole the most useful relation in fore¬ 
casting sales of the cooperating paint company is that between sales and 

Gross Private Investment. The use of investment rather than disposable 
income was suggested not only by the fact that this variable gave somewhat 
more satisfactory results but also by certain other considerations which will 
be advanced later. The choice of the direct relation rather than the relation 
between the first differences is one we make with some misgivings, for the 
reasons indicated earlier. The ideal solution would probably be to use the 
first difference relation and to make an explicit correction for the state of 
dealers’ inventories based on direct information on this variable. Pending 
the availability of such information, however, we feel that the alternative 
chosen is the best. 

The next question is, how useful is the relation with investments for the 
purpose of forecasting ? In other words, suppose we knew exactly at the 
beginning of each year what was going to be the rate of investment in 
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the coming year; how good a forecast of paint sales could we then make? 
Unless we get a satisfactory answer, there is no sense in proceeding further 
to the question of how we can forecast investments. In order to answer 
this question we have first estimated by inspection a reasonable average line 
of relation, shown in Fig. 7-3, and then proceeded to estimate sales in each 
year from this line. In Column 1 of Table 7-9 we show the percentage 
error that would have resulted in each year from the use of this line of 
relation. By way of comparison we also show in Column 2 the error of 
forecast resulting from forecasting that next year’s sales will be like this 
year’s sales. It is readily apparent that, in the period of observation, from 
knowledge of private investment it would have been possible to secure rather 
accurate forecasts of sales, certainly far more accurate than forecasting no 
change from the previous year’s sales. 

We may conclude tentatively that a good forecast of private investment 
would be of very real value in securing a forecast of annual sales for the 
company. 

Having reached this conclusion we must face the issue of how to secure a 
forecast of Gross Private Investment. It is beyond the scope of this book 
to set up a macro-economic model to forecast GNP and its components, or 
even to try to assess the quality of forecasts made by various private and 
public agencies. In what follows we shall examine what might be done, in 
the absence of an explicit forecast of private investment, by using some 
simple extrapolation techniques to forecast this variable. 

Gross Private Investment seems to have reasonably stable seasonal vari¬ 
ability. In projecting investment at any point of time we can rely on the 
latest quarterly data instead of falling back on an average of the whole 
previous year, which would tend to lag in showing changes in investment. It 
is precisely for this reason that an outside indicator that is available on a 
monthly or quarterly seasonally-adjusted basis may prove of real help in 
making better forecasts than those which could be made using data on the 
sales of the company for the previous year. 

The first experiment that we performed with the quarterly series of 
seasonally adjusted Gross Private Investment in constant dollars was to 
estimate that investment in a given year would be equal to that of the last 
quarter of the previous year and to use the resulting estimate to forecast 
annual sales from the average line of relationship. In other words, sales are 
estimated on the assumption that the average line of relationship will hold 
next year and that investment will remain for the coming year at the level 
of the last quarter of the current year. 

The results of this test are shown in Column 3 of Table 7-9 in terms of 
the error of forecast generated by this procedure. These results are not 
altogether unsatisfactory. It would appear that with this method one might 
be able to provide at the beginning of the year a forecast which would seldom 
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be off by more than 10 per cent and which would usually be considerably 
better than that. 

However, as we have pointed out, the real advantage of using an indicator 
other than past sales lies in the fact that the initial forecast can be revised as 
later data, which have a stable relation to future sales, become available 
through the year. In this connection private investment has one advantage 
over personal income as an indicator. Disposable income is likely to be 

Table 7-10. Percent Errors of Sales Forecasts Based on Several Alternative Forecasting 

Procedures. 

Year 

1948 

1949 

1950 

1951 

1952 

Average 

absolutel 

error 
(1948- 

1952) 

Average 

absolutel 

error 

(1949- 

1952) 

Forecasts based on 
first quarter invest¬ 

ment 

Sales of 
last 3 

quarters 

(1) 

-8.9 
-0.1 

-6.6 
+ 1.9 

+ 0.7 

3.6 

2.3 

Sales of 
last half 

(2) 

-16.8 
-0.1 

-11.0 
+ 3.2 

+ 1.2 

6.5 

3.9 

Forecasts of same level 

as in preceding year 

Sales of last half 

(3) 

+ 3.5 

-21.0 

+ 20.6 

-8.9 

13.5 

Forecasts based on 

second quarter investment 

Sales of last half 

(4) 

-14.0 

+ 0.4 

+ 0.6 
+ 1.3 

+ 0.8 

3.4 

0.8 

more sluggish than private investment and therefore a less sensitive indicator 
of things to come. 

The results obtained by revising the sales forecast by the use of the latest 
available quarterly data on Gross Private Investment are shown in Table 7-10. 

In Column 1 we show the error of forecast resulting from projecting first 
quarter pnvate investment; i.e., by assuming that investment for the year 
will proceed at the same rate as it did in the first quarter. Using the linear 
relation a forecast is obtained of annual company sales. This sales forecast 



FORECASTING AGGREGATE ORDERS 151 

can in turn be used to make an estimate of sales during the last three quarters 
of the year by subtracting from the forecast the actual value of sales in the 
first quarter, which value would, of course, be known by the time the first 
quarter GNP becomes available. 

In Column 2 we show the error of forecast for the last half of the year, 
obtained by the same procedure. This forecast may well be regarded as the 
best that could be made with the general method now under consideration, 
since by June the latest available estimate of GNP would still be that for the 
first quarter of the year. Here the percentage error of forecast does become 
fairly large, 6.5 per cent on the average, with a maximum of 17 per cent. 
However, these results show up more favorably when we compare them with 
the figures of Column 3 which show the error of forecast obtained by making 
the forecast equal to the sales in the corresponding period of the previous 
year. Such a level extrapolation forecast, it may be recalled, was found to 
be superior to other alternatives based on previous sales which we have 
considered. 

Finally, we estimate yearly investment from the second quarter rate, and 
from this forecast annual sales. Here the errors are quite small, smaller 
even than when we used actual investment for the year. This favorable 
result must, presumably, be attributed to chance. Because of the high 
quality of this forecast, even the forecasts of sales in the last half of the 
year, obtained again by subtracting actual sales in the first half, turn out to 
be quite accurate—consider Column 4. It must be admitted, however, that 
this accuracy may be partly a result of chance. Furthermore information 
on second quarter GNP may become available too late for forecasts based 
on it to be of much practical value in the operation of the factory. 

• Summary of results. 

Of the various methods examined in the last two sections, we found that 
the most accurate forecasts of aggregate sales of paint by the company 
warehouses could be arrived at in the following manner. Sales in the first 
half of a calendar year can be accurately forecast by projecting sales of the 
second half of the previous year. Sales for the entire year can be forecast 
from the real Gross Private Domestic Investment component of the Gross 
National Product. Sales for the last half of a year can then be forecast by 
subtracting the first 6 months’ forecast from the forecast for the entire year. 

Using these methods, the average forecast error for the first six months 
of the year was less than 2 per cent and the maximum error was less than 
4 per cent. The average error in the yearly forecasts was found to be less 
than 3 per cent with a maximum of 6 per cent. Monthly forecasts can be 
obtained by applying seasonal indices to the half year forecasts. 

The foregoing analysis suggests that the methods we have outhned, which 
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consist in the joint use of previous sales and general business indicators 
combined with some very simple techniques of extrapolation, may prove of 
considerable help in providing reasonably good forecasts of sales at strategic 
points during the year. 

7-5 Other statistical forecasting methods 

The sales variations that remain after the systematic trend and 
seasonal patterns have been removed may often be partly predicted on the 
basis of their own past history. As long as a negligible correlation exists 
between the systematic factors and the residual variations, the forecasting 
problem can be separated into the two parts, each of which is treated 
individually. 

Information about the statistical characteristics of the residual errors may 
be used to improve the predictions of the residual variations of sales. The 
methods have so far been applied mostly in communications and control 
engineering. Since most of the work is in the context of a continuous time 
variable, the methods are not applicable as they stand to sales forecasting, 
where the data are available only on a periodic basis. Methods which are 
directly usable have, however, been presented by Levinson.^ 

The methods of linear extrapolation have more recently been applied to 
non-stationary processes.^ Although the computational problems are often 
formidable, such work will ultimately have much to contribute to sales 
forecasting. 

It is usually important to know what impact errors in the sales forecasts 
will have on the costs of production operations. In Chapter 9 we show how 
the costs depend on the variances and covariances of the errors. The 
analysis should be useful in supplying partial criteria for selecting forecasting 
methods. Another approach to the problem of forecasting aggregate sales, 
as well as the sales of individual products, is contained in Chapter 14. 

\ "'ThQ Wiener RMS (Root Mean Square) Error Criterion in Filter Design, 
and Prediction, Journal of Mathematics and Physics 25:261-278 (1947). Reprinted in 

and Smoothing of Stationary Time Series (Wiley, 
message, which Levinson assumes to be generated by a linear 

stochastic process, is analogous to the residual variation in sales to be forecasted. Since 
in the forecasting problem there is no noise component, the signal, bk, and the message an 
are identical. Therefore the cross-correlations between them appear as auto-correlations. 

Random Processes in Automatic Control 
Hill, 1956), and G. Tintner: Econometrics (Wiley, 1952), especially pp. 279-83 and 301-29. 



chapter 

Optimal dynamic response 

to sales flnctnations 

8-1 Overview of the chapter 

To get a better feel for the meaning and implications of decision 
rules, we analyze in this chapter how a factory operating in accordance with 
these rules would respond to various patterns of forecasted and unforecasted 
sales—the way in which it would adjust its production and work force to 
sales changes. We study what happens when sales are subject to (1) regular, 
smooth (sinusoidal) fluctuations of different periodicities—high-frequency 
fluctuations as well as slow groundswells—and to (2) sudden impulses, jumps 
or drops. 

For a sinusoidal sales pattern, we find that high-frequency sales fluctuations 
are absorbed almost exclusively by changes in inventory. At the other 
extreme, very low frequency sales fluctuations are absorbed almost entirely 
by changes in the size of the work force. Sales fluctuations of intermediate 
frequencies occasion sizable fluctuations in overtime and idle time, and these 
middle-frequency fluctuations prove the most costly for the system to 
adjust to. 

When sales rise or drop suddenly, the change is initially absorbed largely 
by inventory fluctuation. The fluctuation in production is less than in sales; 
and there is an even smaller fluctuation in the work force. 

When a change in the sales level is forecast, the decision rules call for 
anticipatory adjustments in production and employment. But the response 
of these variables is spread over a considerable time period, both before and 
after the sales change. Hence, the forecast permits smoothing of production 
and employment rates, and less precipitate adjustments. The optimal 

153 
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production and work force responses to an unforeseen sales change are 
larger and more violent, and hence more costly, than responses to predicted 
change. 

This chapter describes the d3Tiamic behavior of production, inventories, 
and work force when a linear decision rule is used. Insight into how such a 
system responds to sales changes will contribute to the successful application 
of such rules and to more effective judgmental decisions in cases where formal 
techniques are not used. 

Frequency response of production and work force to sinusoidal 
sales fluctuations 

We are concerned in this section with the dynamic behavior of 
production and work force in the presence of sinusoidal sales fluctuations. 
Future values of a sinusoidal pattern can be forecasted perfectly. Any 
perfectly forecasted sales pattern can be expressed as the sum of sine waves 
of various frequencies, amplitudes and phases (by a Fourier series expansion). 
For a linear system, the response to a sum of sine waves equals the sum of 
the responses to the individual waves. Hence the sinusoidal analysis is much 
more general than it appears at first. Stated differently, if we know the pro¬ 
duction and work force responses to sinusoidal sales for all frequencies, we 
know the complete dynamics of optimal decisions under conditions of perfect 
forecast. The great advantage of this approach is that the responses to 
sinusoids by a linear dynamic system are very easy to calculate. 

We will study a simplified version of the cost function given in Eq (4-11 
The cost function is i l j- 

i 

^ "" 2 + CsCP, - + Cj(/, - Cg)^] [8-1] 

where P, represents the production during the t’th period; the inventory 
level at the end of the period; and JV,, the work force. 

The minimum-cost work force and production must satisfy the following 
equations. ^ 

<^^<-2 - (4G + + (6G + 2H + 1)IF, 

- (4G + -F = S. [8-2] 

P, = - -I- (2H -I- 1)W: - HW,. [8-3] 

conditions are appropriate only if sales are presumed to be known with certainty 
Since a sine function representing sales can always be perfectly forecasted Eos 18 21 and 
[8-3] are appropriate for the frequency-responi analvsir m ^ 

s'm "v” r'iwiS sJSn ™i 1 C [2-™ 



OPTIMAL DYNAMIC RESPONSE TO SALES FLUCTUATIONS 155 

The parameters in Eqs. [8-2] and [8-3] are the following ratios of the cost 
coefficients: 

G = C2/C7 

H - C,IC, 
[8—4] 

To make the study concrete we will consider two sets of cost ratios: 

Case 1 Case 2 

G 24 240 
H 10 100 

The ratios for Case I are those estimated for a particular plant, where the 
decision period was taken as a month. The results will be compared with 
Case 2, in which a greater relative importance is attached to costs of hiring 
and layoffs. 

# Employment response. 

The amplitude of employment, fV^ derived from Eq. [8-2], is given by^ 

The parameter A is: 

'1 -h HA^ + GA^ ^ 

A = 2 sin - 
2 

[8-5] 

[8-6] 

where a is the angular frequency of the sales cycle. If the angles are in 
degrees, a equals 360“ divided by the length of the sales cycle (which is, in 
this case, measured in units of months). 

Figure 8-1 illustrates the cllect on W of difTcrent frequencies. The employ¬ 
ment amplitude decreases with increasing sales frequency. In Case 2 em¬ 
ployment amplitude decreases much sooner with increasing sales frequency 
than in Case 1. T his is not surprising since C'asc 1 represents a situation in 
which hiring and layolf costs are relatively less important than in Case 2. 

b'or very low frequencies employment will follow sales fluctuations exactly. 
T hus, the employment rule acts as a low-pass filter. 

T he overtime and spare (i.e. idle) time is given by the relation 

P - HA^W [8-7] 

- I‘6r details of tlic tlerivation, .sec Clyde Iv. Roberson, Charles C. Holt, and Franco 
Modigliani, “The Response of a Linear Decision Rule to Sinusoidal Sales, and Accuracy 
Requircnienls of the Cost Paraincters,’*' ONR Research Memorandum No. 32, Carnegie 
Institute of 'lechnology, July, 1955 (duplicated), and Arnold Tustin, The Mechanism of 
Economic Systems (Heinemann, 1953). 
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Figure 8-2 shows the eflfect of sales frequency. As the sales frequency 
increases, overtime—spare time amplitude increases, reaches a maximum and 
then decreases. 

In Case 2 overtime and spare time are used more than in Case 1, because 
of the higher hiring and layoff costs. Also their maximum use occurs at a 
lower frequency. 

SALES FREQUENCY (Ratio Scale) 

Fig. 8-1. Amplitude of employment fluctua¬ 
tions as a function of the frequency of sales 
fluctuations. 

Fig. 8-2. Amplitude of overtime-spare time 
fluctuations as a function of sales frequency. 

• Percentage composition of the response to sales fluctuations. 

Figure 8-3 summarizes the responses of employment, overtime and spare 
time, and inventory to sales fluctuations. Note that insofar as sales fluctua¬ 
tions are absorbed by inventory fluctuation production remains constant, 
while, of course, both employment and overtime fluctuations are means of 
effecting fluctuations in production. 

At higher frequencies, inventories gradually absorb the whole of sales 
fluctuations with less and less being absorbed by production fluctuations. 
Thus, the optimal production rule, like the employment rule, behaves as a 
low pass filter. 

At low frequencies most sales fluctuations are absorbed by employment 
changes. At high frequencies most of the sales fluctuations are absorbed by 
changes in the inventory level. At intermediate frequencies overtime and 
spare time fluctuations are important. 



OPTIMAL DYNAMIC RESPONSE TO SALES FLUCTUATIONS 157 

Fig. ^3. Percentage composition of response as a function of sales 

frequency for Case 1. 

• Inventory levels. 

The amplitude of the inventory cycles is given by the following equation: 

I=GA^W [8-8] 

The amplitude for various frequencies is plotted in Fig. 8-4. 

The inventory amplitude has a maximum in the middle frequency range 

of sales fluctuations. The reason that the response is not large for high 

Fig. 8-4. Amplitude of inventory fluctuations 
as a fimction of sales frequency. 

Fig. 8-5. Average costs as a function of sales 

frequency. 



158 PLANNING AGGREGATE PRODUCTION AND WORK FORCE 

frequency sales cycles is that the cycles do not last long enough for inventories 
to accumulate or run down very far. 

# Effect of sales frequency and amplitude on costs. 

The average cost per period with the optimal response is 

GA^ 

1+HA^ + GA^ ^ [8-9] 

The cost relation for the various sales frequencies is shown in Fig. 8-5. 
Average costs rise to a maximum at a middle frequency. It is interesting to 
note in Case 1 that the sales period of twelve months produces average costs 
close to the maximum. Thus, the annual season could not be worse in its 
effects on costs. 

For the simple case of a pure sinusoidal sales pattern of fixed frequency, 
costs depend on the square of the sales amplitude. Thus, a doubling of 
seasonal amplitude will increase the cost of absorbing the sales fluctuations 
by a factor of four. 

# Conclusions. 

Two important conclusions emerge from this analysis. 
First, sales fluctuations are optimally absorbed in different ways at different 

frequencies. At very high frequencies production does not respond; in¬ 
ventory absorbs the sales fluctuations. At low frequencies employment 
fluctuations absorb the sales fluctuations. At intermediate frequencies 
overtime as well as inventory and employment each absorb part of the sales 
fluctuations. 

Second, costs vary considerably with frequency of sales fluctuations, 
being highest in a mid range and falling sharply at higher and lower 
frequencies. 

responses of production and work force 

A grapMc impression of the dynamics of these systems can be 
gmned by analyzing the responses of linear decision rules (Eqs. [2-10] and 
[2-11] for example) to a pulse of sales in a single period and to a sudden 
step increase in sales. By examining these responses we can vividly see the 
effects of forecasting. 

% Perfectly forecasted pulse and step. 

In Figs. 8-6 through 8-9 we show sales, production, inventory and work 
force as deviations from their initial equilibrium levels which had been 
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reached with sales at a constant level. In Fig. 8-6 a pulse of sales occurs 
in a single period, the twentieth month. Since we assume that this pulse 
was foreseen far in advance, production starts to build up in anticipation of 
its occurrence. However, not until the fourth period in advance of the sales 
pulse does production reach an appreciable rate. The exact number of 
periods that production anticipates sales depends upon the cost function 
parameters for which the decision rules were calculated. The gradual rise 

Fig. 8-6. Response to a perfectly forecasted impulse of sales. 

in production is followed by a similar gradual decline in production. Even 
though the sales all occurred in one period, costs were minimized by making 
gradual changes in the production rate and spreading the production over 
several periods. 

The inventory fluctuation shows how it is possible to do half the producing 
after the sales have occurred. Inventory is built up in anticipation of the 
sales. Because the inventory is not large enough fully to satisfy the sales. 
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the inventory level is then drawn down. In subsequent periods inventory 
is restored to its original level Thus, inventory varies both above and 
below its original level. 

The work force follows a pattern similar to production but fluctuates even 
less, indicating that part of the pulse of sales was met by working overtime. 

If the pulse of sales had been negative, from a sharp one-period drop in 

MONTHS 

Fig. 8-7. Response to a perfectly forecasted step in ales. 

sales, all of the same patterns would appear with the appropriate reversals 
of sign. In this case instead of overtime, some unused idle time would have 
occurred as part of the optimal response. 

In Fig. 8-7 a step occurs in sales at the twentieth month. Because this 
increase in sales was perfectly forecasted far in advance, the production rate 
starts to rise noticeably in the fifth period before the sales increase and con- 
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tinues its rise for as many periods after. Here again production smoothing 
is apparent. 

The advance production builds up inventories which reach a maximum 
just before sales jump to the new level. The inventory level later falls to 
the original level. 

The work force pattern resembles production but the build-up starts 
earlier and lasts longer; i.e., work force is smoothed even more than pro¬ 
duction. Before the increase in sales, the work force rises faster than 

Work force 

0 10 20 30 40 
MONTHS 

Fig. 8-8. Response to an unforeseen impulse of sales. 

production. This causes an increase in idle time (or a decrease in overtime). 
When production does start to rise it eliminates the spare time but rises still 
further so that for several periods after the sales increase overtime work is 
required. Note that both spare time and overtime occur despite the fact 
that the rise in sales is forecast perfectly. 

# Unforeseen pulse and step. 

By repeating the same two changes in sales without assuming perfect 
foresight, we can see how the optimal decision rules respond to surprises. 
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We assume in Fig. 8-8 that no additional sales were expected before or 
during the month in which they actually occurred. Consequently nothing 
is done about these sales until after they have happened. The sales are 
made from inventory, thus lowering the inventory level. The recovery 
from this unexpected situation is made by a jump in production to restore 
the inventories. The work force also is increased, but not enough to prevent 
a large amount of overtime. In the twenty-second month, production 
already has started to decline but the work force continues to increase. 

Fig. 8-9. Response to an unforeseen step in sales. 

Subsequently, both the production level and the work force return to their 
original equilibrium levels. 

While production is smoothed, in the sense that the sales occurring in 
one period are produced in several, the unexpectedness of the sales forces a 
sharp and expensive jump in the production rate. The work force similarly 
is smoothed, but not as much as in the corresponding perfect forecast case 
of Fig. 8-6. 

The unforeseen step increase in sales is shown in Fig. 8-9. Here we 
assume that no additional sales were expected before or during the twentieth 
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month. After the new sales rate has been reached we assume that the 
accurate forecast is made that this new sales rate will continue indefinitely. 
That forecasters actually would catch on so fast is doubtful. For this reason 
the unforeseen single period sales is perhaps a more realistic situation. 
Nevertheless Fig. 8-9 is worth examining, if for no other reason than to 
compare it with the perfect forecast case in Fig. 8-7. Production takes a 
tremendous jump in one period. This could hardly be considered successful 
production smoothing. Since the work force rises gradually, a large amount 
of overtime is indicated. The extreme response of production is the result of 
the low inventory position and simultaneously the sudden revision of the fore¬ 
casts of sales in future periods. Even though production rose sharply be¬ 
cause of these extreme circumstances the work force response is fairly smooth. 



chapter ^ 

The cost of 

errors in forecasting, control, 

information, and estimation 

9-1 Overview of the chapter 

The primary advantage of formal decision rules is that they enable 
the user to reach a difficult decision with but a quick and simple calculation. 
Ideally at least, applying a decision rule should be a routine step which may 
be performed without a profound understanding of underlying theory and 
without any great expenditure of time. The time, effort, and judgment of 
the manager is required, however, in choosing from among the available 
alternative decision methods. 

An important basis for evaluating a decision procedure is by study of its 
sensitivity to errors. How much will performance suffer if the sales forecasts 
are subject to errors? How much will performance suffer if the decisions 
are not executed exactly as planned? How serious will be the effects on 
performance if the information supplied the manager about the existing level 
of employment and inventory is erroneous? How much will performance 
suffer if errors are made in estimating the factory cost relationships? 

In Section 9-2 we consider errors in estimating the cost parameters. 
Clearly, the desirability of using a decision rule will depend on how much 
time and effort must be expended in estimating the cost relations and fitting the 
cost functions. In some situations the cost of operating the system may not 
be very sensitive to the accuracy of the cost estimates. First, within certain 
limits, performance may be insensitive to the decisions that are made~the 
cost may not depend much on reaching exactly the right decisions. Second, 
small errors in estimating the parameters of the cost function may not 
change the decisions very much. Both these sensitivities, or insensitivities, 
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of the decision rule to the cost estimates are matters of degree. Where 
insensitivity can be counted upon no great expenditures for estimating the 
cost function can be justified, nor are they needed. 

We studied special cases of the cost of estimation, with the following 
results: In one case we found that when an error of X per cent was made in 
estimating a cost parameter, costs under the rule using the erroneous estimate 
were, under the least favorable pattern of sales fluctuations, per cent 
higher than they would have been with a perfect estimate. Thus, a 10 per 
cent error of estimate would raise costs by only 1 per cent. In another 
case, with estimating errors in two cost parameters, errors in both estimates 
ranging from 20 per cent to 300 per cent (depending upon whether the 
effects of the errors cancelled or added) would increase costs by only 10 per 
cent. While it would be dangerous to generalize these results to all factory 
cost structures, the methods are generally applicable. 

Since the costs caused by errors depend on the interaction among the 
errors in estimating various parameters, these interactions should be taken 
into account in some sort of simultaneous estimating procedure. There is 
also a clear interaction between the errors of estimate and the frequency of 
the sales fluctuations. Under certain patterns of sales fluctuations, particu¬ 
larly those of very high and very low frequencies, the costs of errors are very 
small. This is not surprising ‘ since the last chapter showed that sales 
fluctuations in the mid-frequencies were the most costly to adapt to. 

On the basis of the work that has been done we conclude that an estimating 
accuracy of, say, +50 per cent is probably adequate for practical purposes. 
This accuracy will yield decision rules whose cost performance is tolerably 
close to the minimum possible. 

Assuming the costs are known without error, we then analyze in Section 9-3 
the response of the optimal decision rule to unanticipated independent 
random sales fluctuations. We find that the combined costs of forecast 
errors and random sales fluctuations is proportional to the variance (i.e., 
essentially to the square of the average amplitude of fluctuations) of sales. 

In Section 9-4, we analyze the relative importance of forecast, control, 
and information errors. These errors, with the exception of the forecast 
bias, are treated as random and independent. Control errors appear to 
cause the largest increases in costs. They are followed, in order of decreasing 
costliness, by errors from biased forecasts, random forecast errors, and 
errors in the information on inventory levels. 

9-2 The cost of errors in estimating the parameters of the cost 
function 

Since the parameters of the decision rules depend on certain 
parameters of the quadratic cost function, use of the rule will increase costs 
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to the extent that errors are made in estimating the cost coefficients.' As 
in the last chapter, we will assume that sales may be represented by a sine 
wave of known angular frequency, a. We will also assume that the sales 
may be forecasted without error. Although these conditions are rather 
special, they provide a set of standard conditions under which to evaluate 
the costs of the estimation of errors. 

We assume that the cost ratios G and H (defined in Eq. [8-4]) are not 
precisely known, but have estimated values g and h, respectively. The 
production and work force decisions would be governed by the estimated 
values of the cost ratios, while the performance would be costed on the 
basis of the true values. 

The amplitude of the work force fluctuations would, from Eq. [8-51, 
become 

where A = 2 sin (a/2), and a represents the angular frequency of the sales 
cycle. Similarly, Eqs. [8-7] and [8-8] become 

P-W=hA^W [9-2] 

I = gA^W [9-3] 

Substituting into the cost function in Eq. [8-1] we find the average cost 
per period that results from using the estimates g and A: 

C = iGA 
^ 1 + (hVH)A^ + (g^lQA* 

[1 + hA^ + gA^r ^ 

If g - G and A = H, the cost expression becomes the same as Eq. [8-9] 

C* = i GA^ 
1 + HA^ + GA'^' 

From Eqs. [9-4] and [9-5], we find the relative increase in costs due to 
using incorrect estimates of G and H: 

C* [1 + /zA" + gA'']^ 

stati?cJiItSt*'fn extensive investigations of the effects of errors, mostly in a 
static context, m Economic Forecasts and Policy (Amsterdam; North-Holland. 1958) 
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Further analytic treatment of this equation does not lead to any simple 
relations. However, interesting results may be obtained by numerical 
methods. By substituting the values for G and H that were used in Cases 1 
and 2 of the previous chapter, and by assuming different ratios, g/G and h/H, 

Table 9-1. Percentage Increase in Costs Resulting from Errors in Estimating Parameters 
of the Cost Function. 

Case 1 (G = 24, if = 10) 

SIG 

1/4 

hlH 

1/4 1/2 1 2 4 

56 25 22 38 62 

1/2 35 11* 8* 26 51 

1 36 11* 0 11* 36 

2 67 38 12* 4 20 

4 106 81 48 19 12* 

Case 2 (G = 240, if = 100) 

g/G 

1/4 

hlH 

1/4 1/2 1 2 4 

21 17 27 43 54 

1/2 19 2 9* 28 46 

1 37 13* 0 10* 30 

2 86 47 13* 0 11* 

4 110 82 45 12* 1 

between the estimated and the true cost parameters, we obtain the results 
shown in Table 9-1 for a 12-month sales cycle. 

The cost performance of the decision rules depends only on two ratios of 
the cost parameters, C2/C7 and C2/C3. It is the estimates of the ratios that 
are important rather than the absolute values of the separate parameters. 
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The relation between errors in estimating G and H is important. If they 
are both underestimated or overestimated, costs do not change greatly 
However, overestimating one and underestimating the other causes relatively 
large increases in cost, as may be seen from the first and third quadrants of 
the Table. The cost figures that fall in the range from 8 per cent to 13 per 
cent are marked with asterisks (*). 

Within fairly broad limits of error, say plus or minus 50 per cent, the 
decision rules calculated on the basis of the estimates of the cost parameters 
yield results that are very near the minimum. Cost estimates can frequently 
be made within these limits without excessive expenditures of time or 
money. 

To illustrate, consider the cost comparisons made for the paint com¬ 
pany in Chapter 1. Even with moving-average forecasts of sales, the 
decision rule cost performance was about 29 per cent better than actual 
factory performance. In this case the savings derived from the use of the 
decision rule would far exceed costs incurred from errors in parameter 
estimation. It seems likely for this factory and for many other situations, 
that very accurate estimates of the cost function are not neetled to apply the 
production and employment rules. 

9-3 The costs of forecast errors and sales fluctuations 

When an incorrect forecast is made of sales, the decisions based 
on the forecast will be adversely affected. It is important to know by how 
much costs are increased as a result of forecast errors, in ortier to select a 
good forecasting method. The more costly the forecast errors, the more 
refined should be the forecasting method. Imrecast errors aside, the more 
sales fluctuate, the greater the operating costs incurred. This section presents 
a method for estimating the cost of forecast errors and the cost of sales 
fluctuations. After the method is presented, the results of its application to 
a particular case are shown. 

• The cost functions. 

Any sales forecast is the sum of two components: the sales that actually 
occur; and a sales forecast error, 

^t,L = St+L + ^t,L’ L = 2,... [9-7] 

where is the sales forecast made at the beginning of period t and L is 
the forecast lead; is actual sales in the period t + L; and e, . is the 
forecast error. • 

Suppose that the aggregate cost function, of the type shown in Eq. r2“9l 
IS known and remains constant for a long time. This function shows thi 
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the total cost for T periods depends upon the production and employment 
decisions, and upon the inventory levels. By using Eq. [2-8] we can 
eliminate the inventory levels from the cost function, but we introduce the 
actual sales. The decisions are made with the optimal production and 
employment decision rules of the type shown in Eqs. [2-10] and [2-11]. 
Substituting into the cost function, we eliminate the production and employ¬ 
ment variables; but, since the decisions depend on the forecasts that are 
available at the times the decisions are made, we introduce sales forecast 
errors into the cost function. We will not even try to display the details of 
these substitutions, but it is clear that, by the method outlined, the total 
costs for the T periods can be written as a function of the initial conditions, 
sales, and sales forecast errors. 

Suppose the number of periods is large enough that the effect of the initial 
conditions on costs is negligibly small. In mathematical terms, we let T 
approach infinity. Dividing the cost by T, we obtain the average cost per 
period as a function of the sales and forecast errors. The cost function has 
the following form: 

1 / 
Average cost per period = lim - ^ |C‘ -I- 4- 

00 I / la 1 \ 

-b -b 2 cht.L 
LmQ 

m 00 7’ 

+ ^ -b 2 2 ^LL'x^t,L<^t + t,L' 
1. 0 Lm0i:-0x~-T 

+ 1 I 
L 0 t- ~r 

where the C’s are constants which are identified by their super- and sub¬ 
scripts. 

Since the original cost function is quadratic, it comes as no surprise that 
the costs are found to depend on linear, square and cross-product terms in 
sales and forecast errors. The terms of the cost function may be interpreted 
as time averages. Since averages of products appear, the following relation 
in the variables x, and is useful: 

x*y* ^ 
^ — = xy = X-y + [9-9] 

7~>ftm I I 

where 3^, x and y are the averages over time of x,y„ x, and y, respectively, 
Pxy is the coefficient of correlation between x, and y„ and a-^ ^nd Cy are the 
standard deviations of x, and y, respectively. 
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We may then express the cost function [9-8] as follows: 

Average cost per period = + C^S + C^(S^ + cri) 

+ 2 
t=i 

+ 2 + 2 + <’■«£,) 
i-O £, = 0 

00 CO 00 

+ 2 2 2 ^LVti^L^V + Ph.'x<^tL<^tL.) 
L=0 L'saO TW—00 

+ 22 elites + piV.L<^5-) [9-10] 
X,B=0 T= — 00 

From this expression the costs are seen to depend upon: the average levels 
of sales and forecast errors, the correlations between sales and forecast 
errors at different separations in time, the standard deviations of sales, and 
±e standard deviations of forecast errors with different lead times. To put 
it mildly, this cost function is not simple, and little of practical value can be 
obtained by treating it analytically. 

• Numerical Method. 

Numerical methods and an electronic computer offer a way out. The 
decision rules are applied to the sales fluctuations and forecast errors to 
determine the corresponding production, employment, and inventory decisions. 
Then by applying the original cost function, the costs are evaluated. If 
we choose the sales and forecast data carefully, such information on the 
costs can give useful information on the cost coefficients. Consider the 
following cases. 

(1) If sales and forecast errors are zero, then all terms in Eq. [9-8] are 
zero except the first. Thus, the average cost per period calculated for 
this case is the value C^. 

(2) Suppose, next, that sales- and forecast errors are zero except in one 
period in which sales of one unit occur. All terms in the cost function 
are zero except the first three, and the first is known. We cost this 
case and repeat with the sales at two units instead of one. We now 
have two observations and two unknown constants, and C^. By 
solving two simultaneous equations we obtain values for these two 
constants. 

(3) Proceeding similarly with zero sales but introducing one forecast 
error and observing costs for two different sizes of the error, all cost 
terms are zero except for Cf and Cf and, of course, the known C‘ 
By letting the forecast lead be zero (i.e., L = 0), we calculate Cl and 
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Co- Letting Z/ = 1, we obtain Cj and Cf and so on until the constants 
decline to negligible size. 

(4) Returning to zero forecast errors, we allow sales to occur in two 
periods. In this case, costs involve the first three constants, which are 
known, and the fourth term. Initially the sales occur in adjacent 
periods, x = 1. This enables us to calculate C^. Note that the costs 
contributed by the first three terms must be subtracted so that only the 
residual cost is attributed to the new cost component. The two sales 
periods are spaced further apart, x = 2, 3, 4, and so on, until the 
associated constants become negligible. 

(5) By letting sales return to zero and using forecast errors in two periods, 
the first, fifth, and sixth terms (whose constants are known) and the 
seventh term are non-zero. By varying the spacing (x) between the 
periods in which forecast errors occur, and also varying the forecast 
leads L and L', we can calculate all the Chj^ constants. 

(6) For the last step we allow a forecast error to occur in one period and 
sales to occur in one period. Then the first, second, third, fifth, and 
sixth terms (whose constants are known) and the eighth term are 
non-zero. By varying the spacing (x) between the error and the sales, 
and by varying the lead time (L), we can estimate the constants, C®,. 

By these carefully chosen patterns of sales and forecast errors, we can 
observe the contributions to costs of the various terms. Each pattern 
involves only one or a few of the interactions that contribute to costs. The 
farther the separation between the time periods of two sales, two forecast 
errors, or a sales and a forecast error, the less their interaction affects costs. 

This highly repetitive and laborous calculation is well suited to electronic 
computation. However, one caution should be observed. The costs are 
found by repeated subtraction. Rounding errors are likely to be large 
unless many decimal places are carried in the calculations. 

The time span included in this calculation has to be of sufficient length 
prior to the occurrence of errors or sales to accommodate the non-negligible 
forecast weights in the decision rule.^ After the final sales or error has 
occurred, an additional time span must be allowed for the system to return 
to steady-state equilibrium.'^ 

By working with Eq. [9-8], the constants can be calculated for a given 
numerical cost function—not a general algebraic one. Since Eq. [9-10] can 
be interpreted statistically, it is more convenient to use it once the constants 

have been obtained. * 

2 For the decision rules shown in Eqs. [2-10] and [2-11] thi.s requires at least twelve 
months. 

In calculating the costs for the factory discussed in Chapter 2, a total time span of 
40 months was provided. 
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• Costs of forecast errors for a particular factory and warehouse. 

Using the cost function that was estimated for an operating factory and 
its warehouse, and the optimal decision rules, Eqs. [2-9], [2-10], and 

following results are obtained. Omitting the cost components 
that are insignificant in size, the costs of forecast errors and the costs of sales 
fluctuations for this case are: 

Average cost (dollars per month) = 

- 113.967 + 61.6055 + 0.047(5^ + (t|) + 5^ f Ct 
t— 1 

+ <^12 + 2 Cl(ei + o + ... [9-11] 
T=1 L=0 *- 

Fig. 9-1. Costs dependent on sales variability and autocorrelation* 

The and Cf constants for this equation are plotted in Figs. 9-1 and 9-2 
respectively. The constant is also shown in Fig. 9-1. The higher 
the average level of sales and the higher the variability of sales as measured 
by their variance, the higher are costs. High positive correlation of sales 
one and two periods apart increases costs, while a negative auto-correlation 
decreases costs. Positive correlation between sales from three to fourteen 
periods apart decreases costs. The autocorrelation of sales five periods 
apart has the greatest effect. Negative correlation foj: these longer spans 
increases costs. These results seem generally reasonable since, for a short 
span of time, it is better that an increase in sales be followed by a decrease 
in sales so that production does not have to be altered. Over a longer time 
span, it is better that a jump in sales be followed by another jump in 



THE COST OF ERRORS 173 

sales because production can be increased and kept up to accommodate 
sales in both periods. 

The costs of forecast errors related both to the square bias and variance 
declines sharply as the forecast lead is increased (see Fig. 9-2). This 
reduction results from the fact that the farther into the future the forecast 
extends, the less needs to be done in preparation for the sales that are 
anticipated, and hence, the smaller is the effect of an error in the fore¬ 
cast. The plot shows that for this particular factory, it is most important 
to forecast the sales of the current period (I, = 0). This is the forecast 
of the month’s sales that is made at the beginning of the month. The 
forecast for the second period in advance {L — 2) is only 11 per cent as 
important, and the fourth period in advance (L = 4) only 2 per cent as 

Fig. 9-2. Costs dependent on bias and variance of forecast errors. 

important. This emphasizes the relative importance of short-term forecasts 
for this particular factory. 

It is not surprising that the costs associated with the higher-order inter¬ 
actions between sales and forecast errors are small; the more subtle 
interactions may, in general, be neglected because they are relatively 
unimportant. 

• Using the cost analysis. 

Once a specific cost function for sales fluctuations and forecast errors has 
been obtained, it can be put to several uses. The cost function shows that 
the costs depend both on the factory cost structure, and on sales-fluctuation 
and forecast-error characteristics. 
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The constant coefficients of the cost function all depend directly on 
the cost structure of the factory system. The coefficients show how costly 
it is for the particular factory to absorb sales fluctuations and forecast 
errors when it is planning production, employment, and inventories 
optimally. 

The presence of involving sales and forecast terms errors in the cost 
function emphasizes the fact that costs also depend upon the environment 
in which the factory operates. Ultimately, it is the interaction between 
factory cost characteristics and the sales fluctuations and forecast errors that 
determine costs. 

Estimating the statistical parameters of sales and forecast errors is fairly 
straightforward and will not be discussed. However, for the decision¬ 
making uses suggested below what is needed are forecasts of the statistical 
parameters for the future. 

• Company measures to decrease sales fluctuations. 

Ordinarily, a company tries to respond to sales fluctuations as economically 
as possible. How to do this is the major concern of this book. To calculate 
the costs of sales fluctuations when they cannot be changed only satisfies 
idle curiosity. Fortunately, companies are not altogether helpless in 
influencing the fluctuations of their sales, particularly their aggregate sales. 

A company may introduce new products that are selected to have tliflereiit 
seasonal or cyclical sales patterns than their other products. This can 
smooth out aggregate sales fluctuations. Similarly, sales ellbrt, advertising, 
and price changes may be regulated in an effort to counter fluctuations of 
aggregate sales. Any of these means can be employed to smooth sales 
fluctuations, but each will incur certain costs. 1'hc question arises whether 
the decrease in sales fluctuations will save the factory enough money to 
justify the costs of trying to influence the sales fluctuations. By estimating 
the sales patterns that will occur under various policies, the relevant statistical 
parameters of variance and autocorrelation can be calculated. These can 
be substituted into the cost function, and savings in factory costs determined. 
These savings can then be weighed against the costs of instituting the new 
policies. 

Sometirnes sales fluctuations that seem largely uncontrollable arise from 
customers’ ordering practices, industry ordering practices (especially where 
there are cascaded steps in the production process), government military and 
civilian spending, and business cycle fluctuations. Even in these cases, 
where no obvious corrective action is available to management, it may be 
useful to calculate how much the sales fluctuations are costing the company. 
If the costs are large enough, ways may be found to influence the party or 
parties who are responsible for the fluctuations. 
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# Design of factory systems for flexibility» 

Under the best of circumstances sales will be subject to some fluctuations. 
When a factory warehouse system is being built or modified the question 
arises as to how much flexibility to design into it. Usually a factory that 
will operate over a wide range of production levels will have somewhat 
higher costs than a factory designed for a very narrow range of production 
rates. By estimating the cost structure of a prospective factory system, a 
cost function like Eqs. [9-10] and [9-11] can be calculated. By substituting 
the sales-fluctuation parameters, cost estimates can be obtained that should 
help in showing whether or not flexibility pays for itself in reducing the 
costs of sales fluctuations. Such cost calculations should be helpful in 
choosing the best design for the factory system. 

# Selection of a forecast method. 

Different forecast methods will have different statistical characteristics. 
The analysis above indicates the relevant measures of forecast performance 
that should be used in judging alternative methods. 

Forecast errors depend on the forecast lead. In general the longer the 
forecast lead the greater the forecast errors, but the less their importance in 
cost terms. 

By measuring the forecast error biases and variances for alternative 
forecasting methods, the cost implications for a particular factory can be 
obtained by substituting values into the cost function. In effect this pro¬ 
cedure applies different weights to the various error parameters. A choice 
can be made among forecast methods by considering for each method the 
sum of the factory costs and the costs of obtaining the forecasts. Note that 
the choice of the forecasting method is influenced by the factory system 
where it is to be used. A factory whose costs are not sensitive to production 
fluctuations resulting from forecast errors will operate well with a crude and 
cheap forecasting system, while a factory whose costs are sensitive to such 
errors will be better off with more accurate forecasts even though they are 
more expensive to obtain. 

# Cost analysis by simulation. 

The cost analysis that we have presented has the advantage of showing the 
various cost components associated with sales fluctuations and forecast 
errors. However, for some purposes an easier computational approach is 
available, that of simulation. 

The costs of alternative sales patterns can be estimated simply by applying 
the decision rules to the patterns (perhaps assuming perfect forecasts if it is 
desired to suppress the forecasting question). The resulting fluctuations of 
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production, employment and inventory can then be costed by means of the 
original cost function. 

Similarly, alternative forecast methods can be applied to historical data, 
the decision rules applied and the factory operation costed. In this way 
estimates are obtained of the factory costs that would have occurred using 
each of the forecast methods. 

9-4 The costs of control, information, and forecast errors 

Forecasts of future sales are not the only source of imperfect 
operation of a scheduling system. Without trying to list all other sources 
of error, we will consider two important categories, departures of actual 
from planned production, and errors in data on total inventory. To study 
the first source of error, we assume that the actual production in the 
(t + l)’st period, differs from production scheduled in the fth period 
for period t + 1, i, by a random amount: 

P,+ i =P,,i [9--12] 

For simplicity, we assume that the random variable ap ^ has a zero mean and 
a variance <jj, with no serial correlation. 

Because of clerical mistakes and faulty communication, the decision¬ 
maker may not always have accurate information about the level of in¬ 
ventories. The reported level is assumed to be randomly distributed about 
the true level. Suppose that I^ q, the reported inventory at the end of the 
fth period, is distributed about the actual inventory, 7^, as follows: 

It,o = Jt + Si,t [9-13] 

where Sj j. has a zero mean and variance oj, with no serial correlation. 
The sales in the fth period, are assumed to be distributed about a mean 

sales rate S. That is 

Sf = S + 8^ t [9—14] 

where has zero mean and variance (j| with no serial correlation. Finally, 
we will suppose that the sales forecast function is given by: 

= S + L=1,2, ... [9-15] 

The relation above represents the best possible forecast for the specified 
sales series if the bias term, P, is equal to zero. 

We will assume, for this analysis, that the only significant dynamic costs 

4 Formally, the optimality of the linear rule breaks down if an error in feedback informa¬ 
tion is introduced. The feedback coefficient would be smaller with less reliable data. The 
effect would, however, be negligible for values of the parameters to be found in applications 
of the decision rules. 
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are those associated with aggregate inventory levels and production rates. 
The cost function then has the following form: 

C = i iCsiP, - Q)" + C,(I, - Cg)"] [9-16] 
t=l 

where C3, C4, C-,, and Cg are constants. The decision rule for production 
under such cost conditions is: ^ 

Pt.i = (1 - ^1) I - (1 - AiX/, - Cg) [9-17] 
5= 1 

where: 

— i [9-18] 

Substituting Eqs. [9-13] and [9-15] into the decision rule, Eq. [9-17], 
the scheduled production becomes 

P,,i =S + B-(1- - Cg) [9-19] 

The actual production would differ from the above in the way specified by 
Eq. [9-12]. That equation, together with the identity /, = + P, - S,, 
allows the production in the t’th period to be expressed in terms of the 
past history of the errors. We have: 

Pt = S — (1 — + £pi-i 

00 

+ (1 — Ai) 2 ^l[(i ^l)^I,t-2-s ~ ^P,t-2-s + 
5=0 

Similarly, the inventory levels are: 

It = Cs+ Bl(l — ki) + 2 ^l[(i 
5 = 0 

The statistical properties of the production and inventory time series may 
now be found. Since the shocks have zero averages, the mean production 
rate and inventory level are given by: 

P ^ S [9-22] 

I =Cs + B/{1 ^ k,) [9-23] 

Note that a bias in the sales forecast affects only the average inventory. 
If the production rate were biased, inventories would continually increase 
or decrease, and hence costs would increase indefinitely. 

In order to evaluate the costs as a function of the error terms, we need the 

5 The derivation of the decision rule can be found in Chapter 18. 
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mean-square error in the production rates and in the inventory levels. From 
Eq. [9-20], the first of the mean-square errors is: 

- Pf = [(1 - +4 + all [9-24] 

The mean square error of the inventory levels is found, from Eq. [9-21], to be: 

^ ~ P-25] 

Consequently, the mean cost per period of time is, from Eq. [9-16]:® 

EC = ^E(I,-Cs)^+E(P,-C^f 

= -X~ + IT P-26] 
The last term is not very meaningful because C4 does not represent the point 
at which production costs per unit are minimized. 

Such information as we have on the relative costs of production and 
inventory adjustments suggests that C7/C3 typically are of the order of 1/10, 
if time is measured in months. For this value of the ratio, 2, is equal to 
0.73, and the average cost per period is; 

EC = Q.lQaf + \31al + 0.37n| + 1.37B^ + (S - [9-27] 

The costs, in this case, are most sensitive to the control error and a persistent 
bias in the sales forecasts. The combination of forecast error and random 
sales fluctuation, the variance of which is cr|, has the next largest coefficient, 
while the error in information about the aggregate inventory level has 
negligible consequences. Both production and inventories are quite sensitive 
to the control error; production rates, however, are not affected significantly 
by unpredictable variations in sales. 

It is interesting to note that whether the correlation between production 
and inventories is positive or negative depends on the relative size of the 
three errors considered. From Eqs. [9-20] and [9-21], we find: 

EiP, - P){It - I) = [(1 - + al- XAI [9-28] 

If all variations arise in consequence of the unpredictability of sales, the 
correlation will be negative. A control error, however, affects production 
and inventories in the same direction, and can lead to positive correlation. 

A final point involves serial correlation of production and inventories. 

® Without any loss of generality we have set the proportionality factor C3 = 1. 
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Even though the information, control, and sales errors were assumed to be 
independent over time, the resulting rates of production and levels of in¬ 
ventories will each have serial correlation. The correlation arises because 
scheduled production depends on initial inventories, which in turn depend 
on the difference between production and sales in the past. The covariation 
between production rates, for lags L > 1, is given by: 

E(P, - [(1 - Ai)V| + 4 + [9-29] 
1 nr Ai 

The correlation may be quite large, depending on the relative costs and 
whether or not the sales error dominates. 



PART 

Order, Shipment, 

Production, and Purchase of 

Individual Products 

Production planning seldom ends with decisions about over-all 
production rates and work force levels. Even with a single product, the distribution 
system requires decisions about shipments to warehouses, for subsequent sale to 
customers. Typically, a large number of customers place orders with widely- 
dispersed warehouses which stock a large number of products. The warehouses 
place orders on a factory and possibly other, non-factory suppliers. The factory in 
turn makes shipments and runs of various products, depending in some way upon 
orders received from the various warehouses, and perhaps certain customers. The 
production process probably involves several stages to be planned individually. 
To supply the production operations with the needed component parts and raw 
materials, a series of purchase orders must be placed well in advance of the time 
the product is needed. 

The ordering, shipping, production and purchasing decisions may be made in 
terms of regulation of continuous flows, intermittent flows, or batches of product. 
All of these decisions affect the finished-goods inventory on hand at the point of 
sale, and hence the frequency and severity of stockouts. By estimating the costs 
associated with inventory holding, and depletion as well as other aspects of order¬ 
ing, shipping, production and purchasing, mathematical procedures may be used 
as guides to the solutions of the decision problems. In the following chapters 
methods are presented for making re-order and inventory decisions on individual 
products. The resulting costs for all products may also be used for the aggregate 
production and employment decisions discussed in earlier chapters. 

The methods will be presented primarily in terms of a factory producing many 
products in a single-stage process for a single warehouse, although they may be 
applied to distribution warehouses, factory warehouses, production planning at 
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various stages, and purchasing. The aggregate-production decision will govern a 
large number of individual decisions governing production of individual products. 

We first consider the case in which production is performed on a lot basis, either 
a batch or a production run of a certain duration. The order for a new lot is 
placed when the warehouse inventory of the product declines to a certain pre¬ 
determined level (called the reorder point, or trigger level). The order will usually 
be produced and delivered to the warehouse before inventories are depleted. The 
inventory on hand at the time the shipment is received by the warehouse is called 
the buffer inventory. Its only function is to absorb the uncertainty of sales 
during the lead time. 

Chapter 10 applies to situations in which the buffer level is specified and constant. 
There is no need for a buffer if the lead time for production is small, or even with 
a substantial lead time, if future demands during this period are known with cer¬ 
tainty (that is, forecast errors are negligible). Under these conditions the order 
can always be placed so that it is received just as the buffer inventory reaches zero. 
The analysis is concerned with determining only the optimal lot size. 

In Chapter 11 we assume production decisions are made periodically and are not 
responsive to the demands that occur within the period. Production may be either 
continuous or in lots, but no consideration is given to the determination of lot 
sizes. They are assumed to be given by machine capacities or other considerations. 
The production ordered at the beginning of the period is assumed to be completed 
by the end of the period. The analysis is concerned with determining optimal 
inventory buffers at the end of the period. 

Next we consider, in Chapter 12, the case in which the production is done in lots, 
but the lot sizes are given and fixed. The analysis concentrates on the determination 
of optimal buffer inventory levels. 

In Chapter 13 we consider the situation in which production takes place in 
batches, with lot sizes and buffer levels both determined by the decision maker. 

This sequence of chapters presents rather parallel analyses, but each successive 
chapter introduces additional complexities. The first chapter deals with the 
simplest cost structure, and introduces methods that will be needed for the more 
complex cases. It should be read as a background even when the reader’s interest 
centers on one of the subsequent chapters. In each of these chapters the following 
analytical sequence is used. 

1. Assume that a high level decision has been made that is expressed in terms of 
one of the important aggregates, aggregate production for example. Do not be 
concerned initially about how the decision is made—^we return to that point at the 
final step of the analysis. The aggregate decision serves as a constraint on the other 

more detailed and numerous decisions that concern the production of individual 
products (or alternatively, shipments, purchases, etc.). Rules are then obtained to 
yield the optimal decisions under the constraint. 

2. Continuing the assumption that the aggregate decision has been made, we 
could apply the decision rules to obtain the individual product decisions, and these 
m turn could be inserted into the cost functions to obtain estimates of the costs 
for each product. For any given aggregate decision we can estimate the resulting 
costs that depend directly on the individual product decisions (inventory holding, 
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depletion, setup, ordering, shipping costs, etc.). We might refer to these roughly 
as inventory costs. 

3. The aggregate decision may affect other costs. All costs should be considered 
for the aggregate decision, not inventory costs alone. The analysis in Part B in¬ 
dicates one way that the aggregate decision can be made. By using a quadratic 
inventory cost function together with the overtime, idle time, hiring, layoff, and 
other related cost functions, we can obtain decision rules for making optimal 
aggregate decisions for each decision period. Once the aggregate decision has been 
made, the decision rules discussed in the first step can be applied to obtain optimal 

decisions for individual products. Under this scheme all decisions for the decision 
period are not only consistent, but they also take into accoimt all of the relevant 
costs, even those that are affected indirectly. 

It should be emphasized that the analyses of Chapters 10 through 13 are not 
limited to production decisions for individual products but may be applied to 
decision problems in many warehouse, shipping, production and purchasing 
functions. All of the decisions on individual products are found to depend on 
forecasts of future variables, sales in particular. Furthermore, the decisions depend 
on the probability distributions of forecast errors. 

Chapter 14 presents some methods for producing forecasts inexpensively through 
the use of simple forecast formulas. Trends, seasonals and random variations are 
taken into account by performing a few additions and multiplications with a 
minimum of data. Some studies of forecast errors are presented in Chapter 15 as 
a guide to the probability distributions that may prove to be suitable for the 
decision models. 



chapter 1 0 

Determining 

production quantities under 

aggregate constraints 

lO-f Overview of the chapter 

Industrial decisions typically are made by a number of individuals 
concerned with differing facets of the firm’s operations and who thus are 
familiar with different kinds of information. This is an efficient way to 
make complex decisions, and quantitative techniques should allow a decision 
problem to be split up into two or more parts. 

The analysis of the chapter is designed to facilitate decision-making by 
separating the decisions concerned with aggregate production from those of 
the individual products. We consider a relatively simple inventory control 
problem in order to make the general approach as clear as possible. The 
problem is to determine optimal lot sizes when the buffer stocks are specified 
for each product. When the inventory of a product declines to the specified 
level, an immediate order for production of a lot is placed. The only un¬ 
known is the size of the lot.^ 

In general, the several products will have different setup or ordering costs, 
different inventory-holding costs, and different sales rates. It would be 
desirable to take into account the product differences, as well as the con¬ 
straint that total inventory be maintained at some specified level. The 
task of finding the lot sizes which minimize costs under these circumstances 
should be as simple and inexpensive as possible. 

We present an exact solution for the problem and apply it to a special 
case. The computations required by the exact solution are usually too 
cumbersome to be practical, however, so we present a much simpler solution 

1 This chapter is based on “Decision Rules for Allocating Inventory to Lots,” by C. C 
Holt, Jour. Ind. Engr. Vol. 9, No. 1 (Jan.-Feb. 1958). 
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founded on approximations. The lot-size decision rules are used to find 
the total cost as a function of the aggregate inventory and the sales rates. 
This function may be added to the overtime, payroll, and other quadratic 
cost functions needed to find the production and employment scheduling 
rules. The production rule then determines the total inventory level which 
serves as the constraint on the lot sizes of the individual products. 

It is convenient to list here the symbols that will be used in Chapters 10 
through 13: 

Q: Lot size in units of the product, assumed to be known and constant. 
(Generally, the lot size will depend upon the aggregate inventory 
constraint, but for simplicity the aggregate lot size is considered to be 
independent of the aggregate inventory level. Assumption of a fixed 
lot size is quite appropriate where the lot size is determined by mechani¬ 
cal considerations). 

Ir'- Trigger level of inventory in units of the product. 
T^: Lead time (in units of time), the interval of time elapsing between the 

point of time at which the item is triggered for production and the 
point of time at which production of it (procurement or shipment) is 
completed and it becomes available. 

TqI Lot time, the interval of time within which a lot is consumed by sales. 
The interval is a random variable. 

S: Sales rate in units of product per unit of time. We assume that the 
sales rate is constant over the interval of a lot time in the sense that 
expected cumulative sales are linear in time. However, the actual 
sales rate is a random variable with expected value 5. 

S^: Actual sales during the lead time in units of product. This is also a 
random variable with a certain probability density /(SJ, which 
clearly is a function erf T^. The expected value of is related to the 
expected sales rate; 5L = ST),. The cumulated distribution of Sj^ is 
denoted by F{Sl) = dX. 

B: Buffer level of inventory, the level of inventory at the time a new 
batch is received from production. A negative buffer is regarded as 
a backlog of unfilled orders at that time. 

Cf'. Setup cost in dollars per lot. This is the cost of placing an order or 
setting up a machine. 

Cj: Charge for holding inventory, in dollars per unit of product per unit 
of time. 

The following three types of inventory depletion charges are considered: 

Cj.- The cost of depletion for the maximum backlog of unfilled orders, 
measured in dollars per unit of product. 

C/. The cost of depletion for the maximum duration of a stockout, 
measured in dollars per unit of time. 
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Cj^: The cost of depletion for the product of the size and time duration 
of the backlog, measured in dollars per unit of product per unit of 
time. 

The notation for a single product will be modified when several pro¬ 
ducts are simultaneously considered by adding a subscript to characterize 
each of the products. 

10-2 Optimal lot size for a single product 

The traditional optimal lot size is that which minimizes the 
costs of setting-up for production and holding the finished products until 
they are sold. 

If S represents the sales rate, a lot consisting of Q units will last Q/S 
periods of time. Letting _ 
be the setup cost of a lot, the ||_Tq-q/s— be the setup cost of a lot, the 
average cost per period of time 
will then be: 

CpS/Q [10-1] w I 
> g) 

The average inventory is Q/l 2 f 
since the inventory level varies ^ 
linearly between zero and Q (see time 

Fig. 10-1). If Cj is the cost of Fig. lO-l. lEventory levels through time. 

Storing one unit for a period of 
time, the average inventory cost per unit of time is 

CjQI2 [10-2] 

The total cost per period of time is the sum of Eqns. [10-1] and [10-2]: 

C-^ + ^ [10-3] [10-3] 

where C = cost per period of time, 
Cp = setup cost for a lot (a constant), 
Cj = cost of holding one unit of inventory one period of time, 
S = sales rate in units per period of time (an uncontrolled variable), 
Q = lot size in units of product (a controlled variable). 

A plot of the two cost components for different sales rates is shown in 
Fig. 10-2. The total cost, C, is shown in Fig. 10-3. 

The first-order condition for minimum cost is obtained by setting the 
derivative equal to zero: 

dC _ CpS Cj __ 

dQ~ ^ T “ 
[10-4] 
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The value of Q satisfying the equation is the optimal lot size, denoted by 
Q*. Solving for jg*, we obtain the formula: 

2* = 

^2CpS 

Cl 
[10-5] 

Lot sizes obtained with this formula for different sales rates are shown in 
Fig. 10-3. 

Optimal lot-size formulas, such as Eq. [10—5], appeared first in the literature 

Fig. 10-2. Cost componeEts as a fimctioE of lot size for three sales rates. 

in the 1920’s and have since been used by many companies. Franklin G. 
Moore^ has concluded that their use is declining: 

Most companies today probably no longer compute economic-lot 
sizes. At the Hawthorne plant of the Western Electric Company ... for 
example, a whole department was once engaged in computing economic 
lots. Today it has disappeared, and very little, if any, such computation 
is carried on. Perhaps part of the reason for the general decline in interest 
in economic lots has been the cost of computation. Furthermore, only 
approximate reliability of a computed answer can be counted on, since it 
is often impossible to forecast future needs and the possibility of obsoles¬ 
cence; also economic lots have only transitory validity because changes 
occxir in demand, costs and other factors. 

General operational policies play an important part in actual lot 
size determination today. Quantities larger than the economic lot may be 
produced during temporary slack periods in order to level out production. 
Present and prospective price trends are important and play a part. The 
financial position of the company may limit inventory investment regard¬ 
less of economic lots. Equipment limitations may force short runs to 

^Production Control (Mc-Graw-Hill, 1951), pp. 178-183. 
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permit a variety of items to be produced on the machines available. 
Management may not know that production is being carried on in un¬ 
economic lots or may not fully appreciate the costliness of uneconomic 
lots. 

If setting up is done by special setup men, the machine operators must 
be put on other work while the machine is being set up. Often work of 
equal caliber is not available, and the operator is idle or is used on lower 
grade work. Short runs cause extra costs in getting jigs, fixtures, or 
patterns from storage and returning them. These costs are rarely charged 

to the order. In some companies the accounting procedures charge setup 
costs also to an overhead account rather than to orders. This practice 
of charging machine accessory handling time and setup time to overhead 
accounts reduces the reported unit cost on short runs and tends to mis¬ 
inform management as to the costliness of uneconomic lots. 

The computation of optimal lot sizes is not a serious difficulty if electronic 
computers are available. However, the other objections raised by Moore 
stand: optimal-lot-size formulas do not take into account enough relevant 
factors. 

10-3 Lot sizes with several products and a constraint on total 
inventory 

The sum of the costs associated with each of the individual products, 
given by Eq. [10-3], is: 

C= 2c,= 2 
/=l i=i 

C^I 

Qi 2 ^ [10-6] 

where the subscript i refers to the /’th product. The total cost, C, is to be 
minimized subject to the constraint of the specified total inventory level. If 
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each product be measured in terms of some common unit (for example, 
dollars, pounds, cubic feet, man-hour requirements, etc.) the constraining 
relation may be written as 

= 4 [10-7] 

where «,• = factor for converting units of the /’th product to the corre¬ 
sponding number of common units, 

Q,I2 = average inventory over time of the /’th product (expressed in 

units of that product) resulting from its production or 
procurement in lots of size Q, and 

Iq = total inventory of all products in the common unit. 

The aggregate inventory restraint need not, of course, equal the sum of 
half-lots given by Eq. [10-5]. For example, in anticipation of high sea.sonal 
demand a firm might build up inventory by producing in larger lots. 

The condition for minimum total cost is that the marginal cost of inventory 
be the same for all products. If this condition is not .satisfied, total costs 
may be reduced by withdrawing a unit of inventory from a pro<iuct with a 
high marginal cost and adding that unit to the inventory of a product with 
a low marginal cost. The conditions may be found from the Lagrangian 
function.^ 

i\Q,^ 1 

The first-order conditions for a minimum are Eq. [10-7] and: 

CpiSi C/, «( 
= 0 

[10-8] 

<2? [*0~9] 

where / = 1, 2, ... , n. The solution for the constrained optimal lot sizes 
may be formally written as: 

^ _ / ICp ’^Si 
VCV, - Au, 
nO-lO] above differs from Eq. [10-5] 

only m that the inventory-holding cost coefficient has been modified to take 

sTthat ts- The variable X increases as ^ increases, 

half lots add n product is reduced just enough to make the 
halt-lots add up to the desired inventory level.''' 

Methods of Applied 

totlfi: incremental cost of /q when the 
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In order to use Eq. [10-10] to calculate the lot sizes, however, we need 
to solve the system consisting of Eqs. [10-7] and [10-9] for the variable X, 
The problem is more difficult than may first appear, however, because we 
desire an expression for X that does not depend on the lot sizes, which are 
also unknowns. Certain approaches are discussed in the following section. 

10-4 Computational methods 

Although there always exists a value of X satisfying the first-order 
conditions for minimum cost (when the parameters are positive), there does 
not always exist a formula for calculating that value. It is therefore desirable 
to find special cases which do allow an explicit solution, and to examine 
graphical and mathematical approximations which apply under more general 
conditions. We shall discuss a special case first because it will shed much 
light on the structure of the problem, and will suggest ways to simplify 
calculations in general. 

• Simplifications with identical holding costs and constant sales composition. 

Suppose that the inventory holding costs of all items are the same when 
measured in the common unit; i.e., Cj, where z = 1,2, ... , h. This 
assumption would be quite reasonable if the weights Ui represented the pro¬ 
duction cost of a unit and the holding cost per unit was essentially the 
interest on the investment. Under these conditions, Cj would have the 
dimensions of an interest rate (that is, per period of time), while Cjj is 
measured in dollars per unit per period of time. 

Substituting the common holding cost into Eq. [10-10] for each product 
and adding the results according to Eq. [10-7], we obtain the following 
expression in X (the modified storage cost): 

Cj — X = ^ 

The lot sizes are given, from Eq. [10-10], by 

Q _ ^ VCpiUjSj 

Ui CpjUjSj 

where z = 1, 2, ... , n. 

The expression above depends on the percentage sales composition, but 
not on the aggregate rate of sales. (Any aggregate effect is restricted by the 
constraint on the total inventory level.) Let S = Ej-Wj-Si denote the aggregate 
sales rate. If the fraction of the total for each product is constant, 

K, = u,SJS 

[10-11] 

[10-12] 

[10-13] 



192 INDIVIDUAL PRODUCTS 

where i — 1, 2, ...,/?. 
by: 

The optimal lot sizes are given, from Eq. [10-12], 

Qi 
24> 

Ui T,j\‘ Ci.jKj 
[10-14a] 

where / = 2, , n. Since the above expression does not depend on the 
sales rate, the optimal inventory of each product will be a constant fraction 
of the total inventory. Each lot size Qi is proportional to the value of Of 
given by Eq. [10-5]: 

Qi — Q*I^q [10-14b] 

where 1 = 1, 2, ... , «, and /| = il-iUiQf. 

Substituting the value of given by Eq. [10-14] into the cost function, 
Eq. [10-6], we can express total costs as a function of the aggregate inventory 
level, Iq. After simplifying, we obtain 

The expression above parallels the cost function for a single product 
Eq. [10-3]. If we let 

Q = I'iUiQi = 2Iq 

then Eq. [10-15] may be written 

g l2 [10-16] 

The setup costs for the slow-moving products are therefore weighted more 
heavily than in the arithmetic average, "LjCpjKj. 

Equation [10-16] is valid only if the cost of holding inventory is the same 
for all products and the percentage sales composition is constant. The 
results suggest, however, that remaining computations may always be 
simplified if products with similar characteristics are grouped together as a 
single product. Certain cost terms in Eq. [10-6] may then be replaced by 
a smaller number of the type appearing in Eq. [10-16]. 

• Graphical method for solution. 

The total inventory Iq corresponding to any value of 2 can be found as the 
weighted sum of the order quantities in Eq. [10-10] when the special 
assumptions above do not hold. By drawing a smooth curve through a few 
plotted points, one can obtain the graph of the relation between Iq and 2 for 
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any fixed set of sales rates Si, S 2, ... , S„ (see Fig. 10-4). The lot size for each 
product may be found by substituting the value of Jl corresponding to the 
desired Iq into Eq. [10-10].^ 

The construction of the graph may be simplified by first locating the 
asymptotes. As Jq approaches zero, the modified storage cost, Cn - Xui, 

approaches infinity; hence, 1 approaches minus infinity. For very large Iq, 
at least one of the modified storage costs will approach zero, and none of 

Fig. 10-4. Marginal cost of aggregate Inventory. 

them will be negative. Therefore, X will approach the minimum of the 

ratios C/i/wj, i = 1, 2, ... , n. 

The graph must, however, be recomputed each time the sales rates for the 
products change. Since the sales rates for all of the products are relevant, 
we must use numerical methods for this problem. 

• Linear approximation. 

The conditions for minimum cost may be approximated in any desired 
region by a linear function of the sales rate and total inventory level. We 

5 Under some conditions it might, of course, be more convenient to tabulate the pairs 
Iq, X and use numerical interpolation. The required interpolation formulas may be found 
in most books on numerical analysis; see, for example, J. B. Scarborough, Numerical 
Mathematical Analysis (Baltimore: The Johns Hopkins Press, 1930). 
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will find the approximation from changes in the Lagrange multiplier (the 
differential dX) corresponding to a change in sales rates and inventory level, 

dSi and dlQ, respectively. 
Since the minimum-cost condition, Eq. [10-9], is to be satisfied, the total 

differential must also equal zero: 

Cfi 
pdQ,--^dS,-\u,dX = Q [10-17] 

where i = 1, 2, 3, ..., n. Solving for dQi, 

jr\ JO I JT [10-18] 

where i = 1, 2, 3, ... , n. 
From Eqs. [10-18] and [10-7], the change in the multiplier may be 

expressed as a function of changes in the sales rate and total inventory: 

Solving for dX, we obtain: 

\;=i ^CpiSj 

[10-19] 

[10-20] 

Equation [10-20] allows us to obtain the value of the multiplier corre¬ 
sponding to predicted sales rates of the products and the value of a specified 
level of aggregate inventories. The linear terms of the Taylor’s series 
expansion are found by replacing the differentials by finite differences from 
a fixed point. Letting the superscript ° indicate values of the variables at 
the point of expansion, dX, for example, is replaced by 2 - 2”. All co¬ 
efficients are evaluated at the point of expansion. After 2“ and S°i are 
chosen, the corresponding values of Q° and Iq may be found from Eqs. 
[10-10] and [10-7], respectively.* It is important to recognize that values 
of the variables cannot all be chosen arbitrarily since Eqs. [10-10] and 
[10-7] must be satisfied. 

^ A convenient point of expansion is that characterized by the average sales rates 
(denoted by Si) and X° = 0. From Eq. [10-10], we see that the lot sizes would be as if 
there were no restriction on total inventory. However, this is not always an appropriate 
point of expansion. 
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Substituting the finite differences into Eq. [10-20], we find the linear 
expression for X: 

2 = r + /t°[(4 -fo)- (S| - S“)] 
j-1 40i 

= X° + A' ' [10-21] 
L J 

where 

=2ri 
L;-l [_,_l 1 2(C/j — A°Kj) 

[10-22] 

A simplification is possible if the sales rates of the products always change 
proportionally to one another or if Eq. [10-21] is not sensitive to changes 
in sales composition. Assuming that there is no change in the percentage 
sales composition, as in Eq. [10-13], the formula for X may be written in 
terms of the aggregate sales rate: 

A = r + A» 4-in ii ■ 
2S° _ 

[10-23] 

With added estimation and computational effort, the approximation may be 
improved somewhat by assuming some other functional relation between 
each Si and S, rather than the strict proportionality of Eq. [10-13]. 

In general, the approximation of Eq. [10-21] could be improved by writing 
Eq. [10-18] in terms of a differential change in the square root of the sales 
rates. Since 

dSi = d{sJS^^ = l^Si d^Si [10-24] 

we can make the following substitution of terms in Eqs. [10-18], [10-19], 
and [10-20]: 

^ [10-25] 
2SI ■\J SI I 

The quantity {Si — S°)l2S'i in Eq. [10-21] is then replaced by 

(Vs, - Vss’)/Vsr. 
Therefore, Eq. [10-21] becomes 

A = r + A" i, 

A" + A' "r Hi\ 
J ii'i 2 VS^J 

[10-26] 
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Other functions of sales might, of course, be used, but the square-root 
function seems to be the most reasonable for this problem. We may 
expand the first-order conditions of Eq. [10-9] in terms of some function of 
X rather than X itself. How this procedure may improve the approximations 
will be illustrated in Section 10-5. 

We have assumed that the lot sizes of the individual products would be 
found from Eq. [10-10] after the modified storage cost had been determined. 
It may be desirable to use linear approximations for the lot sizes as well. 
The linear approximation to Eq. [10-10] can be found by substituting finite 
differences for the differentials in Eq. [10-18] and simplifying: 

(A - A°) [10-27] 

Other than that it avoids square roots this expression is no simpler to com¬ 
pute than is Eq. [10-10]. Proportional changes in the order-quantities 
indicated in Eq. [10-14b] may do almost as good a job and require fewer 
arithmetic operations and fewer constants. 

10-5 A numerical example 

An example will show how the analysis may be applied. Assume 
that the estimates of the setup costs and the costs of holding inventory for 
each product are reviewed and revised annually. Forecasts are also made 
of the average monthly sales rate. Si, for each product for the coming year. 

Table 10-1. 

Product 
Units 

1 2 3 

Qi 1 1 2 $/item-month 
^Fi 10 10 30 $/lot 

Ui 1 5 2 hours/item 
2000 2000 10,000 items/month 

Note: S = 32,000 hours/month. 

The aggregate inventory levels are planned with a view to both labor require¬ 
ments and costs associated with inventory. The aggregate inventory will 
therefore be measured in labor hours by multiplying the units of each product 
by the conversion factor Wj, which has the dimension labor hours per item. 
The relevant data are summarized in Table 10-1. 
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# Calculations of parameters. 

Table 10-2 is a worksheet for evaluating the parameters in Eq. [10-21]. 
We have taken as the point of expansion the average sales rates for each 
item (given in Table 10-1) and taken 2° = 0. The corresponding lot sizes, 
in column 2 of Table 10-2, are then given by the standard lot-size formula 

Table 10-2. Worksheet for Calculating Parameters of Holding Cost Adjustment 
from Eq. [10-21]. 

(1) 

i 

(2) 

Q°i 

(3) (4) 

(i 
Cli — X°Ui 

(5) 

2S°i 

1 200 100 100 0.0250 
2 200 500 2500 0.1250 
3 547.7 547.7 547.7 0.0214 

Total -- 1147.7 3147.7 — 

of Eq. [10-5]. The aggregate inventory is the total of column 3: 
Iq = 1147.7. may be found from the total of column 4. From Eq. 
[10-22], we have = 2/3147.7 = 0.000635. Column 5 gives the co¬ 
efficients of the individual sales rates in Eq. [10-21]. Substituting into 
Eq. [10-21], we then find: 

X = 0.000635(4 - 574 - 0.0250Si - 0.1250^2 - 0.027453) [10-28] 

The only computations not needed for the formula in terms of aggregate 
sales, Eq. [10-23], are those of the last column. Substituting the above 
coefficients, together with S° = S = 32,000, into Eq. [10-23], we obtain the 
alternate formula: 

X = 0.000635(4 - 574 - 0.017935) [10-29] 

Writing X in terms of the square roots of the sales rates requires calculating 

instead of the terms given in column 5. Substituting the 
coefficients in Eq. [10-26] we obtain another approximation: 

X = 0.000635(/2 - 2.236V^ - ll.lSOV^ - 5.477V^) [10-30] 

If the sales rates are unchanged, the value of X corresponding to any 
value of Iq may be read off the graph of Fig. 10-4. Equations [10-28], 
[10-29], and [10-30] all become the same expression, namely: 

2 = AVq - 4) 

= 0.000635(4 - 1148) [10-31] 

which is the equation of the line tangent to the curve at 2° = 0. 
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Note that the line always lies to the right of the curve, so that Eq. [10-21] 
overstates that value of X which corresponds to a specified Iq, In order to 
use the lot-size formula in Eq. [10-10], the estimate of X should not exceed 
Xfn = 0.2 (the minimum of the ratios Cj JUi in Table 10-1). The shape of 
the curve suggests that either a hyperbolic or logarithmic transformation 
of X be used. Consider the variable y, which is a function of the logarithm of 
X, is tangent to the curve at A = 0, and approaches infinity as X approaches 

The linear approximation to Eq. [10-32] when 2° = 0 (hence y° = Iq) is 

■y° + 
1 

^“(1 - riu (2-2°) = /^ + —2 [10-33] 

We regard 2 as being given by either Eq. [10-31], or one of the equations 
from which it had been derived, and use Eq. [10-32] to obtain an improved 

Table 10-3. Alternative Estimates of 2. 

800 1148 1500 

Eq. [10-31] -0.22 0 0.22 
Eqs. [10-31] and [10-35] -0.41 0 0.14 
Graph -0.45 0 0.12 

estimate; call it 2'. Eliminating y from Eqs. [10-32] and [10-33] under 
this interpretation of the variables gives; 

2 = - 2„ In ^1 - —'j [10-34] 

which we solve for X': 

r = 4(1 - [10-35] 

If A/4 is of small absolute value, there is, of course, no point in using the 
transformation.'^ 

Values of various estimates of X for inventory levels well below and well 
above the unrestricted level are shown in Table 10—3. The linear estimates 

^ hyperbolic transformation, which may be found in a similar way, is awkward 
because the function has two branches. 
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from Eq. [10-31] differ considerably from those of the graph at these points. 
In fact, the estimate corresponding to an aggregate inventory of 1500 units 
exceeds the maximum possible value (0.2). If the estimate is taken seriously, 
the lot-size formula in Eq. [10-10] cannot be used. The transformation of 
Eq. [10-35] improves the estimates considerably, although both are still 
overstated. 

0 Cost comparisons. 

It is important to judge the adequacy of various approaches on the basis 
of their costs. The cost of setups and storage resulting from two extreme 
approaches and two required inventory levels are compared in Table 10-4. 

Table 10-4. Accuracy of Alternative Approaches. 

4 = = 800 4 = 1500 

Exact 
Scaled 

lot-sizes Exact 
Scaled 

lot-sizes 

X -0.45 — 0.12 _ 

Qi 169 156 213 261 
Qi 111 118 316 261 
Qs 455 426 584 716 
Actual Iq 817 799 1481 1499 
Cost 1582 1594 1056 1091 

The “exact” method involves reading X from Fig. 10-4 and computing the 
lot sizes from Eq. [10-10]. “Scaled lot-sizes” involve computing the 
unrestricted lot sizes from Eq. [10-5] and scaling the lot sizes according to 
Eq. [10-14b] so that the inventory restriction is met. 

Unless setup and storage costs are a very large part of total costs, the 
differences between the two methods are quite small. Crude approximations 
appear to be justified if they are easy to compute. It may be more important 
to maintain consistency with over-all requirements. Of course, the con¬ 
clusion applies only to this example. For one thing we have assumed 
certainty and hence no possibility of running out of inventory. Some 
important differences show up when uncertainty and stock out costs are 
taken into account. 

It is interesting to note that the exact computations call for increasing 
aggregate inventory largely in product 2. If a constant work force is to be 
maintained while sales decline seasonally, inventories will tend to increase. 
The exact method states quite reasonably that much of the excess production 
should occur in that product with a high labor intensity. 
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• Comparisons for different sales rates. 

Assuming that lot size decisions are made monthly, the sales forecasts are 
substituted into one of those equations whose parameters have already been 
evaluated. Knowing 1, the lot size of each product can then be determined 
by Eq. [10-10], or by some alternative expression. Suppose the predicted 
sales rates for the coming month are: Si = 2500 units/month; Sj = 2500 
units/month; and S3 = 8000 units/month; so that the aggregate sales rate 
in the common units is S = 31,000 man-hours worth/month. Note that 
the example involves primarily a change in the product mix. Assume also 
that Iq = 1148, which previously corresponded to 2 = 0. 

One would hardly expect the aggregate, Eq. [10-29], to give a good 
approximation of the correct value, and in fact it does not. The value, 
given by Eq. [10-28], is 2 = — 0.0097 while that according to the aggregate 
formula of Eq. [10-29] is 2 = 0.0116. It is important to know how large 
the error may be and how it arises because Eq. [10-23] (from which Eq. 
[10-29] was derived) will be used in the following section to characterize 
inventory costs for production and work force decisions. 

10-6 The cost of aggregate inventory 

In order to obtain linear decision rules for production, inventory, 
and work force decisions it is necessary to express the costs for the aggregate 
inventory levels when the total is distributed optimally among the various 
products. 

The inventory cost function in the decision rule for production and 
employment scheduling, Eq. [2-5], is of the following form: 

C* = C,(I - C, - [10-36] 

plus terms independent of /. The derivative of the cost function with 
respect to / is: 

dC* 
Qj ~ ~ C's — C9S) [10-37] 

If the same rules are to be used repeatedly over time for the scheduling 
decisions, the coefficients of the cost function (C„ Q, and Q) and of the 
relations restricting the variables must also be constant through time. Sales 
need not enter linearly, however. Instead of S, we could use any arbitrary 
function of sales, the only effect of which would be to make the same function 
appear as an uncontrolled variable in the decision rules. We might best 
use the square root of the sales rate in the cost function. 

The Lagrange multiplier introduced in Section 10-3 is the derivative of 
the minimum cost function with respect to 4. The minimum value of C 
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in Eq. [10-6] may be regarded as a function of the parameters, namely 
C*{Iq, Si, 52, , 5„). We find its derivative as follows. 

The differential change dig would change total costs by dC because of 
changes in the lot sizes, dQf, 

n 

dc= 2 
/=1 

c,; 

ef 2. 
dQi 

Since the first-order conditions must always be satisfied, the terms above are 
found, from Eq. [10-9], to be 

CpiSi Ui 

where i = 1, 2, , n. From Eq. [10-7], the sum of the terms above is 

2 t'^dQ, = XdlQ 
1=1 ^ 

SO that 

dC^ — dlQ = X dig [10-38] 
dig 

Therefore, we have already found a linear approximation to the marginal 
cost function. Equations [10-23] and [10-37] are identical if the inventory 
/ is the sum of the half-lots, Ig, and 

C7 = ^72 ] 

Cg = (7^/2) - A7^° > [10-39] 

C9 = /a/25^ J 

Marginal costs are preferred because it is easier to fit straight lines to marginal 
cost functions than to fit parabolas to total cost functions. (Total costs 
are graphed in Fig. 10-5.) 

Note that the coefficients may also be estimated from Fig. 10-4. The 
tangent line at the point of expansion is 

2 = 2° + AVq - Iq) 

The parameters C7 and Cg could then be calculated from Eq. [10-39]. In 
order to estimate Cg, however, it would be necessary to construct graphs 
for several sales rates. 

Once the production-decision rule has been calculated from the cost 
coefficients according to Eq. [10-39] it determines the production decision 
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for each period. Equation [2-8] can then be used to determine the 
inventory expected at the end of the period: 

^Qt ~ ~ [10-40] 

where/2 ,_i = total inventory on hand at the beginning of the current 
period, f, 

P, = total production scheduled for the current period; 
S', = forecast of total sales for the current period; 

Iq, = expected total inventory at the end of the current period, t. 

LOT SIZE, Q (Units per Month) 

Fig. 10-5. Actual and approximated total cost as a function of lot size for 
three sales rates. The shaded area is the region in which the quadratic 
approximates the cost curve. 

Equation [10-40] and the production decision allow us to determine /^„ 
which may then be used to determine the lot size for each product for period t. 

Changes in the desired aggregate (lot size) inventory can be quickly trans¬ 
lated into decisions to change the product lot sizes, at the beginning of the 
period. It may be some time, however, before any particular lot is scheduled 
to be produced.® Equation [10-7] holds only after each product has been 
made in the specified lots. 

8 The ayerap lag in the adjustment of the inventory level for an individual product is 
QillSi units of time. 



Chapter 11 

Periodic scheduling ol 

buffer stocks 

11-1 Overview of the chapter 

Chapter 10 was concerned with the production, procurement or 
shipment of lots in optimal sizes, with little attention given to the provision 
of inventory buffers to avoid stockouts. We will now consider the planning 
of optimal buffer inventories in the presence of a constraint on aggregate 
inventory.^ 

Let us assume that production decisions are made at the beginning of each 
period and total production is determined for the entire period. Consider a 
production period to be one month. Information about future sales is 
taken into account when decisions are made at the beginning of the next 
month. Since by assumption production does not respond to actual sales 
within a given month, there remains the danger that the scheduled production 
and initial inventory will be less than potential sales. In order to protect 
against lost sales, buffer inventory may be justified. The buffer inventory 
level is determined by the inventory levels planned for the end of the month, 
when stockouts are most likely to occur. When a new production schedule 
is put into effect at the start of a new month, the products that are out of 
stock are the first to go into production. 

The inventory decisions for all the products are made to satisfy a constraint 
on total production. Production can be either continuous, intermittent, or 
in lots, provided that each item is produced each period. The detailed timing 
of production within the period is, however, not included in this analysis. 

1 This chapter is based partly on an article by Charles P. Bonini, “Decision Rules for 
Buffer Inventories,” Management Science, Vol. 4, No. 4 (July 1958). 

203 
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For each product, the optimal allocation of inventory to buffers achieves 
an economic balance between the cost of holding inventory and the cost of 
stockouts, taking into account the forecast of sales for the period and the 
probability distribution of forecast errors that is associated with the fore¬ 
casting method. 

Using the methods introduced in Chapter 10 we obtain simple methods 
for scheduling the production of each item so as to satisfy the aggregate 
inventory constraint. We then determine total cost as a function of aggregate 
inventory level. Exact solutions for obtaining the decision rules and the 
aggregate cost function are presented, using numerical methods. For 
special cases, however, analytic solutions are obtained. 

Finally, methods are described for adjusting the production plan to 
accommodate restrictions arising from machine capacities, lot sizes, and the 
fact that scheduled production cannot be negative. 

11-2 Buffer inventories for a single product 

Assume that only two costs are affected by inventory decisions: 
(1) the costs of holding inventory in stock (storage costs, spoilage, etc.); 
and (2) the costs of being out of stock (foregone profit, lost customer loyalty' 
etc.). ■” 

We begin by evaluating the costs in a representative time period for some 
one product. Let us so state the decision problem that production is 
examined entirely in terms of inventory. Determining the amount of 
production of the I’th product during the period is equivalent to determining 
the inventory at the end of the period, becau.se of the inventory balance 
condition 

4 - + Pi, - Sj, [H-1] 

where /,•, = the amount of inventory of product / at the end of period t; 

4t-i = (a known initial condition) the amount of inventory of product 
i at the beginning of period t; 

Pit = the production of product i during period t; 

Sit = the sales of product i during period t. Si, is a random variable 
with mean PS,, = and variance af. 

we ao not know at the beginning of the period what the inventory level 
at the end of it will be. The expected end-level of inventories, denoted by 

invenmrv sales, from the sum of initial 
inventory plus production during the period: 

— 4»-i + 4i — Si, [11-2] 



PERIODIC SCHEDULING OF BUFFER STOCKS 205 

From Eqs. [11-1] and [11-2], the actual inventory differs from /;, by the 
amount of the error in the sales forecast; 

lit = lit + [11-3] 

We are now in a position to evaluate the inventory-holding and stockout 
costs in terms of the planned level of inventories and the statistical character¬ 
istics of the sales forecast errors. 

• Inventory holding costs. 

Inventory-holding costs are considered to be proportional to the units of 
inventory held multiplied by the length of time they are held. For evaluating 
the costs of inventory holding, the expected inventory level is assumed 
approximately linear within the period. 

The justification for this assumption is as follows. If both (expected) 
sales and production rates are 
constant during the period, the 
expected inventory will actually 
be linear over time. However, 
the production may well not be 
constant; production may be at a 
constant rate but intermittent 
during the period, or production 
may be in lots or batches. Since 
we want to attach inventory-hold¬ 
ing cost to the number of units 
that are held per unit of time, 
this cost in Fig. 11-1 will be pro¬ 
portional to the shaded area A. 

If production is in lots, the time patterns of inventory that result for one 
and three lots per period are shown in Figs. 11-2 and 11-3, respectively.^ 
In Fig. 11-2 it is assumed that the lot was produced at the middle of the 
period. This is true “on the average.” A corresponding assumption is 
made in Fig. 11-3; the period was divided into thirds and a lot produced 
at each of their mid-points. Thus the simplifying assumption of a linear 
inventory pattern is reasonably good for costing inventory holding. 

The inventory level at the end of period t, has cost implications for both 
period t and period t + 1. The average inventory level will be Wut-i + 
in period t, and period t + 1. If we denote by Cji the 

2 When in the last section of the chapter certain restrictions are introduced, the possi¬ 
bility of zero production during the period arises. The inventory pattern of Fig. 11-1 
applies in this case. 

Fig. 11-1. Expected inventory levels. 
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Production 

Fig. 11-2. Inventory pattern with production in one lot. 

cost of holding a unit of the product for the period, the inventory cost for 
the two periods is 

+ At) + Wit + A,t+i)] 
= Wilht-i + A,t+i) + Cnh [11^] 

The first term after the equality is the inventory cost that would arise if Aj 
were zero, the second term represents the incremental inventory cost resulting 
from holding a positive inventory at the end of period t. 

For the incremental holding cost to be positive, it follows from Eq. [11-3] 
that /;, + Sit > The expectation of the incremental inventory holding- 
cost arising from the production decision will then be 

rh+Si 

! ( 
Jo 

Cn di + Si - Si)fiiSi) dSi [11-5] 

where A(S..) is the probability density function of sales. (We have dropped 

Fig. 11-3. Inventory Pattern with production in three lots. 
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the time subscript appearing in Eq. [11-4] because all subsequent variables 
refer to the same period of time.) 

# Inventory depletion costs. 

Assume that inventory depletion (stockout) costs are proportional to the 
maximum number of units short 
of full inventory. Figure 11-4 
illustrates a situation in which pro¬ 
duction plus initial stocks are in¬ 
sufficient to take care of demand. 
As we can see from Eq. [11-3], 
the number of units short is Si — 
(Si + /|), if the expression is posi¬ 
tive. We assume that the shortage 
will be back-ordered and taken care 
of at the very beginning of the next 
period so that their cost will not 
continue. If we let C^i represent 
the cost of being out of stock by 
one unit, the expected depletion cost would be the following: 

h.t 

Fig. 11-4. Inventory depletion at end of period. 

•^di 
h+Si 

(Si - S,-IdMSddS, [11-6] 

The sum of the expected inventory holding and depletion costs is, from 

Eqs. [11-5] and [11-6] 

Cji - (Cn + C,d 
(*CO 

/i+ Si 
(It + Si- Si)fi{Si)dSi [11-7] 

It is possible to use the cost expression above to determine the value of /,■ 
which yields the unconstrained minimum of costs. We will proceed 
directly to the solution in the presence of a constraint on aggregate in¬ 
ventories, which provides the unconstrained solution as a special case. 

11-3 Multi-product buffer inventories with a constraint on 

aggregate inventory 

The expected total cost for all products, C, is the sum of the costs 

for the n individual products: 

C= t\Ciiii-iCn + C,d (li + Si-SdUSddsA [11-8] 
li+Si 

We wish to minimize this total cost function, which is subject to the 
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constraint on aggregate inventory imposed by the aggregate production 
decision. This constraint requires that the expected aggregate inventory 
must be at a specified level. In order to speak of an aggregate inventory 
there must be some way of summing the individual items. This is done by 
expressing the whole inventory of all products in terms of some common 
unit (such as labor input, cost, or value). Let Wj be the conversion factor 
of measurement for the /’th product to the common unit; then the aggregate 
inventory constraint is 

/= [11-9] 
i-i 

We wish to minimize the costs in Eq. [11-8] subject to Eq. [11-9]. We 
set up the Lagrangian function: 

L = c + — 2 “iAj [11-10] 

Set the partial derivatives of /j equal to zero, to obtain the first order 
conditions for a minimum: 

_ = Cn - (Q, + C,,)[l - F,(I, + -5,)] - = 0 [11-11] 

where i = 1, 2, ..., n. Fi is the probability distribution function: 

Fi(Ii + Si) = 
rii+Si 

fi{Si)dSi 
Jo 

Equation [11-11] may be simplified as follows: 

[11-12] 

1 - Fiiii + f,) = [n-13] 
C/I 4- C41 

where f = 1, 2, ... , n. 

We have now n equations from Eq. [11-13] and one equation from Eq. 
[11—9]. We wish to solve these equations for X and the expected levels of 
inventory of each product, /|. Since we have n + 1 equations and n + 1 
variables, the system is determinate. The solution for 11 will be the inventory 
decision rule for product L When the solution is combined with Eq. [11-2] 
we obtain a production decision rule for each product. 

No matter how one goes about it, the solution would be difficult to 
compute. In Section 11-4 we make specific assumptions about the prob¬ 
ability distributions and about the holding and depletion costs, which allow 
the problem to be solved rather simply. An approximation to the general 
case, which involves a linear approximation ^of the marginal cost function 
for each item, is presented in Section 11-5. 
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! 1-4 Decision rules for special cases 

We now consider some special cases which have relatively simple 

but exact solutions. 

Case 1: Let us assume that Fi(Si) is the normal distribution. That is, Eq. 

[11-13] becomes 

'ii\ J M Cn-Xu, 
1 - FiU + 1 - - iV - 

C/I + C^i 

where N{t) is the normal probability distribution function: 

1 
N(t) 

J — * 
e dx 

[11-14] 

[11-15] 

Letting N~^ denote the inverse function of the normal distribution 
Eq. [H-14] may be solved for the expected inventory to obtain 

1 fCji - Xu'i 

where i = 1, 2, ..., n. 
[11-9], we then find: 

Cn + C,J 

From the definition of aggregate inventory, Eq. 

-1 [^li [11-17] 
= 1 \Wi + 

Except in special cases it is not possible to solve Eq. [11-17] exphcitly for 
X in terms of /. We can, however, 
fall back on a numerical solution by 
the graphical device discussed in 
Section 10-4; that is, we can assign 
values to 2, compute the corres¬ 
ponding value of I by summation, 
plot the resulting pair of values of 
X and /, and finally interpolate 
graphically to obtain a graphical 
relation between the two variables 
of the type shown in Fig. 11-5.^ 
Once this curve has been computed 
it can be used repeatedly as long as 
the cost coefficients and the stan¬ 
dard deviations of sales for each 
item, (T|, are unchanged. 

3 As 2 is increased it first approaches the smallest value of Cujui. As this occurs, 

Fig. 11-5. Aggregate inventory level / as a 
function of marginal cost of inventory A. 

N- 
._JCu-lui\ , 

\Cii + Cdi) 
00 and hence 7 oo. Similarly as X is decreased it first approaches 

Cii - Xui\ 
Cii + Cd] 

the largest value of —Cdi/ui; hence N' ^ q. 

for the two asymptotes shown in Figure 11-5. 

, /Cii - 
\Cn + Cdi) 

- 00 and — CO. This accounts 
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This curve need only be calculated once to be used for many decision 
penods. To make decisions we need only to determine / from the aggregate 
production rule, obtain the value of A from the graph, insert this value in 
Eq. [11-16] to determine /; for each product, and substitute /; into Eq. 
[11-2] with the initial conditions and forecasts so as to obtain the production 
decision. 

Case 2: In the second special case we assume that sales for each item are 
normally distributed, and inventory-holding- and depletion costs are the 
same for all items, when those items are expressed in common units. That is. 

for all i and j. 

Eq. [11-16] now becomes 

and 

where i = 1, 2, 

/.■ -CTiN-^ 
Ci-A\ 

Cl + cj 

Since, from Eq. [11-9], 

[11-18] 

[11-19] 

\Ci + Cij 

the function may be eliminated from Eq. [11-19] to obtain 

[11-20] 

where i = 1, 2, ... , n. 

fraction of the total. 

[11-21] 

Hence the inventory for any product is a constant 

^ the additional assumption 
that the forecast errors depend on the level of sales; specifically that 

= vS, ln-22'] 

. n, and t; is a constant. We substitute in the following where / = 1, 2, 
expression 

SiUi 

.2 2 s 
k; [11-23] 

1=1 

ti, ^ aggregate sales expected 
during the period, and is the fraction of the total expected sales accounted 
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for by the /’th product. Substituting Eq. [11-23] into Eq. [11-21] we 
obtain 

Uili = kj [11-24] 

where z = 1, 2, That is, the aggregate inventory available for buffers 
should be allocated in proportion to the sales forecast for each product. 

This analysis indicates the conditions under which optimal inventory 
allocation is obtained by using the rule-of-thumb: ‘‘keep the same number 
of months of inventory on hand for all products.” Even if the conditions 
of Case 3 are not fully satisfied, justification for the use of the rule-of-thumb 
can rest on its administrative simplicity. In particular, the main results 
apply for any distribution of sales. The assumption of normality is not 
essential. 

I i-5 Aggregate inventory cost functions for special cases 

Having considered several special cases in determining inventory 
decision rules, we now turn to the problem of estimating total cost as a 
function of aggregate inventory. Such a cost function could be used with 
employment and production cost functions to determine the aggregate levels 
of employment and production and hence inventory. This aggregate 
inventory cost function took, in Eq. [2-5], the form 

C* = C,il - (Cg + C^Sy}^ [11-25] 

where C7, Cg, and C9 are constants. The factor (Cg + CgS) represents the 
optimal aggregate inventory for any given level of expected sales. 

In order to use the analysis of Case 3 to estimate the coefficients appearing 
in Eq. [11-25], we will find a linear approximation of the marginal aggregate 
inventory costs, as was done in Section 10-6. The Lagrange multiplier 2 
equals the derivative dC^/dl, The parameters may then be matched with 
those of the derivative of Eq. [11-25], 

^ = 2C,[/ - (Cs + CgS)] [11-26] 
01 

Since the effect of sales on the optimal aggregate inventory level will enter 
through the standard deviations ai,if at all, we evaluate from Eq. [11-14] 
the differential change in the multiplier, dX, corresponding to changes in 
the item inventories and standard deviations, as follows: 

N'i -dl^i- — af 
L* 

Wi 

Cji + 
[11-27] 

where N' is the normal density function (i.e., the derivative of N). We 
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impose the aggregate inventory constraint of Eq. [11-9]: solve the above 
equations for dl,• and substitute into the constraining equation 

dl = %UidIi 

to obtain 

dl = 
I, 

L da, +- * ' AT-V 
Uidi 

— dX 
di) i=l \_^i + Cj 

Solving for the change in the multiplier, we easily obtain: 

n-i 

+ QA 
dX = \^-=— 

Le,Ar'(/ycr,)(C,, 
" u-I. 

dl- l^dc, 
1=1 O'! 

[11-28] 

[11-29] 

[11-30] 

The differentials replaced by finite differences, and the other terms evaluated 
at the point of expansion, Eq. [11-30] would lead to a linear approximation 
of the marginal cost of aggregate inventory, when the total is allocated 
optimally among all the products. 

In order to obtain a relation which may be identified with Eq. [11-26], 
however, it is necessary to specify the relation between the standard deviations 
of the forecast errors, ai, and the sales forecasts, S;. 

Consider first the special assumptions of Case 3 in the preceding section. 
From Eqs. [11—18], [11—22], and [11—24] we have the relations 

} [11-31] 

Substituting the coefBcients defined above into Eq. [11-30], we then obtain: 

The linear approximation to marginal costs at the point 7°, 5°, and the 
corresponding X° will therefore be: 

X = X° + 
Cj + Cj 

vS° 
-T) [11-33] 
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This is the same formula for marginal costs as in Eq. [11-26] if: 

* vS° ^ Us' 

C« = - 
2“ 

C, = — 

[11-34] 

Eqs. [11-34] therefore give us the desired cost coefRcients. 
Suppose, on the other hand, that the standard deviation of the sales 

forecast errors increases as the square-root of the sales rate, in the presence 

of the assumptions of Case 2. That is: 

(7i = Wi\/Si 1 

From Eq. [11-19], 

t = 

UiSi = k^S 

ii N 

[11-35] 

[11-36] 
\Ci + C^j 

is the same for all the products. Consequently, the aggregate inventory is 

/ = SiMi/i = Mts/S [11-37] 

where M = The approximations amount to using the line 

tangent to the curve at the point of expansion, S°. 
Substituting Eqs. [11-35], [11-36], and [11-37] into Eq. [11-30], we then 

find: 
Nmci + cj 

dX = dl- ^^dS [11-38] 
wf r 2VS j 

The linear approximation to the marginal cost function at the point I , S , 

and the corresponding values of X° and t° is: 

N'{ 
X° + 

'^'(t°)(Cf_+ Q Tj _ JO) _ _ ^0)1 |■11_39] 

mVs= L J 
This is the same formula for the marginal costs as Eq. [11-26] if: 

, jV'(0(Ci + Q) 
^ mV^ 

Me 

" 2Vr° 

[11-40] 
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1 !-6 Determining item production: an illustration 

The decision rules that came out of the foregoing analyses are 
used to determine expected inventory for each product at the end of the 
current month. The rules can be readily converted into forms for making 
production decisions. In the inventory decision rule in Eq. [11-24] note 
that we need to have specified /,, the expected aggregate inventory at the 
end of the current period t. This may be obtained from the planned 
production by the condition: 

It-i [11-41] 

To illustrate the approach, assume that the special conditions of Case 3 are 
satisfied. 

Into the decision rules of Eq. [11-24] we substitute Eq. [11-41]: 

^i^it ~ [11—42] 

where i = 1, 2, ..., n. 

Convert the inventory production relations of Eq. [11-2] to the common 
unit of measurement and use Eq. [11-23] to obtain: 

WjPif = 4“ Pf) [11—43] 

where i = 1, 2, ..., 

We now present the use of this rule to obtain a production plan in a 
factory for a given month. At the beginning of the month the following 
information is available. 

(1) Inventory and back-order position for all products in the common 
unit, which for this factory is gallons. A sample of « = 17 products 
is shown in Column 2 of Table 11-1. The negative figures in the 
table indicate back orders as of the first of the month. 

(2) The algebraic total inventory on hand at the beginning of the month 
is = 9400 gallons. This is net inventory; i.e., gross inventory 
minus back orders. 

(3) The forecast of sales composition for the month of June is shown in 
Column 3 of Table 11-1. Because sales composition is highly seasonal, 
it must be estimated for each month. In this case = UiSjS^ was 
estimated by calculating 

^t-12 + ^t-11 + ^^-24 + ^t-23 

Thus the sales composition forecast was based on the actual sales in 
the same season one and two years earlier. 

(4) The aggregate production decision, P, = 18,500 gallons, has been 
made by using an aggregate decision rule of the type discussed in 
Chapter 2. 
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We now proceed to apply the decision rules of Eq. [11-43] to obtain the 
production schedule. If we add the initial aggregate inventory (/^ = 9400 
gallons) and the aggregate production (P^ = 18,500 gallons) we obtain the 
aggregate amount that will be available by the end of the month, (Jt-i + 
F, = 27,900 gallons). If we allocate this amount to the several individual 
products each in proportion to the total sales composition, we obtain the 
amount that will be available to each product, /Cj-X/t-i + Pt)- Multiplying 

Table 11-1. Calailatioii of the ProdEctioa Schedule. 

(1) (2) (3) (4) (5) 

Product Beginning inven- Forecast of sales Product available Month produC" 

number tory position. composition, by end month. tion schedule. 

kii Pt) ^iFu 
i (gallons) (per cent) (gallons) (gallons) 

1 300 1.4 400 100 

2 0 0.8 200 200 

3 600 2.8 800 200 

4 0 0.3 100 100 

5 600 2.0 600 0 

6 600 15.1 4200 3600 

7 3800 17.0 4700 900 

8 1500 5.6 1600 100 

9 -1500 4.3 1200 2700 

10 3900 19.5 5500 1600 

11 100 5.5 1500 1400 

12 0 8.0 2200 2200 

13 100 0.0 0 0 

14 -700 8.4 2300 3000 

15 300 7.4 2100 1800 

16 -100 1.4 400 500 

17 -100 0.5 100 200 

Total Total Total 

Inventory 9400 Available 27,900 Production 18,600 

each entry of Column 3 of Table 11-1 by 27,900 we obtain the corresponding 
entry of Column 4 (rounded to the nearest 100 gallons). 

For each product we subtract the amount initially on hand from the 
amount we wish to have available by the end of the month. This gives the 
amount to be produced during the month. Subtracting Column 2 from 
Column 4 we obtain Column 5 in Table 11-1. Zero production of product 
13 was substituted for the negative production that would have been called 
for by subtracting the entry in Column 2 from that of Column 4. As a 
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result of this adjustment total production of all products deviates from the 
specified aggregate production by 100 out of 18,600 gallons, or 0.5 per cent. 

! 1-7 Adjusting the production plan for restrictions 

The production scheduling method discussed above encountered 
the restriction that a negative-production decision could not be implemented 
(negative production is in fact an impossible situation). Other restrictions 
might also have been encountered. Production of a product might be 
permitted only within certain somewhat rigid lot sizes; upper limits might 
be placed on the production of a product or group of products by machine 
capacity, raw material availability, or other ad hoc reason. Such restrictions 
arise from many sources, and in different ways for different products. 
Before a production plan may be put into effect such restrictions may have 
to be taken into account and adjustments made to the plan. A method for 
making these adjustments is presented in the context of the decision rules for 
Case 3, but the method can be readily extended to any of the linear decision 
rules that are developed in this chapter. 

In order to better visualize the problem of adjusting production plans to 
meet the restrictions, it is convenient to rewrite Eq. [11-43] in vector form: 

or, more compactly, 

If-I + -Py = (Jt-1 + [11—45] 

These vectors can be shown in the n-dimensional product space in which 
each dimension represents the quantity of a product expressed in terms of 
the common unit. We illustrate the two product case in Fig. 11-6. 

The initial inventory position at the beginning of the month is shown as 
the vector from the origin. The sales composition vector indicates 
the desired proportions for allocating the inventory and production among 
products. Any point on the line through satisfies this requirement. 

However, only point (2) also falls on the 45° iso-quantity line that corre¬ 

sponds to the sum of the initial aggregate inventory and the specified aggregate 
production, /f_i 4- 

Since production is ultimately to bring the product availability from the 

initial inventory position point (T) to the desired availability position point 

(2), both ends of the production vector are uniquely determined. The 
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production decisions are found as the components of this vector; these are 
the decisions rendered by the decision rules of Eq. [11-43], 

If we study Fig. 11-6 carefully, we note that the production of product 2, 
Pj,, is negative since there would be less on hand after the “production” of 
this product than there was before. Such negative production is impossible, 
so to exclude it we impose the inequality restriction that negative production 

is excluded-, i.e., > 0. This means that when we start at point (T), we 

have access only to the shaded area in the figure. The aggregate production 

decision then places us on the 45" iso-quantity line between points (3) and . 

(In common units) 

Fig. 11-6. Restrictions to obtain non-negative production. 

But the inventory balance requirement based on sales composition indicates 

that the (excluded) point is desired. Thus, if we are to satisfy the 

non-negative-production restriction, the best that we can do is to adjust 

the production vector so that it reaches from point 0 to point 0 which is 

the closest available point to point (0; we might designate this adjusted 

production vector P',. 
In this case we have increased the production of product 2 to zero to 

satisfy the non-negativity restriction, and the production of product 1 is 

decreased to satisfy the aggregate production decision. 
Applying this method to the general case of n products we see that 

arbitrary restrictions can be applied to the production of some products 
productions of the other products are free to be adjusted in conformity 
with the aggregate production decision. Suppose we desire to adjust the 
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production plan of certain products in conformity with restrictions by adding 
a production adjustmentp^: 

UiPu = ^iPit + Pit [11-46] 

for certain but not all i, where may be either positive or negative and are 
determined for the individual product by the restrictions that are required 
to adjust Pij to a desired value, Pl^, 

For example, the adjustment might be either positive or negative to adjust 
for specified production lot sizes. For machine capacity or raw material 
upper limits the adjustments would be negative. To meet the non-negativity 
restriction the adjustment would be positive."*^ This adjustment will be 
needed for a product when the sales in the previous month or months have 
been extraordinarily low, or when production in a previous month has 
been high—perhaps as the result of an upward adjustment to meet lot size 
requirements. 

After the adjustments have been made through pi it is necessary to make 
offsetting adjustments to the other products in order to conform to the 
aggregate production decision. This is done by adjusting the production of 
the other products in proportion to their sales composition factor, 
Including these compensating adjustments with those of Eq. [11-46], we 
obtain an adjustment equation for all products: 

^iPit ^iPit 4" 
Pit 

^ifkit 
if Pi, = 0 [11-47] 

where i = 1, 2, 
is satisfied; i.e., 

, n, and q, is set so that the aggregate production decision 

qt = 
_'^^iPit_ 

Jiki, for all products where p^ = 0 
[11-48] 

In applying these adjustments a problem may arise when restrictions are 
violated after the adjustment, where no violation had occurred before; 
i.e., may violate restrictions that were not violated by P^. A new 
application of the adjustment process would be indicated to obtain PI, and 
so on. However, at each new adjustment the same problem may arise until 
q, approaches zero. One way to speed the convergence of this process is 
to introduce an estimated q,Q adjustment factor at the outset into Eq. [11-43] 
to obtain: 

^iPi ^itiJt—1 4" P, 4“ ^fo) [11~49] 

where / = 1, 2, ... , N, and q,Q is chosen on the basis of past experience 
with meeting restrictions. 

^ Some sample applications of this method for the non-negative restriction are given by 
B. E. Wynne, “Proportional Allocation of Item Buffers,” ONR Research Memorandum 
No. 43 (Carnegie Institute of Technology, May 1956). 
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By using this adjusted decision rule with a reasonable value assigned to 
^,0 decisions probably can be obtained by the initial set of Pi adjustments. 
However, a second round of adjustments using Eq. [11-47] may be required. 

• Restrictions on sub-aggregates. 

Production and inventory situations may arise in which restrictions apply 
not to individual products, but to a group of products. For example, 
several products may use the same raw material, or the same machines, or 
the same storage space, etc. If such restrictions can be applied directly to 
a single non-overlapping group of products, we can form an appropriate 
sub-aggregate of these products and therewith treat them as a single com¬ 
posite product in the rules for planning production subject to inequality 
restrictions. Once the decision on sub-aggregate production has been made, 
it can be imposed as a constraint on each of the products incorporated in 
the sub-aggregate. The production for each item in the sub-aggregate may 
be found by again using the methods presented for allocating production 

under constraints. 



chapter 12 

Planning trigger inventories 

for fixed lot sizes 

12-1 Overview of the chapter 

Under the so-called trigger rule system, production of an item 
IS ordered as soon as the inventory falls to a predetermined level, 
caUed the re-order point or trigger level. Assuming that the lot sizes are 
given and constant, trigger levels for the various products will determine 
the average allocation of the aggregate inventory among the individual 
products. 

For the various products we determine optimal trigger levels for any given 
level of aggregate inventory. The total costs of setup, inventory holding, 
and inventory depletion is thus a function of the given level of aggregate 
inventory. This function may be approximated by a quadratic for use in 
the aggregate production and employment rule, which, in turn, gives the 
optimal aggregate inventory level in each period. Trigger levels corre¬ 
sponding to the aggregate inventory level finally provide the optimal allocation 
of the inventory among the individual products. 

We present several formulations of the inventory-holding- and depletion 
costs. Depletion penalties may depend on (1) peak outage, (2) the maximum 
tune duration of the outage, or (3) units on back order multiplied by the 
length of time that the back order remains unfilled. 

It has been possible to derive an analytic expression for the inventory 
cost function only in some special cases. Relatively simple numerical 
methods may always be used, however, to obtain the aggregate-inventory cost 
function. 

220 
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12-2 Inventory holding and depletion costs for a single product 

Although we want ultimately to combine periodically-made 
aggregate production decisions with the trigger system for purposes of 
starting production of many individual products, we begin by considering 
the unconstrained minimization of the cost rate (the cost per unit of time) 

for a single product. 
For most of the analysis we make several assumptions, which are relaxed 

in Section 12-7: 

(1) The lead time is shorter than the lot time (that is, Tj^ < Tq). If this 
assumption is not true, the decision rule must be modified; an order 
should be placed when the inventory on hand plus that on order falls 

to the trigger level. 
(2) The trigger level, Jr, is non-negative. This assumption may not be 

applicable if reductions in total inventory are largely the result of 
activity in but a small number of products; it may be important -to 
have accurate cost functions with negative trigger levels. The resulting 
cost functions would then overstate the true inventory storage costs. 

(3) The lead time, T^, is a known. Although lead times are usually subject 
to random variation, this assumption is made in the interests of 
simplicity. When the error of the assumption cannot be neglected, 
Tl must be replaced by a regression function wherever appears in 

the cost function. 
(4) There is no serial correlation of sales rates between the periods con¬ 

sidered. In Section 12-7, a cost function under the other extreme 
assumption—perfect serial correlation—^is formulated for comparison. 

(5) An order is backlogged for future delivery whenever inventories are 
depleted. In Section 12-7 we will assume that whatever orders cannot 

be met immediately are cancelled. 

• Cost of holding inventory. 

The cost of holding inventory per lot is proportional to the areas abed and 
befc in Fig. 12-1, the factor of proportionality being the unit cost of 

storage, Cj. 

The area of abed is approximately: 

KTq - Tf)lQ -f (It -S'r)+ It] [12-1] 

Since Tq = QjS, Eq. [12-1] may be rewritten as: 

i.l(Q - TtS)(Q + 2It - Si) [12-2] 

There are two possibilities for the remaining area: either the inventory 
meets all sales during the lead time (as with Lot 1 in Fig. 12-1) or the 
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inventory will be depleted before the new batch arrives (as with Lot 2). If 
there is no depletion, as with Lot 1, the area is that of befc: 

+ {It - S£)\ [12~3] 

where < It- If stocks are depleted, as with Lot 2, we are concerned 
with the area of the triangle gjk. Since, by similar triangles. 

Tj = IrTJS^ [12-4] 

the area of gjk is: 

IrTrll = PtTJISj^ [12-^5] 

where Sl> Ij > 0. 
The inventory-holding cost per unit of time is found by multiplying the 

sum of the relevant areas by Cj/Tq, which equals CjSIQ. From Eqs. 
[12-2], [12-3], and [12-5], we find the cost to be: 

— It 

Sl^It 

[12-6] 

We^now assume that and Sl are distributed independently with the 
same density function, and that S is independent of and S^. The expected 
inventory cost is 

2^ (2 “ ^jdiQ + ^It ““ ^l) + 2q j 

— iQ TrS){Q + 2Ij - Si.) + 
c,r^s {2Ir - Sd, 

ItI^L’ 

o /•oo r2 

J It 

CiiQI2 + I^-Sj^ + 
CiSl f” {Sl — ItY 

f{SD dSL [12-7] 

Since the integral above is difficult to evaluate for many density functions 
of interest, we will sometimes use an approximation, justified if stockouts 
are not large or frequent. Whenever stockouts occur we base inventory 
costs on triangle ghk (of Lot 2 in Fig. 12-1) rather than triangle gjk. Under 
this simplification, Eq. [12-5] would be replaced by; 

ItTJI [12-8] 

where S^ > /j > 0. The inventory cost per unit of time associated with 

the triangle is 
Cj Ij-TlS 

[12-9] 
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where Sj^ > > 0, so that the expected cost becomes 

2Q 
(Q - Sd(Q + 2Ir - + 

2Q 

'It 
{ll-r - S£)f{S^) dS^ 

CrSr f” 

— Cj{QI2 + Ij- — Si) + 
CiSi 

2Q J /y 
iSi-Ir}fiSi)dSi [12-10] 

• Cost of inventory depletion: alternative formulations. 

Since the costs of being able to meet incoming orders may differ 
considerably in various applications, we will present three alternative 
formulations: 

(1) If the depletion cost is proportional to the number of units out of 
stock, the cost per unit of time is: 

~Q (^L ~ It) [12-11] 

where > I-j-. (The peak outage, — Ij, is shown as the hne 
segment hi in Lot 2 of Fig. 12-1.) Assuming independence, the ex¬ 
pected cost would be: 

Q . 
Ir)f(Si) dSi [12-12] 

(2) If the depletion cost is proportional to the maximum duration of the 
stockout, Ti — Ti, the depletion cost per unit of time is 

[12-13] 

where > It, since T, = ItTiISl, from Eq. [12-4]. (See Lot 2 in 
Fig. 12-1.) The expected depletion cost is then 

CA f" 

2 jit 

~ It 

Sl 
KSl) dSi [12-14] 

(3) If the depletion cost is proportional to the product of the number of 
units times the duration of the stockout, the cost becomes 

CbSTi (Si. - Iff 

Sl Q 
[12-15] 
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where Si > (See the triangle hij in Fig. 12-1.) Therefore, the 
expected depletion cost per unit of time is: 

Q 
KSl) dSi [12-16] 

12-3 Minimization of the cost rate for three models 

We will now compute the total expected cost per unit of time of 
inventory holding, inventory depletion, and setups, and obtain the optimal 
decision rule for the following three models: 

(1) Approximation for inventory-holding cost and depletion cost pro¬ 
portional to the number of units out of stock; 

(2) Exact inventory-holding cost and depletion cost proportional to unit 
time of stockout; 

(3) Exact inventory-holding cost and depletion cost proportional to the 
duration of stockout. 

• Cost minimization: Model L 

Adding the expected cost of setups to Eqs. [12-10] and [12-12], we find 
the total cost per unit of time, C, to be: 

c = C/,.| + Q (^1 + /x - 

+ I j" (Sl - Ir)fiSL) dS^ [12-17] 

Differentiating with respect to Ij, the controlled variable, we obtain the 

first order condition for minimum cost: • • 

= C, - |(^^ + [1 - /’(/?)] = 0 [12-18] 

/*• being the optimal trigger level. Hence, the optimal trigger level is given 

by: 

Cj 

^ ^ ~ iSlQ)[(C,TJ2) + Q] 
[12-19] 
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If Sl is normally distributed with mean and standard deviation a, 

then the integral in Eq. [12-17] may be written as: 

'*00 

{Sl - It)KSl) dSL = a{N'{Bla) - (5/^r)[l - iV( J/cr)]} [12-20] 

The expected buffer inventory is B = Ij - ST^^, and N'(x) and N(x) are the 
normal probability density and cumulative distribution functions, respec¬ 
tively in the standard normal deviate, x. Eq. [11-15], The cost function, 
then, becomes: 

Equation [12-19] for the optimal expected buffer B* becomes: 

N(B*l(x) = 1 - Q 
iSIQ)[(CjTJ2) + CJ 

[12-21] 

[12-22] 

• Cost minimization: Model 2. 

We now assume that the depletion cost is proportional to the number of 
units times the length of time of stockouts, given by Eq. [12-16], and the 
inventory-holding cost given by Eq. [12-7]. The total cost per unit of 
time, therefore, becomes: 

Cr| + Q(| + /r-sr^ 

- ItY 

It 

f(Sj)dSj^ [12-23] 

To minimize C with respect to /y, we obtain the first-order conditions: 

dC\ 

dlj\ 
= Q-^(Q + C^) 

(5c - /?) 
f{S£) dSL = 0 [12-24] 

The optimal trigger level must, therefore, satisfy the equation 

m) + 
J/4 

QCr 
-/(Sl) dSr=l-- 

+ Cr) 
[12-25] 

• Cost minimization: Model 3. 

In this model the depletion cost is proportional to the maximum interval 
of time during which the item is in backlog, given by Eq. [12-14], and the 
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inventory-holding cost is given by Eq. [12-7]. The total cost per unit of 

time, therefore, will be: 

C = C, I + C, (I + /, - STi) + ^ C,T^ ds, 

+ I C,n r 
a JIt 

To minimize the cost with respect to Ij-, we obtain the first order condition; 

Hence: 

/(Si) dS^ 

Q 
2/(Si) ds^ 0 [12-27] 

CjKqisTl) - 1 + F(r*)2 

— Cjl* 
” 2/(s^) ds,^ [12-28] 

The same methods may be used to solve for the unconstrained optima 
under other models of the cost structure. 

12-4 Optimal buffers under aggregate inventory constraint 

When dealing with n different products, the expected aggregate 
cost per unit of time of setup, inventory holding and depletion costs will be 

Ci where is the cost rate for the f’th product. If we assume that 
the expected aggregate cost rate is constant for the duration of the aggregate- 
production decision period, we may write the total cost for the period as: 

c = 5 c, [12-29] 
i=l 

where C,- is given by Eqs. [12-17], [12-23], or [12-26], depending on the 
form of the depletion cost and the approximation used in estimating the 

holding cost. 
Since the analysis will now be concerned with inventories at the end of a 

specified period of time, we will adopt that period as the time unit. The 
sales rate must be expressed as a number of units for this period, rather than 

as some arbitrary unit of time. 
The expected value of the aggregate amount of inventory at the end of the 

period measured in some common unit (such as labor input, cost, or value) 



228 INDIVIDUAL PRODUCTS 

will tend to be equal to the sum of the half-lots plus the expected buffer 
for each product: 

7=2 + 2 + 7q [12-30] 
/= 1 1=1^ 

where is an appropriate conversion factor, and and Iq are the expected 
aggregate inventory in buffers and in half-lots respectively. 

Suppose now that the aggregate inventory level, 7, has been determined 
by an aggregate production decision. Equation [12-30] may then be 
regarded as a constraint on aggregate inventory, and the problem is that of 
choosing the trigger level for each of the n products, so as to minimize costs, 
of Eq. [12-29], subject to the inventory constraint, Eq. [12-30]. 

We shall provide an explicit solution to this problem if the lot size is 
regarded as given (e.g. by technical considerations), and the cost for each 
product Cl is represented by Model 1, Eq. [12-17]. Analysis based on 
Model 2 will be presented in the following chapter. 

• Model 1 with inventory constraints. 

The first order conditions for minimum cost can be obtained from the 
Lagrangian function: 

i- + + [12-31] 

where 5; = 

From Eq. [12-17], the partial derivatives of L with respect to Iji give: 

. = = 0 [12-32] 

where i = 1,2,... ,n. Hence the buffers must satisfy the following equation: 

FIB, + = 1 _Qi ~ 2^;_ 

{S,m\iCnTLm + QJ 
[12-33] 

where i = 1, 2, ..., n. The n equations above, together with Eq. [12-30], 
can be solved simultaneously for the n + 1 unknowns, B, and A. The 
buffer levels so obtained will be functions of the desired aggregate amount of 
inventory, I. 

Substituting the solution into the cost function for each product, Eq. 
[12-17], and adding up the costs, we obtain the minimized total cost for 
the given level of aggregate buffer inventory. It should be noted that the 
aggregate inventory will not immediately reach the desired level /, for some 
time must elapse before a steady state is reached. Even in the steady state 
the aggregate inventory will be a random variable whose expected value is I. 
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Because the variable X in Eq. [12-33] must be such that Eq. [12-30] 
be satisfied, it may not be feasible to obtain an explicit analytical solution 
for each Bi in terms of /. In what follows we present some practical methods 
for obtaining the values of Bi if sales of each product are normally distributed. 
We begin by presenting the solution for a special case. 

# Solution under identical costs. 

Suppose that the inventory-holding cost, in terms of the common unit, 
is the same for all products: 

— = Cj, a constant 
Ui 

[12-34] 

^TiTrA 

M, a constant [12-35] 

This condition will be satisfied if the depletion and inventory-holding costs 
in terms of the common unit, the lead times Tu, and the lot time QijSi, are 
the same for all products. 

Assuming normal sales distributions Eq. [12-33] reduce to 

since Fi{Bi + E{Ti^i) equals NiBijai). Therefore, 

Si + 

cr, Km) 
[12-37] 

where i — 1, 2, , n, and N~'- is the inverse of the normal distribution 
function. Substituting from Eq. [12-37] into Eq. [12-30], 

Hence, 

■" 2 ^iSi — ^(2) 2 

2 “i°'i 

[12-38] 

[12-39] 

Substituting Eq. [12-39] into [12-37], we obtain the optimal constrained 
buffer levels: 

/r .. Qi\ 

2 2 “iO"; 
[12-40] 
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where i = 1, 2, ... , n. Note that the formula allocates the buffer inventory 
to products in proportion to the standard deviation of their sales. 

To find the aggregate cost under the optimal allocation, we sum the cost 
functions for single products, from Eq. [12-21]. The result is: 

With given lot times and lot sizes 

V ^ ^ “ilSi 
Z TT + w Z = -R. a constant [12-42] 
1=1 i=l ^ ^ 

Letting, 
n 

2 [12-43] 

it follows that: 

C = CJb + MalNXlgla) - (4/a)[l - iVC/a/o-)]} + R [12-44] 

• Solution when means and standard deviations can be predicted from aggregate 
sales. * 

Suppose, in addition, that 

[12-45] 
where / = 1, 2, ... , n, and 

_ n 

= kiS [12-46] 

where i — 1, 2, ..., n. That is, the variance of sales tends to change 
proportionally with the mean and the expected product-sales composition is 
constant. 

Evaluating a from Eqs. [12-43], [12^5] and [12-46]: 

” n _ „ 

a = ,Z = X^cJkiUi = K-JS [12-47] 
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Substituting Eq. [12-47] into Eq. [12-40], we obtain the buffer inventories: 

[12-48] 

where / = 1, 2, The buffers determine the trigger levels 

/„ - + S,n [12-49] 
where i = 1, 2, ... , n. 

The aggregate cost function, Eq. [12-44], then becomes: 

C - C,I. . - ^[l - ^(4)]} 4 « [12-50] 

Thus we obtain the minimum setup, inventory-holding, and depletion cost 
as a function of the level of expected aggregate inventory, /, and expected 
aggregate sales rate, S. The cost function may, for use with cost functions 
for production and employment, be approximated by a quadratic to give the 
aggregate production, employment, and inventory rule. 

I2-S Numerical method for determining constrained buffers 

The solutions obtained above were for special cases. It is not 
usually possible to get simple decision I 4 

rules and cost functions. The follow- I 5000 - i 
ing numerical method may, however, be | ! ^ 
used. 1 J "i 

I 4000 - g 

(1) Select some numerical values of 2. o | / i t- 2 
Limits can usually be found for X i 1 3000 / I § 1 
(as we shall see in the example \ 
below), but the best guide in ^1 7- 20001"^ I 
selecting some reasonable values | / 1 I 
for X is to remember that it is the 1 X __ c 
marginal cost of aggregate inven- | jX | 
tory, ^C/d/5. (This may be veri- , 1 , , | , 

lied by examination of Eq. I _o.3 /0.2 loi 0 i 0.1 

[12-31], which defines X.) | / j 
(2) Compute 5;(2), where / = 1, 2, I y ^ 

, n (from Eqs. [12—33] for (in doUars per common unit erf product) 

Model 1), for each value of X. Fig, 12-2. Aggregate buffer /j? as a func- 
(3) Compute Ib(X) = 2”= 1 UiBi{X) for tion of the marginal cost of inventory A. 

each value of X (Eq. [12-30]). 
(4) Plot the points thus obtained with coordinates X, Ib(X\ and draw a 

smooth curve through the points, as illustrated in Fig. 12-2. 
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(5) For each value of 1 substitute the corresponding buffer levels, 
where / = 1, 2, into Eq. [12-29] and calculate the minimum 
aggregate cost C. Repeat for each value of L 

(6) From steps 3 and 5 values of and C will have been obtained for 
each X. Since for each aggregate buifer inventory there is a unique 
aggregate cost, we may plot these paired values and draw a smooth 
curve, as illustrated in Fig. 12-3. 

(7) The cost curve of the aggregate buffer can be approximated near its 
minimum by a quadratic (see Fig. 12-3). It is simpler, however, to 
approximate the marginal cost function, illustrated in Fig. 12-2, by a 
straight line near its intersection with the 4 axis. The quadratic total 
cost function (or linear marginal cost function) can then be used in 

l^ig. 12-3. Minimum inventory cost for a given buffer inventory. 

making the aggregate-production decision, which in turn determines 
the aggregate inventory available for buffers. 

(8) Finally, one estimates the aggregate buffer inventory in the knowledge 
of known aggregate inventory at the beginning of the period, 4, the 
aggregate production decision, the aggregate sales forecast, and the 
aggregate lot inventory: 

4 = / - 4 = 4 + P ~ ^ 4 [12^51] 

A plot similar to Fig. 12-2 would give the value of X corresponding to 
4* ^ can be used^as it was in step 2, to calculate the optimal buffer 
for each product, From these, the trigger levels are determined. 

12-6 Illustration of buffer stock calculations 

When many products are to be made, grouping those with similar 
costs, sales rates, etc. will greatly simplify the computations. In the follow- 
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ing example we assume that the products can be separated into three virtually 
homogeneous groups. We shall further assume that sales for each product 
are normally distributed, and we will use the cost relationships of Model 1. 

A total of 21 products are classified into three groups: ten in Group 1, 
ten in Group 2, and one in Group 3. Assuming the products within any 
one group have identical properties, we need to make calculations only for a 
representative product in each group. For this example, the subscript j will 
be used to designate a representative in they’th homogeneous group. 

The relevant data are shown in Table 12-1. We now follow the eight 
steps outlined in Section 12-5. 

(1) In determining some reasonable values for A we use, with normality, 
Eq.[12-33]: 

_~ _ 
[12-52] 

where j = 1, 2, 3. 
Substituting from Table 12-1 the numerical values for Group 1, we 

obtain: 

(S \ 1 _ 15; 

— ) = 1 - 2-7;-T-FTTv = 0-^4 + 2-40A [12-53] o-J 6 + (1 X 0.5/2) '■ ^ 

Similar substitutions for the other two groups give: 

N = 0.84 + 0.48A [12-54] 

= 0.96 + 0.48A [12-55] 

The cumulative distributions have the limits 

0 < n(^ 5 1 [12-56] 

where ./ = 1, 2, 3. 
If A is such that the value of any of the distributions is equal to unity, 

the corresponding buffer Bj h infinite and hence will absorb any 
amount of Increased aggregate buffer inventory. Hence A never can 
exceed this value. Similarly, if A is such that the value of any of the 
distributions is equal to zero, the corresponding buffer Sj approaches 
- 00 and hence will absorb any amount of decreased aggregate buffer 
inventory. The possible values of A may readily be computed from 
Eqs. [12-53], [12-54] and [12-55] to be: -0.35 < A < 0.066. 
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Within these limits we have selected eight values of X, shown in 
Column 1 of Table 12-1. 

(2) For each value of X we calculate the value of the cumulative normal 
distribution for a typical product from each product group using 
Eqs. [12-53], [12-54], and [12-55], The values are shown in 
Column 2 of Table 12-2. Using the normal distribution tables we 
determine the corresponding value of Bj\<jj in Column 3. The 
buffers for each product and each X can be obtained by multiplying 
each number in Column 3 by the relevant Cy. 

(3) To obtain the aggregate buffer 1^, for each X we convert the product 
buffers to the common unit, apply weights (the number of pro¬ 
ducts in each group), and add. The results are shown in Columns 4 
and 5. 

(4) The relation between the aggregate buffer (Column 5) and X 

(Column 1) is graphed in Fig. 12-2. The aggregate buffer inventory 
that would be optimal if there were no outside constraints influencing 
the buffer inventory is that corresponding to A = 0. 

The two asymptotes are the minimum and maximum values of the 
marginal cost, A. The marginal cost for very large inventories is the 
smallest of the three storage costs in terms of the index weights Uj. 

From Table 12-1, we see that the minimum ratio Cjy/wy equals 0.0667, 
the maximum value of A. The marginal cost for a very large total 
backlog of unfilled orders is the smallest depletion cost in terms of the 
index weights. The minimum of the ratios C^y/wy is again for Group 1. 
The resulting marginal cost, -0.4000, differs from the lower asymptote 
in Fig. 12-2 because the cost function, Eq. [12-21], proceeds on the 
assumption that the trigger inventory is positive. 

(5) Substituting the product buffer levels of Column 3 into Eq. [12-21], 
and adding, we obtain the minimum total cost C as shown in Column 6. 
A plot of the total cost and aggregate buffer inventory (Column 5) is 
given in Fig. 12-3. The plot of A against in Fig. 12-2 gives the 
slope of the total cost curve in Fig. 12-3. 

The cost curve depends, of course, upon the sales rates of each of 
the product groups. The cost curve for a higher aggregate sales rate, 
vdth the proportion of the total in each group unchanged, would be 
higher than that of Fig. 12-3,. and its minimum point would be to the 
right of that given. It is not necessary to assume a constant sales 
composition in order to express total inventory costs as a function 
of aggregate buffer inventories and aggregate- sales, as long as there 
is some stable relation between aggregate sales and its distribution 
among individual products. 

The allocation of total inventory to individual products differs consider- 
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Table 12-1. Data for Buffer Calculations. 

1 

Group 

2 3 Units 

Constants: 
Cij 

^di 

Tu 
rij (Number of 

products in 
each group) 

1 

6 
1 
2 

10 

15 

1 

6 
1 
J 

10 

3 

1 

6 
1 
2 
1 

12 

$ per unit of product per period of 
time 

$ per unit of product 
Time 
Pure number 

Common unit of product per unit of 
product 

Given decisions: 

Qi 30 30 100 Units of product 

Forecasts for the period: 

S, 

<^l 

30 30 400 Units of product per period of time 
10 10 40 Units of product per period of time 

Table 12-2. Buffer Stock Calculations. 

(1) (2) (3) (4) (5) (6) 

A 
<^i 

n,UjSj = Ibi 4 = 
j 

Cf 

Group Group Group 

1 2 3 1 2 3 1 2 3 

0.065 0.996 0.871 0.991 2.65 1.13 2.36 3975 339 1133 5447 $867 

0.050 0.960 0.864 0.984 1.75 1.10 2.15 2625 330 1032 3987 779 

0.020 0.888 0.850 0.970 1.22 1.04 1.88 1830 312 902 3044 744 

0 0.840 0.840 0.960 1.00 1.00 1.75 1500 300 840 2640 738 

-0.100 0.600 0.792 0.912 0.25 0.81 1.35 375 243 648 1266 806 

-0.170 0.432 0.758 0.878 -0.17 0.70 1.16 -255 210 557 512 904 

-0.200 0.360 0.744 0.864 -0.36 0.66 1.10 -540 198 528 186 964 

-0.300 0.120 0.696 0.816 -1.17 0.51 0.90 -1755 153 432 -1170 1311 

t The fixed cost per order is omitted from the cost column in the table since it will be 
the same for all aggregate buffer inventory levels. 
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ably for various levels of aggregate buffer inventory. We have calculated 
the per cent of total buffer inventory allocated to a group of products, 
hjlla (dividing the respective entries of Column 4 by the corresponding row 
of Column 5), and plotted them in Fig. 12-4 for each level of aggregate 

AGGREGATE BUFFER INVENTORY 
Ig (In common units) 

Fig. 12-4. Optimal allocation of aggregate 
buffer inventory to product groups. 

inventory. The example shows that 
maintaining a constant percentage 
composition of inventory as the 
aggregate inventory level changes is 
not optimal. In general, it is neces¬ 
sary to change the inventory compo¬ 
sition as the aggregate inventory 
changes. Just how much the com¬ 
position changes depends, of course, 
on the cost parameters, the lead times 
and the distribution of sales forecast 
errors. If the aggregate inventory, 
in Fig. 12-4, is less than about 800 
units, the buffer inventory in Groups 
2 and 3 combined exceeds 100 per 
cent of the aggregate buffer inven¬ 
tory. Under these conditions the 
optimal buffer for Group 1 is nega¬ 
tive—that is, the trigger level is less 

than expected sales over the lead time, STj^. At this low level of aggregate 
inventory, frequent stockouts of the products in Group 1 are to be expected. 

12-7 Alternative assumptions for inventory cost functions 

In this section we will study the effect of alternative assumptions 
on the inventory- and depletion-cost functions. The cost functions will be 
set up under each of the following conditions: 

(1) Lead time exceeds the length of time between successive orders; 
(2) The trigger level, /j, may be negative (that is, an order is placed when 

the backlog is sufficiently large); 
(3) The factory lead time, J^, is subject to random variation; 
(4) Sales within periods possess high serial correlation; and 
(5) Orders which cannot be met immediately are cancelled by the customer. 

Under certain conditions, the alternative assumptions make little practical 
difference. It is, of course, important to know the conditions under which 
the prior assumptions lead to correct results. When it is necessary to make 
the alternative assumptions, however, the cost functions below may be used 
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to allocate inventory among individual products, instead of Eqs. [12-7] or 
[12-10]. 

# Lead time longer than lot time. 

When the lead time exceeds the lot time, a new order will have to be 
placed upon the consumption of one lot but before the immediately preceding 
order has been received into inventory. For the example in Fig. 12-5 the 
lead time is almost double the lot time. As a consequence two orders, and 
never less than one, are outstanding much of the time. Although trigger 
decision rules can be adapted to this case by triggering orders on the basis 
of inventory on hand plus on order, considerable confusion frequently arises 
when several orders are placed without having any immediate effect on 
inventory. The delivery lag sometimes prompts redundant orders in an 
effort to do something about a sagging inventory position. 

When a decision is made to place an order of given size, two things are 
determined: (1) the date at which the lot is to arrive (assuming constant lead 
time) and (2) how much will be received. Both, of course, influence the 
inventory and depletion costs. The cost consequences of two decisions are 
indicated in Fig. 12-5, where the Lot 1 decision and the Lot 3 decision are 
shown as the shaded portions of the resulting inventory and depletion levels. 
For Lot 1 the buffer B is positive and for Lot 3 it is negative (i.e., orders are 
backlogged). 

Inspection of the shaded areas allows us to write the cost of holding 
inventory per lot almost directly. If the buffer inventory is not negative, 
the cost is proportional to the area of triangle abc plus the area of the 
parallelogram bade: 

C,{^ + BT^ [12-57a] 

where B > 0. If, on the other hand, the buffer inventory is negative, the 
cost is proportional to the area of triangle fgh less the area of the parallelo¬ 
gram ghij plus the area of triangle hik: 

Cj + BTq - [12-57b] 

where B < 0. 

The inventory-holding cost per unit of time is found by dividing the 
expressions above by the lot time Tq, giving: 

ICmiTii. it B > 0 
[12-58] 





TRIGGER INVENTORIES FOR FIXED LOT SIZES 239 

In this form the cost of holding inventory is easily visualized. This cost 
rate has one component that is proportional to the half-lot size. Since 
Q > 0, this cost component is always positive. The second cost component 
is proportional to the buffer level B, but since B can be either positive or 
negative, this cost component can be negative. Since inventory-holding 
cost can never fall below zero, the function is valid only when B > —Q. 

The third cost component is related to the area of triangle hik. This com¬ 
ponent is small relative to the buffer cost and can be neglected with little 
resulting error as long as stockouts occur a small fraction of the time. 

Assuming that the inventory-depletion penalty is proportional to the 
number of units times the length of time backlogged, the cost may be stated 
in terms of the area of triangle hik in Fig. 12-5. Multiplying the area by 
CdITqj we obtain the cost of inventory depletion per unit of time: 

C^BTJITq [12-59] 

where B < 0. 
Adding the costs of Eqs. [12-58] and [12-59], and the setup cost per 

unit of time, we obtain the total cost per unit of time: 

^+Cj(^ + B 

, if B > 0 

9i±£A?Ie, if B < 0 
2 J To 

[12-60] 

Dividing the lot size Q by the lot time Tq, we define the average sales 
rate over this interval as 

Q 

Tq 
[12-61] 

Assume in the event of a stockout that the average sales rate during the 
stockout period is equal to the average sales rate during the whole lead 
time: 

Tl 2’b 

[12-62] 

where B < 0. Using Eqs. [12-61] and [12-63], we eliminate Tq and Tg 

from the cost function Eq. [12-60] to find the total cost per unit of time: 

fo 
Cj + Cj) 

2 

, if B >0 

B^STl 

QSl 
’ if B <0 

[12-63] 

1 Alternatively we can think of S as the average sales rate that prevails during the sale of 
a quantity Q. 
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B = It — Sr [12-64] 

the total cost per unit of time may be expressed alternatively as: 

S (Q \ r .if/rSrSi, 

[12-65] 

If Si^ has the density function f{Si} and is distributed independently of 5, 
then the expected total cost per unit of time becomes: 

C = Cjr -^ + Cj + /r — 

Q + c^ r 
I _ _ Or 

22 
KSddSj^ [12-66] 

This expression is precisely the same as that obtained under the assumption 
of a short lead time. (Compare with Eq. [12-23].) 

# Costs with negative trigger level. 

As can be seen from the sample in Section 12-6, aggregate inventories 
may sometimes be reduced by making the trigger levels negative for a 
relatively small number of products. In some cases, therefore, it will be 
desirable to have more accurate cost functions under this assumption. 

The inventory-holding cost with a negative trigger is proportional to the 
area of the triangle abc in Fig. 12-6 (if the high point of inventories is 
positive): 

\Tj{Ir “ Si + 2) = Wt “ Si + Qf [12-67] 

where /j ■” Si + 2 ^ 0. Multiplying the expressions above by CjITq = 

QS/ 2, we obtain the inventory cost per unit of time: 

.(/r-Si+ 2)" [12-68] 

where /j - Si + 2^0. The expected inventory cost per unit of time is, 
therefore. 

Cj 
(It - S£ + Q)V(Si) dS'L [12-69] 

where Ij + Q > 0. If /j- + g is negative, the inventory-holding cost is, 
of course, zero. 

With a heavy backlog position it is most natural to assume that the depletion 
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penalty is proportional to the number of units times the length of time 
backlogged. The cost is proportional to the area of dhgb in Fig. 12-6. 
This area is equal to the areas of rectangle defc less triangle agf plus triangle 
abc plus triangle ehg: 

-ItTq + ¥Tq - mQ - 

'(iS)(Ir - SI + Qf, if _ Si + e > O') 

,0 , if /^ _ Si + e < Oj ^ ^ 
[12-70] 

Multiplying by C^ITq = CjySjQ to get the depletion cost per unit of time 
and taking the expectation, we obtain: 

^It+ Q 

0 

(It - Si + 0V(Si) iSi [12-71] 

Adding the average setup cost, Eqs. [12-69] and [12-71], we obtain the 
expected total cost per unit of time: 

e 22 

‘/t+Q 
(/r + e-Si)V(Si)iSi-CB 

[12-72] 

as long as It + Q is positive. (Compare with Eqs. [12-66] and [12-23].) 
The first-order condition for the optimal unconstrained trigger level, pro¬ 
vided it is negative, is: 

8C 

Wt It=It 

Cj + Cj) 

Q 
(/? + e - Si)/(Si) rfSi - = 0 

[12-73] 
instead of Eq. [12-24]. 

If /? -t- e is negative, the integrals in Eq. [12-72] and [12-73] should 
be replaced by zero (in which case the derivative would not vanish). 

• Random lead time. 

In some applications random variations in the factory lead time cannot 
be neglected. Therefore we will show how the analysis in Section 12-2 may 
be modified to take the variation into account. We will assume that and 
St are jointly distributed independently of S, r£, and S£ with the density 
function fiT^, S^). The inventory-holding cost function Eq. [12-7], for 
example, is replaced by the following; 

+ 
CiS 

2fi 

: fa 

■ Jo 
Tl 

{St - hf 
f{TT,ST)dTTdST [12-74] 
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Denoting the conditional density function of Ti^ given by g{Ti\Si) and 
the marginal distribution of by fxiSi), the joint density may be written as: 

KTl, Sd = giTASdfiiSd [12-75] 

Consequently, 

^00 

Jo 
TJ{Tl, Sr) dTr^ = 

LJO 

Tr.g{Ti\Sr)dTr^Y^{Sr) = Tr^(Sr)f2(Sr) 

[12-76] 

where Tr)Sr) is the conditional mean of Tl given (that is, the regression 
function). 

The cost function Eq. [12-74] therefore becomes: 

C, (j +It- ^ J” TriSdhiSd dS^ [12-77] 

Similar changes could be made in the expressions for depletion costs. (Cf. 
Eq. [12-7].) 

• High serial correlation of sales. 

Assuming that all sales rates are perfectly correlated implies that the 
following equations are satisfied: 

= Tr^S [12-78] 

The inventory cost function, Eq. [12-6], becomes 

Q (2 + Sr){Q + 2Ir - Sr) + 
Q rS^(2/^ - Sr), if 

22 in . if 

< 

> It 
[12-79] 

The expectation of Eq. [12-79] is the following: 

Cr ^ J (St — Irf f(Sr) dS^ [12-80] 

It differs from Eq. [12-7] only by the factor Sj^jS^ within the integral. 

• Cancellation of orders not immediately filled. 

We now suppose that any orders which cannot be filled immediately from 
stock are cancelled. Earlier, we had assumed that any orders which cannot 
be filled immediately are backlogged and delivered as soon as the new 

shipment arrives. 
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The inventory cost per lot is proportional to the area of abefd in Fig. 12-7, 

the altitude of which can be no less than Q. The area of abed is 

¥Tq - Tl){Q + 2/r - Si), if Si < Ir 

KTq - Tr)(Q + It) , if Si > It 
[12-81] 

instead of that given by Eq. [12-1], The remaining areas are the same, so 

that the expected inventory-holding cost per unit of time is: 

+ —{Q Sl) 

C 
+ 

^00 

(Si- 
J/T 

•A r 

’-Q Jy 

fT)/(Si) dSi 

(Si — It)^ 
fiSi)dSi [12-82] 

instead of Eq. [12-7]. 

Using the approximation Eq. [12-9], the expected inventory-holding cost 

is: 

Cl (Si - lT)f(Si) dSi 

instead of Eq. [12-10]. 

[12-83] 



chapter 13 

Lot sizes and 

buffer inventories under the 

re-order point system 

13-1 Overview of the chapter 

In this chapter we are concerned with determining both lot sizes 
and reorder points for individual products, and finding an inventory-cost 
function which may be used to determine the decision rules for production 
and employment. The analysis is complicated because we consider simul¬ 
taneously the optimal lo't size and inventory reorder level. Since sales 
rates within a short time interval often display the gamma probability 
distribution, we study the use of this distribution in detail. 

The main steps of the analysis may be summarized as follows. The rate 
at which costs are incurred for a product depends on its average sales rate, 
the probability distribution (which depends on the lead time) of sales forecast 
errors, the cost of holding inventory, the cost of ordering a lot or setting up 
machines for the production of a lot, the cost of a stockout, and finally the 
decisions concerning the lot size and the trigger level. From a long-term 
forecast of sales we determine the lot sizes and trigger levels that will give 
minimum cost for a given constraint on aggregate inventory. 

We then have a basis for stating how the lot sizes and buffers should 
change with aggregate inventory restrictions and sales of individual products. 
In other words, for each product there may be obtained linear decision rules 
that will yield that optimal lot size and trigger level consistent with current 
short-term changes in sales for the product and the constraint on aggre¬ 
gate inventory. Finally, we obtain a linear marginal cost function of 
aggregate inventory and the forecast of aggregate sales. This function, by 
showing the cost implications of various levels of aggregate inventory, can 

246 
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be used as one factor in making the aggregate production and employment 

decisions. 

13-2 Lot size and trigger inventory for a single product 

The costs that depend on the lot size and trigger level decisions 
for a product can be written on the basis of the cost analyses presented in 
Chapter 12. We choose the cost function of Model 2 in which the depletion 
cost depends on both the units of stockout and the time duration of stockout. 

The cost function from Eq. [12-23] is: 

+ 
SjCo + C,) 

2Q 

(STl - It)' 
f{S)dS [13-1] 

JtITl 

where the lead time sales, S^, has been written in terms of the average sales 
rate, S, that prevails during the lead time, according to the relation 

Sr =TrS [13-2] 

Necessary conditions for minimum cost are that the partial derivatives of 
C, with respect to Q and Ij, vanish. The conditions for this are the pair of 

nonlinear equations in Q and Ij. 

ec S' 
Cjr + i(C£, + Cj) 

'CO 

rrlTL 
f(S) dS + iCi=0 

[13-3] 

Wt 

SjCo + Cj) 

Q 

STl - It /(S) dS + Cl = 0 [13^] 

ItITl 

The value of Q satisfying Eq. [13-3] may be written explicitly in terms of 

the trigger inventory; 

f2S 

"kl 
Cf + OCd + Cj) 

(Sn - Irf f(S)dS 
JtITl 

1/2 

[13-5] 

Note that Eq. [13-5] differs from the standard lot-size formula, 

Eq. [10-5], 

IlCjrS 
Q 

,(i) _ [13-6] 

only in that the fixed cost of reordering, C^, is altered by an amount 
depending partly on the cost of depletion. Hence, the depletion cost leads 
to somewhat larger lot sizes. The size of the difference is illustrated in 
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Fig. 13-], which compares lot sizes against sales according to Eqs. [13-3] 
and [13-4] for various coefficients of variation of the sales rate (assumed 
to have the gamma distribution). As has been shown in earlier chapters. 

Fig. 13-1. Relation between lot sizes and sales rates. 

the effect of an inventory restraint is to change the storage cost of the product. 

Consequently, Eqs. [13-3] and [13-4] apply in the presence of the con¬ 
straints only if the inventory costs are properly adjusted. 

The solution of Eq. [13-4] for Ij given any value of Q may be found by 
iterative calculation. Newton’s method of successive approximations 

Fig. 13-2. Relation between trigger inventories and sales rate. 

proves to be satisfactory. Figure 13-2 shows how the trigger inventories 
vary with the rate of sales and the depletion to holding cost ratio, C^/Cj. 

Sufficient accuracy in the solution of the system can probably be obtained 
by calculating from Eq. [13-6], ignoring the depletion cost effects 
entirely. Substituting into Eq. [13-4] allows to be calculated. 
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Substituting 7^” into Eq. [13-5] gives a better value, and 
will probably be close enough. However, the process may be continued to 
attain any required degree of accuracy. 

13-3 Lot sizes and buffers with several products and a constraint on 

aggregate inventory 

We desired to minimize total cost for n products in the period, 

C = i C, [13-7] 
1=1 

where the C; are the cost functions for individual products, given by 

Eq. [13-1]. 
We now minimize C subject to the constraint that the expected total 

inventories 7 be .set at the level that is indicated by the aggregate production 
decision. The expected inventory of a product is a half-lot plus the expected 
buffer, or (gi/2) -t- (7.,., - 5,7^^). Then the aggregate constraint may be 

written 

7 V w, + /,,, _ [13-8] 

where w, is the number of common units of inventory per unit of product 7. 
To minimize C subject to the constraint Eq. [13-8], we set up the 

Lagrangian function, 

+ A 7 - i U, + 7,, - [13-9] 

Taking partial derivatives with respect to each decision variable, g; and 
I'll, and setting them equal to zero, we obtain the first order conditions for 

a minimum: 

dL 

OQi 
- ^ I^O’i + UCdi + Q() 
+ i(CVi - u,X) = 0 

irilTu 

[13-10] 

o r® 
-~iC,n + C„) 

Qi Jiriiru 

*+* (^'/l ^ 
[13-11] 

These equations are formally the same respectively as Eqs. [13-3] and 
[13-4]. Therefore, the methods of solution presented in Section 13-2 are 
applicable if the relevant value of X is known. We also note that the 
solution to the unconstrained problem in Section 13-2 gives a point from 
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which linear approximations of the functions in Eqs. [13-10] and [13-11] 
may be taken. 

The linear approximations are found as follows. The total differentials 
dQi, dl-j-, dSi, and dX must, from Eqs. [13-10] and [13-11], satisfy 

-'^dX = 0 [13-12] 

"2. + [I (C.. + c,i £ im) .s.] 

fc,, + c„ r- s,r„ „ S/.I 
1 e, 

— Ui dX = 0 [13-13] 

Replacing the differentials in Eqs. [13-12] and [13-13] with finite differences 
from the point of expansion, we obtain the following pairs of linear equations 
in the unknowns Qi and ^Ti' 

+ ^2ifri + ~ \UiX 

= auQt + = a^, [13-14] 

^SiQi T ~ 

= ^siQi + + ^liSi — UiX° = Cgi [13-15] 

where the superscript ° indicates the value of the variable at the point of 
expansion, and the constants a are the coeflScients of corresponding terms in 
Eqs. [13-12] and [13-13], evaluated at the point of expansion. 

It is convenient to take S° as the average rate of sales expected to prevail 
during the coming year, and to assume that the aggregate inventory con¬ 
straint will not, on the average, be an effective limitation. That is, the 
average inventory to be maintained during the year will be that implied, 
through Eq. [13-8], by the unconstrained order quantities Q° and trigger 
levels Ixi given by Eqs. [13-5] and [13-4]. (The resulting value of X° will 
be zero.) 

For the given numerical values of the constants, a, we can solve Eqs. 
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[13-14] and [13-15] for Qi and In in terms of Si and 1. We write the 

solution symbolically: 
Qi = + ^2i^i + [13-16] 

Iji = ^4i + ^5 A + [13-17] 

where z = 1, 2, These are the desired decision rules for each pro¬ 
duct. The order quantities and trigger levels are, however, functions of the 

multiplier X, the value of which is as yet unknown. 
We find 2 as a function of the aggregate inventory constraint as follows. 

It is convenient (but not necessary) to introduce the assumption that the 
expected sales rate for each product, will always be a certain proportion 

of the aggregate sales rate, 5:^ 
= k,S [13-18] 

where i = 1, 2, ... , «, and S = 2r=i 
Substituting Eqs. [13-16] and [13—17] into the aggregate constraint 

Eq.[13-8], 

^ = 2 + ^2i) + (i^2i + ^5i - -1- + ^6iM] 
1 = 1 

= tfi + d^S + d^X [13-19] 

This gives A as a simple function of 1, the aggregate inventory, and S, the 

aggregate sales rate: 

A = 1 (/ - - d^S) [13-20] 
«3 

Now the value of A can be calculated given the desired 1 and the predicted 
S. Substituting this value of A into the decision rules Eqs. [13-16] and 
[13-17], optimal constrained trigger levels and lot sizes are obtained for each 

product. 
Since X is the marginal cost of aggregate inventory optimally allocated 

among products, the inventory cost coefficients in Eq. [2—5] are. 

C, = -L [13-21] 
2^3 

13_4 Computations if sales forecast errors have the gamma distribu¬ 

tion 

In order to be able to carry through the above solution, it is 
necessary to select a specific probability distribution for/(S). Several studies 
have been made of the distributions of sales rates for products (one is 

1 A solution made in the absence of this assumption is presented in Section 10-6. 



[13-27] 



LOT SIZES AND BUFFER INVENTORIES 253 

It is also possible to state the derivatives of these functions in terms of G(0 
by methods similar to those illustrated above. 

Equations [IS-12] and [13-13] depend on the following functions involving 
the gamma distribution: 

dR(Ir) 
dir 

- f" - 

J Irm ^ 
-AS) ds 

= - 27’,[1 - G(l)] + ^ [1 - G(2)] . [13-29] 

e^Rilr) 

dAr 

= 2 [1 - G(2)] [13-30] 
r — 1 

The derivatives with respect to S are more difficult to evaluate in closed 
form. Approximations are, however, available. We have: 

dS dq dS dr dS 

. ^ |(S - S) + s[i„, - s|/(S) 

[13-31] 

With this approximation the coefficients in Eqs. [13-12] and [13-13] 
involving df/dS may be evaluated in terms of the functions C(/c). 

13-5 Evaluation of the gamma probability function with an elec¬ 

tronic computer 

It is very inconvenient to rely on the available tables of the gamma 
function^ in applications, for which an electronic computer is generally 

2 See K. Pearson: lahle of the Incomplete Gamma Function (London: Office of Bio- 
metrika, 1934); and E. Jahnkc and F. Emde: Tables of Functions 4th Ed. (New York: 
Dover, 1945), p, 23. 
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necessary to carry out the detailed calculations. We will therefore describe 
two methods for calculating the values of the gamma distribution function. 
Flow charts are presented for both methods. Translation of the flow charts 
for use with any computer should not be difficult, and requires only natural- 
logarithm and exponential routines. 

• A general method for calculation of the gamma distribution. 

The gamma distribution function. 

F{x) 

has the series expansion: .3 

F{x) = 1 — 

n = 0 n (;? + z + 1) 
; = 0 

which is a form suitable for machine computation. 
The inverse factorial, l/p!, may be calculated as follows; 

[13-32] 

[13-33] 

For — 1 < r < +1, 

1/r! = Cj + C2>' + + ... + [13—34] 

The C’s are given by Davis,and are reproduced in Table 13-1, to eight 
significant figures; for greater accuracy, Cjg to C23 may be obtained from 
Davis, op. cit., and the polynomial in Eq. [13-34] extended. 

Cl = +1.0000 OOOx 100 

C2 = +5.7721 566x lO-i 

Cj = -6.5587 807X lO-i 

C4 = -4.2002 635 X 10-2 

Cs = +1.6653 861x10-1 

Table 13-1. 

Ce = -4.2197 735x10-2 
C7 = -9.6219 715x10-3 

Cs = +7.2189 432x10-3 

Cg = -1.1651 676x10-3 

Cio = -2.1524 167x10-4 

Cii = +1.2805 028 X 10-4 

C12 = -2.0134 858x10-5 

Cl 3 = -1.2504 935x10-5 

Ci4 = +1.1330 272x10-6 

Ci5 = -2.0563 384x10-7 

For p > I, or p < —1, one may use the recursive relation pi = p{p — 1)! 
(for non-integral p as well as integral p) to obtain a factorial within the limits 
as required. Thus, if p = 2.7 

1 _ 1 

p\ ~ 2.7 X 1.7 X 0.7! 

and 1/0.71 may be calculated as r is above, in Eq. [13-34]. 

3 The derivation of this formula is given by P. R. Winters: “Calculation of the Incomplete 
Gamma Function . ..” Appendix B to O.N.R. Research Memorandum No. 48 (Carnegie 
Institute of Technology, August, 1957). 

4 Davis, H. T., ^ables of Higher Mathematical Functions, Vol. I, The Principia Press, 
Bloomington, Indiana, 1935. One could also use the method of Chebyshev polynomials’ 
given by Cecil Hastings, Approximations for Digital Computers, Princeton University Press’ 
1955, pp. 155-158. 
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IN 

Test for x, p out of 
bounds: 

p < p min (~ 1) 
p > p max (41) 
X < X min (0) 
X > X max (110) 

If not 

If so, alarm 

Yes 
-^ Set Fix) = 0 

OUT 

I No 

Note: Ovals indicate tests of the relationships within the ovals. 

Fig. 13-4. Flow diagram for calculating F{x) from Eq, [13-35]. 

Figure 13-3 shows a flow chart for evaluating F{x) as given in Eq. [13- 33] 
and for calculating the inverse factorial by the method above. It is im¬ 
portant to note that the inverse factorial part of the routine is valuable by 
itself, and in fact some of the applications of the theory require evaluation 
of 1//?!. This section of the routine should be written so that it may be 
used independently of the rest of the routine. 

• A special method for integral values of p. 

If p is always an integer, Eq. [13-33] may be written more simply as: 

fW - I - e - i ^ [13-35] 
nmO 

Figure 13-4 shows a flow chart for calculating F{x) for integral values of p. 
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Calculation by the general method of Eq. [13-33] is greatly facilitated by 
using a programming system with floating point arithmetic, but if the 
computer must rely on floating point subroutines (instead of floating point 
hardware) the calculation may be somewhat longer. The computation in 
the special case for integral p, on the other hand, could quite practically be 
done in fixed point arithmetic, with a substantial decrease in time. 

The rather formidable calculations outlined in Sections 13-3 through l'3-5 
need be carried out only when the inventory decision rules are first installed 
and when significant changes occur in costs or sales characteristics. Routine 
decisions for lot sizes and trigger levels are found from the simple formulas 
of Eqs. [13-16] and [13-17], respectively. 



chapter 14 

Forecasting sales of individual 

prodnets by exponentially 

weighted moving averages^ 

I4_| Overview of the chapter 

Forecasts of individual product sales are always needed for the 
operation of an inventory control system. The decision rules in Chapters 
10 to 13 are based in part on a prediction of sales of each item in the near 
future. Application of the rules requires forecasts for many products— 
often tens of thousands—with periodic revisions. 

Forecasts must therefore meet the following tests. They must be made 
quickly, cheaply, and easily. The forecasting technique must be clearly 
spelled out, so that it can be followed routinely, either manually or using an 
electronic computer. The number of pieces of information required to make 
a single forecast must be small so that the total amount of information 
required for all products will not be expensive to store and to maintain. 
It should also be possible to introduce current sales information easily. 

Quite a few forecasting techniques are available for predicting item sales. 
Those discussed in this chapter do not "‘explain” sales changes, but simply 
extrapolate a sales time-series. The only input to the forecasting system is 
the past history of sales of the item; no direct information concerning the 
market, the industry, the economy, sales of competing and complementary 
products, price changes, advertising campaigns, and so on is used.^ 

1 This chapter is based on P. R. Winters: “Forecasting Sales by Exponentially Weighted 
Moving Averages,” Management Science 6: 324-342 (1960) and C. C. Holt: “Forecasting 
Trends and Seasonals by Exponentially Weighted Moving Averages,” O.N.R. Memo¬ 
randum No. 52 (Carnegie Inst, of Tech., April 1957). 

2 See, however, Chapter 7 where information about general business conditions is used 
for predicting aggregate sales. 

258 
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We shall be concerned with exponentially weighted moving averages, 
which have been used in a wide variety of forecasting applications.^ In 
simplest form, an exponentially-weighted moving-average forecast extra¬ 
polates sales in the forthcoming period by correcting for observed error in 
the preceding forecast. 

This method has several desirable characteristics: current sales information 
is easily introduced, the forecast is computed rapidly, and only a limited 
amount of information is needed. For products with stable sales rates and 
little seasonal influence, the simple exponential model proves quite satis¬ 
factory. Many products, however, have marked sales trends, particularly 
when they are first introduced, or when competing products are intro¬ 
duced. For many products there is also a substantial seasonal sales pattern. 
It is usually worthwhile to extend the exponential system to take into account 
long-run trends and seasonal effects. These two factors are handled in 
exactly the same way as the simple exponential system. Additional in¬ 
formation is required with this more complete model, but the accuracy of 
prediction is also substantially increased for many products. 

In order to evaluate the predictive'accuracy of the exponential system, 
two other models are used to forecast the same sales data. The exponential 
system yields more accurate forecasts, while requiring less information 
storage, but slightly more time to compute, than the better of the two 
alternative models. 

14-2 Methods of forecasting with exponentially weighted moving 
averages 

We describe below versions of the exponential weighting method 
that appear to be most useful in application. After describing the simplest 
model, we will show how it may be modified to take account of seasonal 
and trend effects. 

• The basic exponential model. 

The simplest form of the exponential forecast is appropriate to predicting 
sales of a product with no definite seasonal pattern and no long-run trend. 
The forecasting problem is viewed in the following way. Fluctuations in 
sales are made up of two kinds of random components: one lasting a single 
period of time, and the other lasting through all subsequent periods. The 
object of the forecasting scheme, then, is to estimate what, if any, permanent 
effect the variations will have. This estimate is the forecast of sales in each 
future period: 

S,,T = \ [14-1] 

3 See also J. F. Magee, Production Planning and Inventory Control, McGraw-Hill, 1958. 
A more complete version of the forecasting model is given in R. G. Brown, Statistical 
Forecasting for Inventory Control, McGraw-Hill, 1959. 
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I where T = 1, 2, 3, ... ; S, j represents the forecast of sales to be realized in 
^ the (r + r)’th period based on information available through the fth 

period; and Sf is the estimate of the permanent component of sales. The 
two variables will, however, differ when trends and seasonal effects are 
introduced. 

With the exponential forecast, the estimate of the permanent component 
is changed in each period, as additional sales information becomes available, 
by an amount proportional to the most recently observed error. That is, 

+ w/Sf — St-i) [14~2] 

where represents the actual sales in the fth period and is a number 
between zero and unity, which is somehow to be determined."^ 

Since 

^t-l = + (1 — 

we also have: 

S, = W^S, + W^(l - We)S,_i + (1 - 

Continuing this process, S, can be expressed explicitly in terms of all the 
past observations of sales: 

iSf = + We(l — 4- Wg(l — "b ••• 

+ w,(l -- + (1 - 

or, more compactly, 

_ M 

f = W. 2 (1 - + (1 - [14-3] 
n = 0 

If M is large enough (1 — becomes very small and the last term 
can be ignored. Equation [14-3] then takes on the limiting form 

1 5, = w, I (1 - [14-4] 
«=o 

J Since the weights attached to past sales add up to unity, the forecasting 
I method appears not to introduce any systematic bias. 

If changes in the permanent component are small relative to random 
j variations from one period to the next, then should also be small. The 
I forecasts will then give weights to many past observations in order to 
Ij average out noise. The forecast, in other words, should not depend very 
/ much on recent information, which can tell little about the future. On the 
I other hand, suppose changes in the permanent component are large relative 

I ^ It can be shown that the exponential forecast is, in fact, optimal for a time series 
I composed of transitory and permanent components. See J. F. Muth, “Optimal Properties 

of Exponentially Weighted Forecasts,” Journal of the American Statistical Association 
55: 299-306 (June, 1960). 
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to the noise. Then, should be nearly unity so that recent information, 
which is a good indicator of the future, is weighted heavily. 

• Forecasting with ratio seasonals. 

It is possible to develop a forecasting model with either a multiplicative 
or an additive seasonal effect. If the amplitude of the seasonal pattern is 
independent of the level of sales, then an additive model is appropriate. 
More often, however, the amplitude of the seasonal pattern is proportional 
to the level of sales. This suggests using the multiplicative seasonal effect. 
Let the actual sales in period t be denoted by and the estimate of the 
seasonally adjusted sales rate in period t by The periodicity of the 
seasonal effect is L\ with an annual seasonal, L would be 12 months. The 

model is then 

St = ^—h (1 “ w^)St-i [14-5] 
Ft-L 

where 0 < < 1, for the estimate of the expected seasonally-adjusted sales 

rate in period t, and 

Ft = Wj7^ -i- (1 — Wp)Ft-L [14-6] 

where 0 < < 1, for the current estimate of the seasonal factor for period 
t. In Eq. [14-5], St is a weighted sum of the current estimate obtained by 
removing the seasonal effect in current sales, and last period’s estimate, 
St^i, of the seasonally adjusted sales rate for the series. Note that in 
obtaining the current estimate of St, from St/Ft-L, the most recent estimate 
of the seasonal effect for periods in this place in the cycle has been used. 
This corresponds to using the seasonal factor computed for May of last 
year to adjust this year’s May data. The value of St calculated from 
Eq. [14-5] is then used in forming a new estimate of the seasonal factor 
corresponding to the current month in Eq. [14-6]. This new estimate, Ft, 

is again a weighted sum of the du^^^^ estimate, SJSt, and the previous 
estimate, Ft-L, for periods in this position in the cycle. 

A forecast of the expected sales in the next period would then be made 
with: 

— ^tFt-L+i [14-2] 

where S, ^ is the forecast made at the end of the current, or r’th period, for 
the following period. More generally, a forecast of expected sales T periods 
into the future has the form 

St,T = [14-8] 

where T < L, for any period not more than one cycle away.^ 

5 The forecasts can be extended beyond L periods in the future by re-using the L seasonal 
factors, Ft+i-L, , Ft. 
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The weighted averages in Eqs. [14-5] and [14-6] may be written in terms 
of past data and initial conditions: 

s,.w, 
rt ss 0 * t L 

[14-9] 

F, = 2 (1 - + 0 - VV,/ “/•]-(«+ ur. [14-10] 
n =•• 0 \‘^ y « nL/ 

where R is the largest integer less than or equal to Mjl.. 

The forecast, then, is a function of all past observations of the variable, 
the weights vv^ and Wp, and the initial value of A', and the set of F’s. The 
effect of the initial conditions on the forecast depends on the si/e of the 
weights and the length of the series preceding the current period, t. The 

' effect of the initial S will be attenuated sooner than the effect of the initial 
tF’s for normal weights, because S, is revised every period, but the F’s are 
'revised only once per season. 

If this forecasting model is applied to a .sales series for which the mean 
is subject to long- and short-run systematic changes, or trends, then the 

*1seasonal factors will soon contain some of the trend effect. With a long-run 
/upward trend, the set of twelve /'’s will begin to sum to more than 12.0, 
and compensate for the lack of a trend factor in the model. If, on the other 
hand, the model is applied to a series which includes sh<irt-run trends, each 
of shorter duration than F, then the trend effect that is incorporated in the 
seasonal factor, F, is made up of short-run trend effects from the years 
previous to the use of the factor. Consequently, erratic behavior will be 
introduced into the seasonal adjustment, and into the forecasting it.self. 

i If the series for which the method is intended does have trend effects (and 
j most sales series seem to), then we must introduce a specific trend factor. 

• Forecasting with ratio seasonals and linear trend. 

As with the preceding section it is possible to develop a forecasting nu)del 
with either a multiplicative or an additive tretid. Because of the combina¬ 
tion of short- and long-run systematic changes in expected .sales, it is more 
generally useful to work with the latter case. The form of the model for 
this “complete” forecasting scheme is similar to that given in fiqs. [14 5] 
and [14-6]. First, 

S, = + (1 - [14-11] 

The only change in the definition of is the addition of the most 
recent estimate of the additive trend factor; that is, the units per period 
that the expected sales rate, is increasing or decreasing. The expression 
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for the revised estimate of the seasonal factor remains the same as it was in 
the previous section: 

A St 
+ (I - Wp)F,^j^ [14-12] 

The expression for revising the estimate of the trend has the same form as 
Eqs. [14-11] and [14-12]: 

A, = wM - 5,_i) + (1 - [14-13] 

weighting the estimate based on current data with the previous estimate, 
1- A forecast of sales projected T periods in the future is obtained from’ 

the formula: 

St,r = (^r + [14-14] 

where 7’= 1, 2, , L. Once again forecasts for future periods more 
distant than L can be made by re-using the appropriate T”s. 

In practice, the forecasting system is used as follows to predict the sales 
of an individual product: 

(1) At the end of the t’th (or current) period the actual sales of the product 
during the t’th period, S,, is recorded. 

(2) Equation [14-11] is applied to evaluate S„ using last period’s mean 
sales 5,_,, trend coefficient and seasonal factor F^^p computed 
during the previous cycle. 

(3) Equation [14-12] is used to evaluate which can now replace 
the previous estimate of the seasonal factor for this period. 

(4) Equation [14-13] is used to determine A„ which can now replace 
At-1- 

(5) Forecasts of future sales may be made, using Eq. [14-14]. 

Once again, the forecast is a function of past and current sales, of the 
weights w,., Wp, w^, and of the initial values of S, the F’s, and A. The . 
quality, or accuracy, of forecasts depends upon these things, all of which 
except the sales history must be stored. 

In the following sections we will discuss ways to select the weights and the 
initial conditions, and then we wilt illustrate the use of the forecasting 
method. 

M-3 Selection of weights and initial values 

In this section we will consider the problems of selecting initial 
values of S, the F’s, and A, and the determination of the weights w^, wp, and 
w^. In order to select the coefficients it is necessary to find, in some way, 
how the “quality” of forecasts depends on the coefficients. 
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The first question that arises is how to compare the eiffect of one set of 
parameters with that of another, or one forecasting method with another. 
The forecast error for period t 4* lis: 

with S,+1 the actual sales in period t + 1 and S,_, the forecast for period 
{t + 1) made in period t. More generally, the error of a forecast made in 
period t for the T’th period in the future is; 

\ Sfi' = Si^i' — U4-15J 

'A Probably the most reasonable criterion for judging the forecasts, then, is 
tFrvariance of the error, which is estimated by: 

\ “ jY _ j [14 16] 

I where N represents the number of observations used for estimation. The 
1 error variance weights positive and negative deviations equally, and extreme 
< observations much more heavily than small errors. Furthermore, error 

variance arises naturally in the cost analysis of Chapter 9 and in the 
probability distributions of forecast errors in the following chapter. 

In practice, forecasts are often made for several periods in the future, 
with the prediction most accurate for the first period in the future, but of 
declining importance for later periods. Investigation has shown, however, 

I that the coefficients that minimize the error variance of the forecast for the 
next period, namely, erf, are about the same as tho.se that minimize the 
weighted sum for several periods into the future. It therefore seems reasoii- 

j able to use cr, as the criterion forjudging the quality of the various forecasts. 
One can use any of a number of alternative methods to search for that 

set of w,„ Wf, which minimizes We have found the method of steepest 
I descent promising as a technique to find the best weights.*’ This method, 
\ however, gives only local Information about the nature of o-f and consumes 

so much time that it is seldom a feasible one to use with each of several 
products. 

It appears, in fact, that erf is fairly insensitive to the weights near the 
minimum, and that a single set of weights can be used for large cla-sses of 

. individual products. In order to verify this proposition a grid of values of 
^F, wx may be used for one series, and then additional points near the 

minimum af may be used as a check for the other products. 
V The general procedure for calculating irf is as follows: the first part of a 

series is used in a common-sense way to get initial values of S, the Fs, and 

* The method of steepest descent is sometimes called the gradient method. For a 
description of the method, see C. B. Tompkins, “Methods of Steep Descent" in Modern 
Mathematics for the Engineer (E. F. Bcckenbach, ed.) (McGraw-Hill, 1956). 
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A. The exponential system is then used on the first part of the series, in 
the same manner as it is used in the second part, except that no forecasts are 
recorded. The values of S, of the F^s, and of A obtained in this way are 
then considered to be the initial values for the second half of a series. The 

complication of using the first part of the series twice is incurred in 
order to minimize, as far as possible, the effects of the arbitrarily chosen 
initial values. , The choice of initial values affects the seasonal factors, 
because each is re-estimated only once a year. If the best values of 
Wjr, are in fact relatively small, this is a real problem. 

A method of obtaining values to start the first part of the series is: 

(1) The average sales per period for each year, is computed. (The 
subscript i refers to the year.) 

(2) The ‘‘previous” estimate of A is computed from the formula: 

Ajast is the average trend between the first and last years, considering 
only those two years. (H is the number of observations in the first 
part of the series.) 

(3) For the initial estimate of S, use the average sales for the 
first year. 

(4) Seasonal factors are computed for each period, t = 1, ... , H, as the 
ratio of actual sales for the period to average seasonally adjusted sales 
for that year, further adjusted by the trend: 

f =:_^_ 
^ K,-{[(L+l)/2]--yHast 

where F^ is the average sales in the appropriate year, and j is the 
positionoftheperiod within the year (for January,/ = 1; for February, 
/ = 2; etc.); hence, t = (i - 1)L + /. 

(5) Seasonal factors for corresponding periods in each of the initial years 1 
are averaged to obtain one seasonal factor for each month in a year. I 
For example, the F’s are averaged for all the Januaries to get a single 
January seasonal factor. 

(6) Finally, the seasonals are normalized so that they add to L; for 
12 periods to a year, 2jii — 12. Tins step is made to insure that 
over a cycle the^seasp.na[ fe^^ make only seasonal adjustments, and 
do not increase or decrease the average level of sales. 

This process gives initial values of S, the F’s, and A. With a given set 
of values of (w^, Wp, Wj), the exponential system may be applied starting with 
t = 1 and running through t = H without making forecasts, and then 
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through the rest of the data, making forecasts and computing forecast 
errors^ 

14-4 Tests of the forecasting methods 

Three series of sales are used to illustrate the application of the 
exponential system; these three are: 

(1) Monthly sales of a cooking utensil, manufactured by Wearever, Inc., 
a subsidiary of the Aluminum Company of America; these are sales 
from the manufacturer’s central warehouse to dealers; 7 years’ data. 
See Fig. 14-1. 

(2) Bi-monthly sales of paint, one package-unit of one color; sales are 
from one of the manufacturer’s district warehouses to dealers; 5 years’ 
data. See Fig. 14-2. 

(3) Monthly data of cellars excavated in one geographical area for the 
erection of prefabricated houses; 7 years’ data. See Fig. 14—3. 

Each series has been divided into two parts, the first of v/hich is used to 
develop initial values of S, the F’s and A. The length of this first part of the 
series is 36 months for the cooking utensil and cellars, and 12 two-month 
periods for paint. The second part of each series is then used to try out the 
forecasting method, by assuming the future unknown, making a forecast, 
comparing the forecast with actual sales, absorbing the actual sales data into 
the model, making another forecast, and so on. 

For the cooking utensil series, the lowest <ji of 487 units was found at 
(0.2, 0.6, 0.2) with a rather coarse grid of values. A finer grid was then used 
for further search in the locality of that point. Slightly smaller values of 
(Ji were found, with the new minimum of 479 at two points; (0.1, 0.5, 0.3) 
and (0.1, 0.6, 0.3). The error variance is fairly flat in the locality of the 
minimum, as might be suspected. Undoubtedly we could find lower values 
of (Ji, but any advantage that might be gained doesn’t appear worth the 
efibrt. 

A search was made, usmg the same finer grid size, for the minimum errors 
of the other two series. "TTLeTmmT^ paint is at (0.2, 0.4, 0.4); for 
cellars at (0.4, 0, 0). Values of zero for and mean that the original 
estimates of the seasonal and trend factors are never changed. The functions 
(Ji are, as in the case of the cooking utensil, quite flat in the localities of the 
minima. 

7 See P. R. Winters, op. cit., for the flow chart giving a complete description of the com¬ 
putations. 
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It is possible to get some idea of the accuracy of prediction from the 
coefficient of variation of sales forecast errors, which is the ratio of to 
the average sales rate, S. For each of the series, the values are given in the 
first column of Table 14-1. 

Because it is often impractical to store weights specific to each of perhaps 

Fig. 14-2. Actual and forecasted sales of paint. The forecasts shown 
are made one month in advance. 

several thousand products, we determined a single set of weights which had 
the best over-all performance. The composite rating was made up in the 
following way. For each product, the values of ai may be expressed as a 
percentage above the minimum. The sum of the percentages for the three 
products give the composite rating for a given set of weights. The best 
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Table 14-1. Sales Forecast Errws. 

Coefficients of Variation 

Exponential nuHicls C’oinparison models 

Products Best weights for Best over-all No. 1 No. 2 
individual weights 
product 

(1) (2) (4) 

Cooking Utensils 0,31 0.32 0.47 0.33 
Paint 0.38 0,30 0.81 0.44 
Cellars 0.26 0,29 0.39 0.31 

rating was for (0.2, 0.4, 0.1) and (0,2, 0.5, 0.1). The coctlicicnls of vtiriation 

of the sales forecast errors for the former arc given in ('okimn 2of Tahle 14 1. 
Note that the values lie close to those of the best individiuil weights, in 
Column 1. This conclusion is a bit surprising because the three products 
are not, in any obvious way, related to one another. 

Two other forecasting models were applied to the three .series to compare 
the predictive accuracy of the exponential system. We call these Comparison 
Model No. 1, and Comparison Model No. 2. C’omparison Model No. I is 
quite simple. A prediction for any period is made by averaging sales in the 
two preceding periods; 

^t,i = + kSV i) [14-17] 

A summary of results appears in Column .1 of Table 14 1. I he standard 
deviations of forecast errors for Compari.son Model No. I are substantially 
higher for every series, and outstandingly so for the paint series. 

Comparison Model No. 2 is a better alternative. It is in some ways 
similar to the exponential model with multiplicative seasonals and no trend 
factor. For some period a forecast is made by multiplying the average 
sales over the preceding L periods by a seasonal factor; 

1 
T > S,. 

0 

r 1 [14-18] 

The seasonal factor, F, for the period in question was developed during the 
previous cycle, and is thus the latest estimate of a sea.sonal factor for the 
period being forecasted. 

The three series are handled in the same way for this model as for the 
exponential system: the first part of the data, through period H, is used to 
calculate seasonal factors. These seasonal factors are then used to forecast 
sales in the second part of the data, and are adjusted each year by weighting 
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the current estimate by i, the previous estimate by f, then summing, exactly 
as with the exponential system. Initial F's are calculated by simply 
reversing Eq. [14-18]: 

where t = L + 1, , H. These seasonal factors are not normalized 
because they are intended to include some trend effect. If there is a | 
consistent long-run trend, omission of normalization leads to better forecasts^ | 

Results of Comparison Model No. 2 are given in Column 4 of Table i4-l. ') 
The standard deviations of forecast errors for this model are higher for each \ 
of the three series than for the exponential model in which was used the/ 
best set of weights for each series individually. 

This study leads us to conclude that exponentially weighted forecasts 
perform rather well. TKeTorecasts automatically adjust Jo changes in sales 
characteristics, without responding verV much to random fluctuations. The y 
formulas are easylonnseTnd may be "adapted to different kinds of products 
by means of three parameters. 



chapter 1^ 

Probability flisitributions 

of foreea$it errors 

«-»v€rview ot the chapter 

The forecasts produced by any ot' the methods of the precedins 
chapter are unavoidably subject to error. F>erfcct information about future 
events is, however, not required to use mathematical aids to decision- 

instances, and notably in connection with inventory 
policy for individual products, it is nece.ssary to i-augc how far olf the 
forecasts are likely to be. In more technical Um.uage, te need ai. 

of the probability distribution of forecast error for each product and for the 
lorecasting procedure used. 

It is the purpose of this chapter to de.scribe practical, inc.xpensivc methods 
of securing such estimates from past sales data which can be readily compiled 
rom existing records. Special emphasis is placed on approaches suitable 

for mechanical mass-production of estimates. The methods are illustrated 

The reaZ ^ «>‘>porating companies. 
feres eci how to do it” will find instructions spelled out in 

fficient detail although an adequate understanding of the logic of these 

and the probab.lil, distnbnt.on of foreoasc errors ir,(„ che probabilily 

d nbu ,on of futnre sales. We will l™i, „„rsel,es to .simpli; ,ype.s of 

islributions from which the desired characleristics can be foimd dircclly 

LribnZl *“““■ , i”>--l“de Ihe following families of 
distributions, the normal, Poisson, gamma, and lognormal. Lh of the 

272 
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distributions is fully characterized by two parameters.^ For analytical 
purposes the problem may then be separated into two parts: 

(1) Determination of which of these families of distributions provides the 
most practical approximation to the unknown true distribution; 

(2) Selection of one member of the chosen family by estimation of the 
parameters of the distribution. 

We will consider the second, somewhat easier task, first. Since we have 
already examined (Chapter 14) ways of estimating the mean of the distribu¬ 
tion, this task reduces primarily to one of estimation of the variance of 
future sales. 

Sections 15-2, 15-3, and 15^ are devoted to the problem of finding the 
probability distribution of sales over a specified interval of time. We begin 
here because sales records kept by a firm will typically provide information 
on sales during a week, a month, or some other accounting period. How¬ 
ever, the methods developed in this book, especially those of Chapters 11, 
12, and 13, may require estimates of the probability distribution of sales 
during a period of some other length, such as the lead time or the scheduling 
period. Section 15-5, therefore, presents methods for estimating the 
probability distribution per period of any desired length from knowledge of 
the distribution per accounting period. These methods can be used, in 
particular, to estimate the distribution of sales over the lead time, provided 
that the lead time is constant. It is frequently the case that the time between 
the placing of an order and the receipt of the merchandise is subject to 
variations which cannot be known precisely in advance. That is, in many 
situations, the lead time itself must be regarded as a random variable subject 
to a probability distribution. The problem of estimating the probability 
distribution of sales over a random lead time is examined in Section 15-6. 

15-2 Estimating the variance of the distribution of sales 

Several methods for estimating the variance of the distribution of 
future sales will be illustrated with a sample of some 25 products repre¬ 
sentative of the several thousand parts assembled into various types of 
electric motors.^ 

The raw material for the analysis consists of monthly data on the number 
of units sold and on the number of orders received, over a period of 18 
consecutive months. In selecting the sample an effort was made to include 

1 The Poisson distribution is generally regarded as a one-parameter family. However, 
when there is no natural unit for measuring the variable, as is generally true for sales data, 
the unit of measurement can be regarded as a second free parameter. For further details 
see Section 15-4 below. 

2 These data were supplied by the Westinghouse Electric Corporation. 
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products with widely diiferent average rates of sale; accordingly, the range 
covered varies from a low of 2i units to a high of 6000 units per month. 

“Sales” represent withdrawals from the warehouse for use in factory 
assembling, rather than direct demands by customers, but the stochastic 
characteristics of the data appear to be fairly typical of sales data in general. 
The main reason for choosing this particular type of product for the analysis 
was the apparent absence of either seasonal or trend factors in the data. 
It is not unreasonable to suppose that the underlying probability distribution 
for each of these products was stable over the entire period; we can therefore 
subdivide the period into two sub-periods, and use data of the first sub- 
periods to try various methods of forecasting the variance, testing these 
forecasts against the actual variance of the second period. 

A very obvious and straightforward method of forecasting the variance 
of future sales consists in computing the variance of past sales and using 
this past value as the forecast. This method will be tested below, but 
it is computationally somewhat expensive since it requires the calculation 
of the variance for each individual product. Before testing this approach, 
therefore, it is desirable to explore whether there are any other methods 
that may provide forecasts of the same general quality but at a smaller 
cost. 

# Relation between the standard deviation and the average rate of sales. 

It is a priori reasonable to expect that the variability of monthly sales, 
as measured by the variance or the standard deviation, should tend to vary 
with the mean value of the distribution, or the average rate of sales. If we 
could find a close and stable relation between these two variables for all 
products, or for broad classes of products, we could exploit this relation to 
estimate the variance from an estimate of the mean value. We would thus 
have a very practical and cheap method of estimation, since a forecast of the 
mean is generally required in any event, and can be secured through the 
relatively simple methods discussed in the previous chapter. 

In order to explore this possibility, the standard deviation Ost and the 
mean Si were calculated for the sales of each product (indicated by the 
subscript /) over the entire 18 months, and are plotted against each other in 
Fig. 15-1. Because of the extremely wide range of both variables the figure 
is shown as a double logarithmic grid plot. 

It is apparent from the graph that <js does tend to increase fairly system¬ 
atically with the average rate of sales. In fact the average relation is not far 
from one of proportionality, as shown by the solid line, fitted by inspection. 
The equation of the line is 

= 0.8*S [15-1] 
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implying a constant coefficient of variation of about 0.8.^ Actually, this 
line tends to somewhat underestimate the variability for slow-moving products 
and to overestimate it for fast-moving ones. A somewhat better fit could 
be obtained, at a small cost in added calculations, by fitting, say by least 
squares, an equation of the form 

n-5 = aS-^ [15-2] 

where a and b are constants. In this case b is somewhat less than unity. 

Fig. 15-1. Relation between standard deviation of sales and mean sales. 

We may conclude that a relation of type Eq. [15-2] shows promise as a 
way of forecasting the standard deviation of sales. But before settling on 
this particular approach there are some other possibilities to be explored. 

• Relation between the standard deviation of sales and the average number of 
demands. 

Another hypothesis worth investigating is that the variability of monthly 
sales is the result of variability in the number of demands per month rather 
than in the size of the order received. Suppose, for a moment, that all the 

^ An almost identical relation was obtained for a sample of 32 cooking utensils, for which 
monthly sales data were available for a period of six years. Further references to this 

sample will be made below. 
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orders for any given product were identical in size. The sales would then be 
given by: 

QD [15-3] 

where Q is the order size for the product and D is the number of demands 
in the period. Equation [15-3] implies 

= Q<^d [15-4] 

where ais the standard deviation of the number of orders per month. In 
fact of course all the orders for a product are not of the same size. However, 
as a first approximation, we can replace Q in Eq. [15-4] by an estimate of 

Fig. 15-2. Relation between standard deviation of sales and standard 
deviation of demands. 

the average order size for the product. Such an estimate can be conveniently 
obtained by dividing the total number of units sold over the period of 
observation by the total number of demands. If we further divide each of 
these Jotals by the number of months, our estimate of the average order 
size, Q, reduces to the ratio of the average monthly rate of sale to the average 
monthly rate of demand, i.e. 

G = 
m) 2 
_t=1 

iHN) 2 D, 
t=\ 

D [15-5] 
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Using this approximation in place of Q in Eq. [15-4], we can test the 

hypothesis that sales fluctuations depend primarily on order fluctuations by 

making a plot of versus {SID)ajj as in Fig. 15~2. We see that a much 

better relation is obtained than was obtained in Fig. 15-1, with the notable 

exception of one product. Fluctuations in the number of orders apparently 

do account for much of the fluctuations in sales. The equation of the 

regression relation is: 

Gs = 1.25 Go [^5-6] 

Contrasting this with Eq. [15-4] we see, incidentally, that the standard 

deviation of sales is 25 per cent larger than would have occurred if all orders 

for a product were in fact of the same size. 

In order to take advantage of the relation Eq. [15-6] to forecast the 

standard deviation of sales, we must be able to estimate g^- Again, we 

might estimate this quantity from previous data on the number of orders 

per period. Unfortunately the calculation of the standard deviation of 

demands poses exactly the same computational problem that occurs in 

obtaining the standard deviation of sales itself. Once more, however, we 

might be able to estimate the variance of the distribution of demands from 

knowledge of its mean value. Indeed on a priori grounds one might 

suppose that the number of demands over a relatively short period, say a 

month, might have a Poisson distribution, and for such a distribution the 

standard deviation varies as the square root of the mean. The actual 

relation between the standard deviation of the number of orders, cr^, and 

the mean number of orders D is shown in the scatter diagram of Fig. 15-3. 

According to the Poisson hypothesis the average line of relation, on double 

logarithmic grid, should be a straight line of slope ^ through the point (1,1), 

shown as a broken line in the figure. This line conspicuously fails to fit the 

scatter, leading us to reject the Poisson hypothesis. Nonetheless, it is 

apparent from the figure that the standard deviation of demands, gbears 

a fairly close linear relationship to the average demand, according to the 

equation: 

(7^ = [15-7] 

By combining Eq. [15-7] with Eq. [15-6] we can obtain the following 

relationship: 

a, = 1.25 0.85^/^ = ^ [15-8] 

This relation accounts for the variability of sales for a product in terms of 

both its average sales rate and its average order rate. 
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Fig. 15-3. Relation between standard deviation of sales and mean demands. 

^8: 15-4. Forecast of the standard deviation of sales from the standard 
deviation of sales in the previous period. 
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# Tests of alternative methods of forecasting the standard deviation of sales. 

Three alternative methods of forecasting the standard deviation of sales 

have now been suggested: 

(1) Projection of the standard deviation as computed from earlier data; 

(2) Use of the relation between and the average rate of sales, *S, as given 

by Eq. [15™™!]; 

(3) Use of Eq. [15~8], which involves both S and D. 

In order to compare the forecasting merits of these three alternatives, the 

data were first divided into two sub-periods, the first nine months and the 

second nine months, and then the standard deviation for the first sub-period, 

was used to make the forecast of the standard deviation in the 

second period, 

The test of the first method is shown in Fig. 15-4. Here is measured 

on the vertical axis and the standard deviation in the first period, on the 

horizontal axis. The forecast is represented by the 45° line drawn in the 

figure. The dots show the actual behavior of the various products in our 

sample. The distance of the dots from the line thus measures the error of 

forecast (in proportional terms because of the logarithmic scale). For dots 

above the line our forecast is too low; too high for dots below the line. 

The figure suggests that this method, though not worthless, is somewhat 

disappointing; for one thing, the forecast exhibits a systematic tendency to 

overestimate (T^v(2)- 6 out of the 23 products the over-estimate is by a 

factor of two or more. For one other product the forecast is less than half 

the actual value. The average relative forecast error is in the order of 

45 per cent. 

The outcome of the test of the second method is portrayed in Fig. 15-5. 

Here we use the first-period data to compute the average rate of sale, 5(1), 

and then insert this value in the right-hand side of Eq. [15-1] to forecast 

^<.(2)* As in Fig. 15-4, the forecast relation is shown by the line and the 

error of forecast by the distance of the dots from this line. The scatter 

around the line is here considerably greater than that in Fig. 15-1, from 

which the forecast relation was derived. This is partly because of the smaller 

sample size in estimating both the mean and the variance; 9 months instead 

of 18. On the other hand, comparison of Figs. 15-5 and 15-4 suggests 

that this method is not appreciably worse than the first method in spite of 

its far greater simplicity. The extreme over-estimates are in fact reduced 

from six to five, though the extreme under-estimates have become two as 

against one, and the average error is also somewhat higher, in the order of 

60 per cent. 
Our third and last method is tested in Fig. 15-6^ Here again the data 

of the first period were used to compute 5(1) and D(l) and the forecast of 
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0.8S(1) 

Fig. 15-5. Forecast of standard deviation of sales from mean sales of the 
previous period. 

Fig. 15-6. Forecast of standard deviation of sales from 
demands of the previous period. 

mean sales and mean 
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^5(2) is obtained by replacing these values in Eq. [15-8]. This method 

performs slightly better than the previous two. It shows less systematic 

tendency to overstate number of extreme over-estimates being cut 

to two, and that of extreme under-estimates increased to three. Also the 

average error is the smallest, in the order of 40 per cent or somewhat less. 

In summary, though none of the methods tested is perfect, any one of 

them could be used to produce workable forecasts of the variance. In the 

present instance one would probably select the third method, which appears 

to be the most accurate while requiring less computation than the first 

alternative and not significantly more than the second. 

Needless to say the analysis we have presented is merely meant to be 

suggestive of the kind of methods and relations that may be useful in practice. 

Once a method has been selected by a company for forecasting the average 

sales rates and the decision analysis has indicated the forecast spans that are 

required, a study similar to the one above can be carried out to determine 

suitable relationships for forecasting the standard deviations of sales. 

15-3 Selecting the form of the probability distribution of sales 

The problem with which we will be concerned in this and the follow¬ 

ing section is that of finding a mathematical function that will provide an 

adequate approximation to the probability distribution of sales. We will 

limit ourselves to only a few simple probability distributions. It will be 

shown that, at least for the sample of products we have analyzed, one or 

more of these distributions appears to provide adequate approximations. 

In this section we shall concentrate on the relatively easier task of 

analyzing products for which we have reasons to suppose that the probability 

distribution, whatever its precise nature, remained at least approximately 

unchanged over the period of observation. The problems posed by a 

distribution changing in time will be left for the following section. 

When the distribution may be assumed to remain unchanged in time, as 

appeared to be the case for the sample of products utilized in Section 15-2, 

then the available observations may be regarded as independent random 

drawings from the unknown underlying probability distribution of monthly 

sales. The obvious first step in the analysis will then usually consist in 

examining the actual frequency distributions of sales for a sample of products 

to get some general notion of the type of mathematical function that might 

prove most useful. 
When this analysis was applied to several of the products in our sample, 

it was found that the shape of the distribution tended to be affected by the 

average rate of sale. This result is illustrated in Fig. 15-7 which shows the 

frequency histogram for three selected products with widely different rates 

of sale. For Product 1, which is the slowest-moving product in our sample. 
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with an average rate of sale of only 2.5 units per month, the frequency 
distribution appears clearly J-shaped, the largest frequency being in the 
zero class. For the remaining two products with medium and high rates of 
sale, the frequency peaks closer to the center of the range, but the distribution 

IS skewed with the long tail extending to the right. Notice the marked skew¬ 
ness for Product 3, which is the largest seller in the sample. 

This result is perhaps surprising. One might have expected that, as the 
average rate of sales increases, the distribution would approach normality. 
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Yet the skewness in Fig. 15-7 does not seem limited to the products studied 

here. A study of a sample of cooking utensils, for example, revealed the 

same skewness for all products, with sales rates ranging from 34 to nearly 

33,000 units. It therefore appears that the normal distribution is seldom 

likely to provide an adequate approximation. 

# The lognormal distribution. 

Histograms of the type shown in the lower two panels of Fig. 15-7 might 

conceivably be approximated by the lognormal distribution. There are both 

general a priori considerations and reasons of mathematical convenience to 

recommend this particular type of distribution. 

As for the a priori considerations, it is not implausible to suppose that 

sales to any one customer in a period of time might be determined by the 

product rather than sum of a great many different random factors. We can 

imagine, for instance, that the orders placed by a company for a product 

are determined by the previous-period usage of the product multiplied by 

an adjustment factor which reflects a forecast of future usage, multiplied by 

a scrap-loss factor, multiplied by a factor reflecting someone’s desire to 

increase inventory holding, and so on. 

The logarithm of sales. In 5, would then be the sum of independent 

random factors. As the number of these random factors increases, the 

distribution of In S approaches the normal distribution according to the 

central limit theorem.'*' Consequently, the sales rate, S, would be lognormally 

distributed. To be sure, if there were a very large number of customers and 

no correlation between the respective size of order placed by each, then 

aggregate sales would still approach normality, but the orders are in fact 

likely to be correlated. It would, however, not be surprising to find that the 

lognormal distribution might fit better where the number of orders received 

per period is not very large, as will tend to happen with wholesale data of 

the type analyzed here, than when dealing with a large number of small 

orders, characteristic of a retail operation. 

The lognormal distribution is also fairly convenient to handle from the 

computational point of view. By the simple device of working with the 

logarithm of sales we can make use of well-known formulas and readily 

available tables relating to normal distribution. In particular, to test 

whether the lognormal provides a satisfactory approximation to the frequency 

distribution of sales, we only need to cumulate the observed distribution 

and then plot the cumulated frequency against the logarithm of sales on 

normal probability graph paper. The points so plotted should fall on a 

straight line, or close to it, when allowance is made for sampling fluctuations. 

When this test is carried out on Products 2 and 3 one obtains the results 

4 A. M. Mood, Introduction to the Theory of Statistics (McGraw-Hill, 1950), p. 136. 



284 INDIVIDUAL PRODUCTS 

shown in Fig. 15-8. It is immediately apparent that the hypothesis fits this 
set of data remarkably well. The line drawn through each scatter represents 
the theoretical frequency; it was computed from the mean S and the variance 
<Ts of the sample, as explained below. 

In Fig. 15-9 we present the results of a similar test for an entirely different 
type of products. The sales data relate here to two types of cooking 
utensils, and cover a period of six years, or 72 observations. The two 
products shown again vary greatly in terms of the average rate of sale: for 
Product 1, the average is 34 units per month, while for Product 2 it is 33,000, 
or nearly 1000 times larger. The fit is here not quite as close as in Fig. 15-8, 
especially for the slower-selling item, but it is still reasonably good, especially 

Fig. 15 8. Test of lognormal lit for electrical motor parts. 

around the upper tail, which is usually the most relevant part of the 
distnbution for purpose of inventory control. On the whole the evidence 
we have analyzed suggests that the lognormal distribution holds considerable 
promise as a useful approximation to the distribution of sales for many 
products, and this conclusion is supported by other investigations.^ 

Supposing that the lognormal distribution has been selected for a class 
of products, there remains the problem of selecting a specific member of 
this family for each product by specifying the value of the parameters /j. and 
<T . There are several possible ways of estimating these parameters. The 
most direct and reliable approach is to estimate the parameters from the 
actual frequency distribution, by first replacing each observation with its 

Beckmann and F. Bobkoski, “Airline Demand: An Analysis of 
fqss ^ Distributions, Naval Research Logistics Quarterly, Vol. 5, No. 1, March 

58, pp. 43 51, especially p. 47. Other studies have reached similar results. 
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natural logarithm and then computing the mean and the variance of the 
transformed variable. 

Alternatively one can plot the data as in Figs. 15~8 and 15-9, fit a line 
through the scatter by inspection, and then read off pt and a from the fitted 
line, fi is the abscissa of the point at which the line reaches the cumulated 
frequency 50 per cent, and cr is the difference between }x and the abscissa 
of the point at which the line reaches the cumulated frequency 84 per cent. 

Finally it is possible to estimate the two parameters from the mean and 
the variance of the original variable as follows. We first note that the 

2.5 3.0 3.5 4.0 4.5 5.0 2.5 3.0 3.5 4.0 4.5 5.0 5.5 

NATURAL LOGARITHM NATURAL LOGARITHM 
OF SALES OF SALES/lOOO 

Fig. 15-9. Test of lognormal fit for two cooking utensils. 

[15-10] 
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Equations [15-9] and [15-10] were used to obtain the various straight lines 
drawn in Figs. 15-8 and 15-9. 

It will be noted from Eq. [15-9] that the parameter cr^ is uniquely deter¬ 
mined by the coefficient of variation of the original distribution of sales. 
It follows that if the coefficient of variation is the same within some class of 
products, as appeared to be approximately the case for the electric motor 
parts and the cooking utensils, then the parameter will also be the same 
for all items in the class. The distribution of each product will then be fully 
specified by S (i.e., by the mean of the distribution of sales) and fi can be 
computed from this forecast by means of Eq. [15-10]. 

• The Poisson distribution. 

Another simple distribution, which on both theoretical and empirical 
grounds might be expected to fit sales data well, is the Poisson. Since this 
distribution might prove especially useful for slow-moving items, we describe 
below how its parameters are estimated. 

Strictly speaking the Poisson is a one-parameter distribution. Its shape 
is fully specified by the mean value. The mean value of a variable, however, 
is not independent of the units in which the variable is measured; in most 
applications of the Poisson distribution the “unit occurrence” is un¬ 
ambiguous, but not so with sales. Should sales of machine screws, for 
example, be counted in screws, dozens of screws, gross, boxes, cases, tons ? 
We can choose the unit of measurement to fit the data. Now, we know 
that for the Poisson distribution the mean is equal to the variance. This 
suggests choosing the unit of measurement in such a way that, when the 
variable is measured in the new unit, its mean and variance will coincide. 

Let S denote the mean in the original unit of measurement and let SQi) 
denote the mean when the variable is measured in h units; we then have the 
relations 

S{h) = hS [15-11] 

= has [15-12] 

We wish to choose h in such a way that 

^ih) = [15-13] 

Substituting from Eqs. [15-11] and [15-12], Eq. [15-13] is satisfied if 

h = [15-14] 

Thus, to convert from the original to the “Poisson unit” we need only 
multiply every observation by the factor h given by Eq. [15-14] and in 
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computing h we utilize both the mean and the variance of the original 

distribution.^ 

# The gamma distribution 

The parameters of the gamma distribution may be estimated from sales 

data for the individual product as follows. 
A relatively simple way to estimate the parameters q and r is to substitute 

the sample mean and variance for the population values in Eqs. [13-23] and 
[13-24]. Thus, if N is the size of the sample for the product, the estimates 

of q and r are: 

q [15-15a] 

r 
<^s 

[15-15b] 

where S = {IjN) S.- and ct| = (1/iV) (5; - 5)^ (The indicates 
the sample estimates of the parameters.) ^ 

The estimates found in the above way will, however, not be efficient. 
The maximum-likelihood estimates, which are efficient, satisfy the following 

equations: 

q — - S 
r 

In f 
d\n(f — 1)! 

dr 
= In S — In gs [15-17] 

where represents the geometric mean of S. Thus the estimate of r 
depends on how much the geometric and arithmetic means of the sales rates 
differ. The logarithmic derivative of the factorial function is called the 
digamma function and is tabled, together with series approximations and 
further references, in Jahnke and Emde.^ The left expression of Eq. [15-17] 
may, however, be approximated rather well by the first two terms of its 

asymptotic expansion so that 

f = -i + [15-18] 

6 Efficient estimates may be obtained by the method of maximum likelihood. The 
increased precision, however, is seldom enough to justify the very large increase m com¬ 

putational effort. . ,. . r T-L ..-1 
7 This was first shown by R. A. Fisher, “The Mathematical Foundations of Theoretical 

Statistics,” Phil. Trans. Roy. Soc., A, 222: 309-368 (1922). See J. F. Kenney and E. S. 
Keeping: Mathematics of Statistics, Part 2 (Van Nostrand, 1951), pp. 376-377. 

8 Tables of Functions (Dover, 1945), pp. 16, 18-19. 
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where = In 5 - The approximation in Kq. ['15 18] is quite good 
for values of k which correspond to values t>f r greater than unity.*' 

If the arithmetic and geometrie means are almost equal, then k in Eq. 
[15-18] will be very small and f will therefore he very large, h'or large r 
the gamma distribution approaches the normal, so that the variate 

*'> “ /tv “ r 

\ r 
[15-19] 

is approximately normally distributed, with zero mean and unit variance. 
Under these conditions, fitting the moments with b:qs. [15 151 will be 
perfectly justified. (If the number of observations is small the expression 
for O'! should be multiplied by NI(N - 1) to correct for bias.) 

# Cemparisms of the distributiom. 

In order to test how well the lognormal, Ptusson, and gamma distributions 
fit sales data, two other products were selected from the sample: Product 4, 
with a very low average sales rate, 3.8 units per month: and Product s] 
with an average rate of 284 units. Ingurc 15 10 shows the actual cumulated 
frequency for each of the two products as well as the theoretical frequencies 
for each of the three distributions tcste<i (in each case the distributions 
were fitted to the sample mean and variance). 

Tolerably good fils arc c>btained for the slow’»«moving product as well as 
the fast-moving one, but the gamma and Uignormal ^iistrihutions give a 
considerably better (it than docs the Poisson, 1‘hc suitability of the gamma 
distribution has been verified for a variety of different kinds of products, 
and this distribution has been used in the analyses (d (’haptcr 13. 

I5-4 Estimation of probability distributions chaug;ing t)ver time 

In Section 15 3 wc were concerned only with situations in which 
the probability distribution may be taken as c<mstant over time, so that the 
distribution of future sales can be estimated by fitting a suitable function 
to past data, bor many products this assumption will not do, as we know 
that sales fluctuations reflect also seasonal and trend factors and not merely 
random components. In such cases at least one parameter of the distribu¬ 
tion, namely the mean, is changing from period to period. Wc have already 
discussed (Chapter 14) methods by which wc can secure estimates of the 

estimates will behave peculiarly if, fur any period, the observed sales rate 
in Pn Uttuting properties of the 

is ^ ^ vanish. The reason for the rather embarrassing result 
L essentially intpossibic with anv gamma 
distribution. Estimating the parameters from the sample moments and E:qs, (15 15] will 
also be very inaccurate under these conditions. i i * - * ■ i 
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SALES (Units per Month), PRODUCT 4 

Fig. 15-10. Cumulative Poisson, gamma, lognormal, and empirical distribu¬ 
tions for two products. 

changing mean value. We must now consider how we can estimate the 
form of the distribution, and any other parameter as well, that may be 
required to specify the distribution completely. We shall again illustrate 
possible methods of attack by means of some concrete examples. 

The analysis of Section 15-3 has revealed that for many products, such 
as the electric-motor parts and the cooking utensils, the lognormal distribu¬ 
tion with a constant coefficient of variation independent of the mean value, 
fitted the data reasonably well. We have further seen that if the coefficient 
of variation is constant then the parameter of the lognormal distribution 
is itself independent of the mean value. These results suggest testing 
whether these same hypotheses held for products for which the mean of 

the distribution is known to change in time. 
To be specific, let us denote (as we did in Chapter 14) by S, 7- the forecast 

of sales made in period t for T periods later, and by 5,+7', actual sales in 
that period. As of time t, can be regarded as a random variable and 
we are interested in estimating its probability distribution. We do not of 
course know the true mean of the distribution of 5^+^, but we have, 
supposedly, in t unbiased forecast of this mean. The hypothesis we 
propose to test, then, is that the distribution of Sf+r can be approximated 
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by the lognormal density, with mean and standard deviation ^ = 
where Vr is a constant independent of t (though possibly dependent 

on the length of the forecast span, T), and varies from product to product. 
This hypothesis is amenable to the following fairly simple test. 

Suppose the hypothesis is correct. Denote by a^r and the para¬ 
meters of the lognormal distribution of S,+t- Then from Eqs. ^5-91 and 
[15-10] we have: 

(tIt = In (vt -I- 1) = o-f. [15-20] 

2 

== In S,_r - j [15-21] 

for all t. 

NATURAL LOGARITHM OF ACTUAL SALES/PREDIC TED SALES 

Fig. 15-11. Lognormal distribution fitted to the ratio of actual to predicted 

Hence the hypothesis implies that the quantity 

In S,+i- — j ^ In (S,+j-/S, y) + crj/l 
crj- [15-22] 

is normally distributed with zero mean and unit variance for all t Or 
equivalently, it implies that for all t. In is normally distributed 
with mean -<7^2, and variance <7^ Now, S,^r/S,,r is simply the ratio of 
actual sales in period f Tto the forecast for period t + Tmade in period 
t, or, If we prefer, it is 1 plus the relative forecast errors, (S ,r — S )/S 
We thus see that the hypothesis can be tested from the record of past forecast 
errors, much as the corresponding hypothesis was tested in Section 15-3 
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from a record of past sales. That is, we first compute the ratio 
from past data, then arrange the ratio in a cumulated frequency distribution, 
and finally plot on normal probability paper the logarithm of the ratio 
against the cumulated frequency. If the hypothesis is correct the plotted 
points will tend to fall on a straight line; furthermore, if this condition is 
satisfied the unknown parameter aj can be estimated from the slope of the 

line.^° 
The method just described is illustrated in Fig. 15—11 for three unrelated 

products; a paint, a cooking utensil, and house cellars, whose sales patterns 
revealed severe seasonal fluctuations and other complications. These are 
the three products which were utilized in Chapter 14 to demonstrate the 
exponentially weighted forecasting method. In that chapter, sales forecasts 
for one period ahead, were made for each product. By comparing 
these forecasts^ ^ with actual sales, we obtained a series of observations 
on the ratio 18 in number for the paint and 48 for each of the 
remaining two products. These observations were used for the three plots 

shown in the figure. 
It is apparent from the graph that the hypothesis fits remarkably well the 

empirical data for both the paint and the cooking utensil; the values of a^ 

as estimated from the graph are also fairly close, about 0.40 for the paint 
and 0.34 for the utensil. For cellars the fit is clearly less satisfactory, the 
actual frequency distribution tending to be more peaked around its center 
than can be accounted for by the lognormal. On the whole this evidence 
strongly suggests that the hypothesis may provide a very satisfactory approxi¬ 
mation at least for certain classes of products. The usefulness of this result 
will be greatly enhanced if the parameter can be taken as constant within 
a class of products for then the entire distribution can be estimated from 

knowledge of 7 alone. 
Another hypothesis suggested by the analysis of Section 15-3 is that the 

frequency distribution of S.+ j might be approximated by the gamma 
function with mean 7-, and a constant coefficient of variation. It can 

easily be shown that under this hypothesis the ratio St+rlSt^r 
be regarded as a random drawing from the gamma distribution with mean 
one and a coefficient of variation equal to the standard deviation of the 
ratio.This hypothesis can therefore be readily tested by comparing the 

10 Alternatively it could be estimated by computing the variance of In {St-TlS^TX or 
even by reading the value of its expectation, -cr|/2, from the graph, although this latter 

procedure is likely to be less reliable. n 
It The forecasts used here were those made with the following set of weights, tor all 

products (w£ = 0.2, wp = 0.4, = 0.1). u + j 
12 The coefficient of variation is the ratio of the standard deviation to the mean, but under 

the hypothesis the mean is unity. The same consideration suggests that, in computing the 
standard deviation, the sample mean should be replaced by unity, the hypothetica popula¬ 
tion mean. Of course if our forecast is unbiased and the sample is reasonably large the 
difference between these two quantities will tend to be negligible. 
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actual frequency of the ratios with the theoretical frequencies implied by 
such a gamma distribution. 

This hypothesis is tested for the same three products in Fig. IS-12, which 
shows for each product the actual cumulated frequency of the ratios as well 
as the theoretical frequency computed from the gamma distribution. For 
comparison we also show the corresponding lognormal lit. It is apparent 
that in the present instance the lognormal provides uniformly a better fit 
than the gamma, although the difierence is generally not very pronounced. 

It should be recognized that the tests described below, while quite 
appropriate for the purpose of selecting a suitable family of distributions, 

Fig. 15-12. Cumulative gamma, lognormal, and empirical dlstributioas for 
the ratio of actual to predicted sales. 

may exaggerate the accuracy with which we can estimate the probability 
distribution of future sales. Once we have selected a suitable form and 
have estimated the mean by the methods .set forth in C'hapter 14, there 
remains the task of estimating any other parameters of the distribution, and 
this can only be done from past data. Thus, suppose it has been decided 
that the distribution of future sales can be approximated by the lognormal 
with jx and a given by Eqs. [15-20] and [15 21]. We can next estimate 
the parameter a , from past data. But the critical test of the hypothesis 
IS not how well this hypothesis fits the data used in estimating the parameter, 
but rather how well it fits the actual distribution of later .sales. 
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We can throw some light on this point by means of a test similar to that 
presented at the end of Section 15-2. That is, we can divide the data into 
two periods, and use the first period’s data to estimate the relevant para¬ 
meters With these estimates we can then compute theoretical frequencies 
and compare them with the actual frequency observed in the second period 

Table 15-1 presents the results of such a test for the two products for whic 
48 observations each were available; namely the cooking utensil and the 
cellars (For the remaining product the number of observations is too 
small to make the test worthwhile.) The lognormal frequencies, reported in 
Columns 2 and 4, were calculated by plotting the cumulated distnbution ot 

Table 15-1. Actual and Lognormal Frequency Distribution of Forecast Errors. 

Ratio of Actual 

Sales to Forecast 

St+rlSuT 

Cooking Utensil: 
0-0.599 

0.600-0.799 

0.800-0.999 
1.000-1.199 

1.200-1.399 

1.400-1.999 

2.000- 

Cellars: 
0-0.599 

0.600-0.799 

0.800-0.999 

1.000-1.199 

1.200-1.399 

1.400-1.999 

2.000- 

First 24 months 

(1) 

Actual 

1 
6 
6 

6 
3 

2 
0 

0 
2 

13 

4 

3 

2 
0 

(2) 
Lognormal 

Fit* 

1.1 
5.0 

7.5 

5.4 

3.1 

1.8 

0.1 

0.5 

3.9 

7.1 
6.4 

3.6 

2.4 

0.1 

Second 24 months 

(3) 

Actual 

3 

3 

8 
2 
4 

3 

1 

2 
5 

8 
6 
2 
0 
1 

(4) 

Lognormal 

Fit* 

2.3 

4.9 
5.6 

4.5 

3.1 

3.0 
0.6 

1.5 
6.4 

7.9 
5.0 

2.1 
1.1 

0.0 

* The lognormal distributions are fitted to the data of the corre spending 24-month period. 

In S,+tIS, t for the 24-month periods on normal probability paperas in 
Fig.*15-li, drawing a best-fitting line by inspection, and estimating a from 
the slope of this line. As an e stimate of the remaining paraineter fi, we took 

A comparison of the computed frequency in Column 2 with the 
actual frequency of Column 3 reveals that the fit is definitely poorer than 
in Fig. 15-11, but would probably be adequate for most practical purposes. 
It is interesting to observe that the fit is somewhat better for cellars than 

13 See footnote 10, p. 291. 
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for the cooking utensil, even though the reverse was true in Fig. 15-11. 
Note, finally, that the test presented is probably too severe. Our initial 
estimate of the parameter <7^ is applied to the following two years. In 
applications it would be possible to revise the estimate of cr^ more frequently 
and thus make available to use newer data. Such revision can be under¬ 
taken at regular intervals, say once a year, or even on a continuous basis, 
possibly by utilizing a suitable version of the exponentially weighted moving 
average method of Chapter 14. 

• Some concluding observations. 

The above analysis should be adequate to illustrate the methods by 
which a company can secure the required estimates of the probability 
distribution of sales. It will generally be found that the required testing and 
estimation can be carried out by exploiting information on the past error of 
forecast, i.e., on the relation between 5^+^ and although the specific 
way of treating this information will depend on the hypothesis used. For 
instance, there may be reasons to suppose that S^+jis lognormally distributed, 
with mean S, j, but that the parameter ctj is, say, smaller in the high season 
covering the months of March to November than in the low season, en¬ 
compassing the remaining months of the year. Such a hypothesis may be 
tested by grouping the past observations into the stated two classes and then 
analyzing the frequency distribution of the ratios S^+Tl^t^r for each class, 
as in Fig. 15-11 and Table 15-1. 

In carrying out such an analysis it is well to keep in mind that refined 
hypotheses, even if they provide improved estimates of the probability 
distribution, will generally involve a larger cost of testing and maintenance 
which may more than compensate the increased accuracy. There is, there¬ 
fore, much to be said for simple types of distribution the parameters of which 
may be quickly estimated. In any event it is essential not to lose sight of 
the cost of testing and maintenance. 

15-5 The distribution of sales during different time intervals 

Usually sales data are available on a periodic basis; weekly or 
monthly, for example. On the other hand, sales forecasts may be needed 
for different intervals of time. But knowing the distribution of monthly 
sales is not particularly helpful if the lead time or the decision period is, say, 
two weeks or two months. 

The most direct attack on this problem would be to secure and analyze, 
by the methods of the previous sections, sales data relating to periods of the 
required length. But information of this type will frequently be unavailable, 
or prohibitively expensive to collect, especially since the “relevant” period 
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may itself change over time and may in fact be itself a decision variable. 
It is, therefore, very desirable to find ways of estimating the distribution of 
sales for periods of arbitrary duration, from knowledge of the distribution 
of sales for periods of some given length. 

For the sake of concreteness, suppose that the available data relate to 
periods of one month and that the “relevant” period is n months. As long 
as the relevant period does not differ very much from one month, we may 
expect that the distribution of sales will be of the same general form as that 
for a single month. If, furthermore, we are concerned with two-parameter 
distributions such as those tested in Sections 15-3 and 15-4, the problem 
reduces to that of estimating the mean S{n) and the variance c7|(„) of the 
^-months distribution. 

To estimate S{n) we can use the fact that the mean of a sum of variables 
is the sum of the means of the variables. If the mean of the original 
distribution can be taken as constant, or approximately constant over a 
period of n months—an assumption which will be generally reasonable if n 

is not too large—then the mean rate of sales per ^-months will be equal to 
n times the mean rate of sales per month, or 

S{n) = n S [15-23] 

where S is the mean of the distribution for the “given” period and n is the 
ratio of the length of the “relevant” to the given period. 

It is also well known that the variance of the distribution of a sum of 
variables is equal to the sum of their variances, if the variables are un¬ 
correlated. Hence, if we suppose that sales in successive small increments 
of time are statistically independent, we have the relation 

<^l(n) = « o-| [15-24] 

Of course the assumption of independence is a very bold one and should be 
subject to some test, for if sales are correlated we can no longer use Eq. 
[15-24]. The ^-period variance will then be larger or smaller than given 
by the right-hand side of Eq. [15-24] depending on whether the correlation 
is positive or negative. 

Methods for testing hypotheses Eqs. [15-23] and [15-24] may be illu¬ 
strated with reference to three items taken from our sample of electric motor 
parts, Products 2, 3 and 4. From the 18 original monthly figures we first 
secured 9 observations of sales for 2-month periods by grouping the data 
into pairs of months and adding the sales for each pair. In the same way, 
data for 3-month, 4-month, and 5-month periods were constructed. In this 
process the number of “observations” becomes progressively smaller, 
making it useless to go beyond 6-month periods. For each of the periods 
we computed the mean and the variance of the distribution and examined the 
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behavior of each in relation to n, the length of the period. If Eqs. [15-22] 
and [15-23] hold we should have 

Sin) ■“ S 
[15-25] 

for all n. That is, for each product the mcan/variancc ratio should be 
independent of the length of the period. Wc can further “normalize” the 
mean/variance ratios for the various products by dividing each by the ratio 
erf-jS for the same product. These normalized ratios should then all be 
equal to unity, for all n, except for sampling fluctuations. Figure 15-13 

Fig. 15 13. I’hc ratio of the variance of mies to mean sales as a function 
of the length of the recording period. 

shows the actual behavior of the normalized ratios for the three products. 
They fluctuate rather widely, but tend to be unity. Although there is a 
slight indication of an upward drift as n increases, suggesting the presence 
of some positive correlation between sales in successive periods, liq. 
[15-24] will probably provide an adequate first approximation for these 
products. 

If an analysis of the type suggested above should reveal that l-q. [15 241 
is not adequate, it may be possible to approximate the relation between 

^nd n by means of some curve, fitted by inspection or otherwise, and 
then use this curve to estimate by interpolation the value of for any 
desired value of n. Ideally for this estimation, the “given” period sliouki 
be shorter than the “relevant” period, since interpolation is generally more 
reliable than extrapolation. 
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15-6 The behavior of sales during random lead times 

Although lead times may be constant and known in advance the 
more usual situation is for lead times to be subject to random variation. 
For many purposes the distribution of sales that occur during the lead times 
Sl is needed. This will be affected by random variation both in the sales 
rate and in the lead time. 

When a company is faced with a random lead time it should keep records 
of the sales that actually occur during successive lead times. In this way 
empirical observations can be obtained that can be used for estimating 
directly the probability distribution of The exponentially weighted 
moving average offers a fairly easy way of continually re-estimating the 
parameters of this probability distribution as they gradually undergo changes 

through time. 
However, a company may have better information on the sales rate or 

on the lead time (delivery date quotations, for example) than that obtained 
from historical data on S^. It may therefore be quite useful to be able to 
estimate the distribution of from knowledge of the distributions of S 

and 

• Estimating the variance of the distribution. 

If we make the assumption that cumulative sales are linear in time but the 
rate is subject to random variation, then the sales during the lead time is 

given by 
Sl = STl [15-26] 

When two random variables such as lead time and sales rate are multiplied, 
the first two moments of the distribution of their product are given, 
approximately, by the following relations 

E{STj} = (ES){ETf) [15-27] 

and 
crlr, = {ETd^al + + 2(ES){ETj,)psT^as<Jr^ [15-28] 

where is the coefficient of correlation between the sales rate and the 
lead time. This approximation is good when the coefficients of variation 
of the sales rate and the lead time are “small.” 

• Products of random variables with lognormal distributions. 

Even though we can obtain estimates of the first two moments of the 
product distribution from Eqs. [15-27] and [15-28] we still need estimates 
of the form of the distribution itself. 

14 See “A Variance Formula for Marginal Productivity Estimates Using the Cobb-Douglas 
Function,” by H. O. Carter and H. O. Hartley, Econometrica, Vol. 26, No. 2, April 1958, 
ftnt. on p. 312; and A. M. Mood, op. cit.y p. 103. 
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Unfortunately the distribution of the product of two random variables, 
such as the sales rate and the lead time, is generally very difficult to derive 
from knowledge of the distribution of each factor. An important exception 
is the case in which both of the random variables have the lognormal 
distribution.^^ 

As was seen earlier, the lognormal appears to fit well empirical distribu¬ 
tions of sales. Less is known about lead-time distributions, but on a 
priori grounds one would expect skewed distributions with long tails on the 
right; lead times that are much shorter than average are less likely than 
lead times that are much longer than average. Hence the assumption that 
both the sales rate and the lead time are lognormally distributed may well 
provide a reasonable approximation. In this case the distribution of sales 
during the lead time, can be estimated fairly readily. By taking the 
logarithm of Eq. [15-26] we have 

In Si = In 5 -f In [15-29] 

If In S and In Tj^ are normally distributed, then so will be In S^. Hence 
Si will be lognormally distributed. 

The parameters of the resulting distribution may be estimated directly 
from the sample mean and standard deviation of In Si (or of Si) if these 
data are known. If they are not known, then the parameters may be found 
from various data on sales rates and lead times. If and are sample 
means of the distribution of log sales and log lead time respectively, then 
the estimate of the mean of In Si, is: 

[15-30] 

Similarly the estimate of the variance is 

[15-31] 

where and now denote the variance of In S and In respectively. 
Taking into account the correlation between sales rate and lead time may 

be of some importance. When the sales rate for a product is high for one 
company, it is likely also to be high for competing companies. Hence, there 
is a tendency for all companies to place orders simultaneously on the suppliers. 
When this saturates productive capacity, the lead time' increases. Thus, 
there is a tendency for sales and lead time fluctuations to be positively 
correlated. 

See J. Aitchison and J. A. C. Brown, The Lognormal Distribution^ Cambridge University 
Press, 1957. 



PART 

Design of Deeision Systems 

The two chapters of this part are concerned with systems based on 
both the aggregate decision analysis of Part B and the individual-product production 
analyses of Part C. We will show how the approaches developed in Parts B and C 
can be combined in a common-sense fashion and used to develop a decision system 
that will fit the shipping, production, and purchase needs and characteristics of a 
factory-warehouse system. 

In Chapter 16, we analyze and compare the system characteristics of trigger- and 
periodic-decision systems. We also show how to avoid random fluctuations of 
aggregate production under a trigger system. 

In Chapter 17, we relate the operations of distribution warehouses, factory ware¬ 
houses, single- and multiple-stage production processes, and purchasing depart¬ 
ments. Mathematical methods may be useful whether the decisions are to be 
made independently of one another, sequentially, or simultaneously. 

At any rate, it is necessary to break down large, unmanageable decision problems 
into smaller ones, the solutions to which give tolerably good results. How far 
one should go cannot be answered in the abstract. A sensible tactic is to set up 
the decision-making system in such a way that the major interactions are con¬ 
sidered, and the minor ones ignored. This is the tactic we shall follow. 

In the discussion that follows, we shall concentrate upon decision-making and 
give little consideration to the information and control functions of management. 
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chapter 

Trigger and 

periodic decision rules 

16-1 Overview of the chapter 

A useful illustration of the typical problems that arise in the 
design of a decision system is provided by the choosing between a periodic 
system and a trigger system. This chapter is devoted to an analysis of this 
important problem. Trigger systems have the advantage of responding 
quickly to unanticipated changes in circumstances. However, they may be 
oversensitive, tending to cause aggregate production to respond too much 
to random fluctuations of sales or demands. Various ways of avoiding or 
reducing this difficulty are considered. These include the maintenance of 
a variable backlog of orders, and methods for adjusting the re-order point 
so that the desired number of orders is triggered. Finally a cross-breed 
periodic-trigger system is suggested which combines some of the virtues of 

both pure systems. 

16-2 Comparisons between trigger and periodic decision rules 

The timing of decisions on shipments to warehouses, production, 
and purchase of individual products can be determined in several different 
ways. Under the trigger system a decision is made when a specific situation 
develops—e.g., when inventory falls below a specified (or re-order) level. 
Under the periodic system decisions are made at predetermined points in 
time, usually at regular intervals. Before we turn to the design of decision 
systems for particular purposes it will be helpful to get a clear picture of the 
similarities and differences between the two pure types—trigger and periodic. 
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# Costs of review and decision making. 

Under the trigger-decision system constant surveillance of the situation 
is maintained to determine whether or not to place an order or take other 
action. In the extreme case this means that every transaction that affects 
the situation—every order received—is reviewed. The constant review has 
the virtue of insuring immediate action, but tends to be costly. In a 
statistical sense very little new information will be contained in each of the 
individual transactions, and in most cases no action will be taken after a 
review of a single transaction. 

A periodic-decision system differs sharply; the situation is reviewed only 
periodically. This visits a large work load upon one point in time, but 
the simple fact of periodicity may make possible the scheduling of other 
activities so that the over-all work load is evenly distributed. The costs of 
review and administration of a periodic-decision system will in general be 
smaller than corresponding costs for a trigger-decision system. 

While the periodic-decision system avoids the continual review of 
individual transactions, it pays a price in the form of introduction of a lag 
into the response of the system. Important individual transactions may 
occur in the middle of a period and no action be taken until the scheduled 
time, even though such transactions can be large and unexpected, and 
deserving of immediate response. The trigger system, on the other hand, has 
the advantage of a minimum lag between a demand transaction and a 
decision response. 

• Forecast horizons. 

The implications of the decision lag are made clearer when we examine the 
length of the forecast span that is required under the two systems respectively. 

Under the trigger system the lead time for shipment, production or 
procurement is the relevant forecast span. This is the time that will elapse 
between placement of an order and reception of the product ready for use. 
Since this is the minimum time within which the decision maker can control 
his inventory position, he must forecast the demands that will occur during 
this period. He need forecast no further in the future than this because the 
situation is under constant review, and if need arises, new orders can be 
placed immediately. 

Under the periodic system the decision maker does not have an opportunity 
to review the situation and make a new decision until the next decision time 
arrives, and when the new decision is made there will be no effect on the 
inventory position until after the lead time has passed. Hence the decision 
maker must consider a forecast span equal to the sum of the decision period 
plus lead time. Not until the forecast span has elapsed will he again have 
an opportunity to affect his inventory position. Thus, under the periodic 
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decision system the forecast span is increased by the length of the decision 
period. Since the uncertainty of demands increases in general with the 
length of the forecast span, the longer forecast span of the periodic system 
requires him to carry larger buffer inventories for protection against stock¬ 
outs. The increased inventory buffers increase the cost of operating under 
the periodic-decision system. This increased inventory cost should be 
weighed against the higher review and administration costs of the trigger- 
decision system. 

# Optimal decision period. 

In situations where shipment, production, or procurement is made period¬ 
ically there is a strong interaction between the length of the decision period 
and the size of the lots that are intended to be consumed during a period. 
In these cases the selection of a decision period may have important 
effects on the performance of the periodic system, and it may be desirable to 
undertake an analysis to determine the optimal decision period. 

This problem does not arise under a trigger system because there is no 
decision period. 

# Random production fluctuations. 

When trigger or periodic decision systems for individual products are 
incorporated into a larger decision system through which it is desired to 
exercise control on aggregate production and inventory, a difference between 
the stochastic characteristics of the two modes of operation should be 

recognized. 
Under the periodic system, production plans are made at the beginning 

of the period and are not subject to revision in response to the demands 
within the period. These production plans can provide the desired production 
smoothing. The random fluctuations in demand within the period will be 
absorbed by changes in inventory level. 

Under a pure trigger system, as we have seen in Chapters 10, 12, and 13, 
trigger levels and lot sizes for individual products are decided at the 
beginning of each period, on the basis of an aggregate production decision 
and an aggregate sales forcast, and are not subject to revision within the 
period. Unfortunately these decisions do not uniquely determine the actual 

aggregate production within the period. Since the orders placed for the 
production of individual products are triggered by the demand that in fact 
materializes during the period, actual production will tend to deviate from 
the production decision if actual sales deviate from the sales forecasts. For 
this reason reliance on a pure trigger system may seriously conflict with the 
policy of enforcing the optimal degree of production-smoothing which is 
indicated by the production rule—except where aggregate sales can be 



304 0ES!(;N of dfxision systems 

forecasted with considerable accuracv. In iUlier words, we should like 
production plans to be followed closely, v\ilh random nuctuations in sales 
being absorbed by deviations of actual inveiitories froiti the level planned 
on the basis of the sales forecast, instead a pure trigger system will tend 
to enforce the inventory plan and to absorb the randtuu error of sales 
forecasts in unplanned, random fluctuations in production. 

16-3 Ways of avoiding randomness in aggregate production under 
a trigger system 

'Fhe fact that under a pure trigger system aggregate orders placed 
will reflect random variatioiis in aggregate sales is luU necessarily a serious 
shortcoming. For instance, when a warehouse places orders for shipments 
from an outside factory or a factory places euxters flir raw material or 
components, no extra costs arc usually incurred because (d\sucli fluctuations. 
However, when the orders so placed are supposed to iletcrmine the actual 
production of the factory a trigger system will lead io undesirable changes 
in production unless aggregate sales can be accurately forecasted. We will 
now discuss several alternative ways in which this shintemnitig of a pure 
trigger system might be eliminated, 

• Smoothing production with a scheduling buffer* 

Even though orders for aggregate production fluctuate randomly with 
sales, it is possible to maintain a constant aggregate priHluclion rate within 
the period by maintaining a backlog of production tuxiers. T his backlog 
can serve as a bufler to absorb random fluctuati^ms in the placement of 
production orders, Tlic si/c of the backlog will fluctuate as orders are 
placed at random in response to sales, hut the orders are put itit(^ pixnluction 
at a constant rate. TTie average si/e of this scheduling bufler should be 
large enough that most of the random order fluctuations arc absorbed and 
production is fairly constant. 

This solution to the problem is, of course, not costless, liach production 
order will remain in the scheduling backlog for a period of time. T his 
time delay (which is random) must be added to the lead time, since it increases 
the total elapsed time between placement of an order and receipt of product 
into available inventory. T he average time delay that an order would incur 
in the scheduling backlog is roughly the average aggregate backlog si/c 
divided by the average aggregate sales rate, Frt)m earlier analyses we know 
that this increase in lead lime as well as its random character will increase 
the required inventory buffers for the individual products and hence increase 
costs. 

On the other hand, the backlog of orders would also provide flexibility 
in scheduling, machine loading, and routing. Also, new information con- 
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cerning the need for an individual product may accumulate during the extra 
time that an order is waiting to be scheduled into production, but to make use 
of this information may involve costs of expediting. 

m Smoothing production by variations in trigger levels. 

Another way to prevent random sales fluctuations from producing random 
fluctuations in production is to move the reorder levels up or down within 
the decision period in order to trigger that number of orders required to 
maintain a constant production rate. This could be done, for example, by 
calculating after each demand transaction a ratio of inventory on hand to 
trigger level for the product. Ordinarily an order would be placed when this 
ratio fell below unity, but if an insufficient number of orders were being 
placed to maintain the desired aggregate production rate, it would be possible 
to order production on those products inventory-to-trigger-level ratios of 

which were still above, but closest to, unity. 
While this method would give reasonably good results, two products with 

the same inventory-to-trigger-level ratio do not necessarily have the same 
priority when costs are considered. A more nearly optimal and equally 

simple method is the following. 
In the analyses of Chapters 10, 12, and 13 we have seen how we can 

calculate the constrained optimal trigger levels for each product when a 
constraint is placed on aggregate inventory. It is generally possible to 
express (at least as an approximation) this optimal trigger level for each 
product as a linear function of the desired aggregate inventory and of the 
sales forecast for the product. Ordinarily we use this equation to compute 
the trigger level from the desired aggregate inventory. However, this 
equation can be used, as it were, in reverse. That is, on the left hand side 
of the equation replace the trigger level with the inventory on hand, and 
solve for the aggregate inventory. This yields for each product / a figure 
which we may call the “triggering aggregate inventory”; it represents that 
desired level of aggregate inventory for which the current inventory of the 
/th product would coincide exactly with its trigger level. 

Now in order to minimize costs related to inventories we should always 
order first the product whose triggering aggregate inventory is smallest. 
Hence to smooth aggregate production we could maintain an up-to-date 
ranking of all products in order of increasing triggering inventory^ and place 
orders for as many of the lowest-ranking products as necessary to maintain 
the flow of orders at the pre-established optimum rate. If our aggregate 
sales forecast were perfectly accurate and the unfilled production orders of 

1 In order to keep the value of the triggering inventory up to date, whenever a withdrawal 
from inventory occurs we need only to multiply the size of the withdrawal by an appropriate 
constant, which is obtained from the decision rule, and subtract this product from the 

previous triggering inventory. 
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constant size, we would find that this procedure would lead us to order 
precisely those products whose triggering inventory were equal to or lower 
than the “desired” aggregate inventory level that had been determined by 
the aggregate production rule; and to postpone ordering any product whose 
triggering inventory was larger. If, however, sales were running below the 
forecast we would find ourselves ordering products with triggering inventory 
higher than the desired level, and vice versa if sales were running above the 
forecast. Thus the critical level of the triggering inventory, separating the 
products to be ordered now from those to be ordered later, would fluctuate 
over time; however, if our sales forecast were in fact unbiased, it would 
fluctuate around the “desired” level, and its average value would coincide 
with the desired level. 

While this system requires a little more computation than the scheduling 
buffer it does not increase the lead time. 

16-4 Periodic scheduling with triggers 

We have seen that the main advantage of the periodic scheduling 
system is that, since the production of individual products is firmly 
scheduled at the beginning of the period, aggregate production will not 
deviate randomly from the planned value, as a result of forecast errors. Its 
main disadvantage is that it increases lead times by the length of the decision 
period. One could try to minimize this disadvantage by making the 
decision period short. Unfortunately this solution is likely to give rise to a 
new problem; namely, that for many items the orders we would wish to 
place would be uneconomically small, thereby causing undesirably large 
machine setup costs. 

We can avoid this last difficulty by falling back on a mixed system in 
which products are reviewed and production scheduled at periodic intervals 
but a production order for any given product is triggered only if the existing 
inventory, together with the sales forecast, warrants the production of at 
least one economical lot. In order for this system to be workable, however, 
we must find ways of making sure that the aggregate amount of production 
triggered at each scheduling point will in fact precisely coincide with the 
planned production rate. If this coincidence can be insured—and we will 
presently show that the problem can be solved through relatively simple 
devices—then we can choose the scheduling period as short as we wish, 
consistent with other relevant considerations, thereby eliminating the main 
shortcoming of periodic systems. It would even be possible, if to do so 
appeared desirable, to set up a system involving several scheduling periods 
within each aggregate production period. 

We will illustrate the way in which consistency between product rules and 
aggregate production can be enforced with reference to the analysis presented 
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in Chapter 12 in which optimal lot sizes are given and constant. We will 
further assume, for simplicity of exposition, that production ordered is 
completed within the period. As will become apparent, both limitations 
could readily be removed at the cost of some extra complications in scheduling. 

The aggregate production decision Pf and the aggregate sales forecast 
determine the expected aggregate terminal inventory according to the 

relation^ 
/, =/,_!+ pr - 5, [16-1] 

A part of the aggregate inventory may be expected to be absorbed by the 
fact that production is in lots. The expected inventory available for buffers is 

Ist — It ~ [1^2] 
Using this value of Igt as a constraint on buffer stocks we can determine at 
the scheduling date the optimal constrained expected buffer levels, P;,, for 
each product from the relevant decision rule. Next we compute a production 
schedule on the basis of the following rules: 

(1) Any particular product is to be ordered if and only if, given its initial 
inventory and sales forecast, failure to do so would bring the expected 
inventory at the end of the period below 5,-,; i.e., if and only if 

Ar-I - Sit ^ Sit or equivalently P;, + - lu-i > 0 
[16-3] 

(2) If Eq. [16-3] is satisfied the number of lots to be ordered, Li„ is 
computed from the formula: 

Lit 
Bit + Bit ht- 

Qi 
+ fi, [16-4] 

where 1;, is a positive integer for some r,-,, between zero and one; 

otherwise = 0. 

The meaning of Eq. [16^] can be seen as follows. The numerator of 
the fraction on the right is the quantity we should like to order if we did not 
have to produce in lots of definite size. If we divide this desired quantity by 
Qi we obtain the number of lots that this desired quantity represents. Since 
we must in fact order an integral number of lots we shall round off the 
fraction to the next higher integer. Thus, is what it takes to round up as 

stated. 
According to this procedure then the aggregate amount of orders placed, 

P°, will tend to exceed the planned rate Pf. To correct for this effect, 

2 If we choose to have not one but say n scheduling periods per aggregate production 
decision period, then Pt and St in the above equation are to be interpreted as representing a 
fraction 1/n of the aggregate production and sales forecast for the production period. 



308 DESIGN DF DECISION SYSTEMS 

compute the amount of production P',\ to be scheduled by a mechanical 
application of Eq. [16-4]. If P,' turns out to exceed P* by more than a 
tolerably small amount we can eliminate frtnn the production schedule as 
many items as we wish, choosing for this purpose those items for which Tj, 
is closest to unity. Similarly, if is too low, we can add to the schedule 
items for which the quotient in Eq. [16 4| is negative, choosing those items 
for which the quotient, and hence ri„ is closest to zero. 

The scheduling system that has just been presented is directly applicable 
for the case where lot sizes arc given by technical considerations. But a 
similar system can be readily derived where optimal lot sizes can be changed 
according to the available aggregate inventory, by relying on the analyses of 
Chapters 10, 11, and 13, or 10 and 12. 

In summary a periodic scheduling system with product triggers has much 
to recommend itself. It permits maintenance of crmtrol over the rate of 
production and at the same time permits the choice of a relatively short 
scheduling period, thus insuring that prtKiuction is based tm up-to-date 
information. 

Other kinds of cross breeds between trigger and periodic decision systems 
can be developed, but they will not be discussed here. In general, where 
periodic systems are used they ought to aiul in practice generally do 
provide the possibility of taking sane interim actions between the regular 
decision times. In some cases improvements in cmitrol will result from 
periodic reviews to detect special situations and trigger pre.sel courses of 
action. In other ca.scs these situations arc better handled on an ad hoc 
basis. 



chapter 17 

Design of a factory 

warehouse decision system 

!7-i Overview of the chapter 

The emphasis of this chapter is on the functions of warehouse 
distribution, production and purchasing, and on their interactions. The 
decision problems considered are when, what and how much of it to ship to 
a warehouse; when, what and how much of it to produce at the factory, with 
what size work force; and when, what and how much of it to purchase as 
inputs to the factory warehouse system. The quantitative decision methods 
that are presented in earlier chapters are proposed for the solution of these 
decision problems, independently and jointly in coordinated systems. 

The limitations of our present knowledge and methods leads to certain 
suggestions for further extensions of the decision analyses. 

i7-2 Review of decision analyses 

Before considering the application of the decision rules for 
individual products to particular functions it is useful to review the content 
of the analyses that are available from earlier chapters. 

For situations in which the lot size is given or production is continuous, 
the analysis of Chapter 11 treats the case where decisions are made periodic¬ 
ally. Where production is in lots of given size, Chapter 12 treats the 
allocation of buffers under the trigger system. Where buffers are given or 
lead times are very short, the analysis of Chapter 10 determines optimal lot 
sizes under the trigger system. When trigger decisions are to be made on 
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both lots and buffers, the analysis of Chapter 13 applies. This analysis takes 
into account the interaction between buffers and lot sizes. 

If this interaction can be neglected, the analyses of Chapters 10 and 12 
can be used together to determine lot sizes and buffer levels. The allocation 
of aggregate inventory between aggregate buffers and aggregate lot sizes is 
made by minimizing aggregate buffer and aggregate lot size costs subject to 
the constraint on aggregate inventory using the Lagrange multiplier analysis. 
A similar combining of analyses is suggested above for Chapters 10 and 11 
under the periodic trigger system. 

Although these analyses were presented in terms of production, they 
apply equally to decisions on shipments to warehouses and decisions on 
purchase orders. 

The analysis of aggregate production and employment that is presented in 
Part B is in large part independent of the decisions on individual products. 
It does connect with these decisions through the aggregate production decision 
and the aggregate inventory cost function. Consequently the following 
system analyses concentrate on the individual product rather than the 
aggregate decisions. 

Many of the points that are made with respect to warehouse operations 
apply equally to purchasing and vice versa. To avoid repetition the points 
are made where they are most relevant and are not repeated elsewhere. 

Initially we will consider the various functional applications of these 
decision analyses to warehouses, production, and purchasing, each treated 
individually; then we will return to the problem of putting together a 
coordinated system. 

17-3 Warehouse inventory control 

Warehouses usually stand in a distribution system between a 
factory (or factories) and final customers (or other warehouses). On the 
sales side the warehouses face a demand from customers that usually is 
subject to random fluctuations, and not uncommonly requires nearly 
instantaneous service. On the supply side the warehouse usually faces a 
significant and sometimes erratic lead time for receiving shipments of 
products. 

The payments to carriers for making shipments to the warehouse are 
frequently of major importance in designing the warehouse ordering system. 
Economies can usually be achieved by increasing the size of shipment up to 
some upper limit such as a full truckload or carload. Efforts to economize 
on shipping costs by increasing the size of shipments have the result of 
increasing the time between shipments and hence decrease the speed of 
service. 

Warehouses characteristically stock a very large number of products and 
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it is not common for shipments to consist of but a single product; decisions 
to order a single product are seldom independent of decisions to order other 
products. Also the larger the shipment size, the more products are involved, 
and the greater are the problems of controlling the inventories of different 
products jointly. These are some of the considerations involved in decisions 
to order shipments to warehouses. 

# Periodic shipments. 

The periodic system of placing orders has the virtue of automatically 
synchronizing the decisions on many products. Under this system of 
operation, warehouse shipping-decisions can be handled in two steps. First, 
the products can be considered in the aggregate, and the shipping costs for 
different sizes of shipping lot can be weighed against the cost of holding 

Aggregate Order Shipment 
inventory placed received 

Fig. 17-1. Ordering shipments for warehouse inventory. 

inventory that is associated with each size lot. On this basis the optimum 
shipping lot can be determined. By using the forecasted aggregate shipping 
rate^ the decision period can be determined. This period need not be of 
uniform length throughout the year, and probably will not be if there is a 
significant seasonal fluctuation of aggregate sales. Having decided on when 
shipments should be received, one may use the buffer analysis presented in 
Chapter 11 to determine the orders that should be placed for individual 
products. 

We can illustrate this system by Fig. 17-1. The analysis is set up with 
the low point of inventory occurring at the end of the period; hence the 
arrival of shipments marks the divisions between periods. The shipment 
received at the beginning of a period is associated with the period because 
that shipment must carry the warehouse through the period. However, 
because the lead time is required to obtain the shipment, the order for the 

1 This would be the forecasted aggregate sales rate, if there were to be no change in the 
warehouse inventory level. 



312 i>esic;n of decision sYwStems 

fth period must be initiated a length of time 7/ before the beginning of the 
fth period. When the time arrives for placing an order llie inventory 
records for the products involved are brought up to date. The position of 
inventories on hand and on order is then kmnvn. Hus aggregate inventory 
position plus a decision on the aggregate shipment for the fth period minus 
the expected sales during both the lead time and the fih period itself yields 
an estimate of the aggregate inventory at the end of the /dh period, /,. 
This inventory may be optimally allocated over product bulTers by one of 
the decision rules from Chapter 11. The orders can then be placed for the 
amount of each product to be included in the shipment on the basis of the 
expected product sales, initial invetUory positi(Ui at the time of ordering, 
and the expected final inventory position at the end of tlie period. 

In calculating the distribution of forecast errors, the forecast span is 
{Ti + 7j) where is the length of the decision peritnl uhicli, of course, 
is equal to the interval between the receipt of shipments. If the lead time 
is random, the buffer analysis might take the fact into account. It should be 
noted that with a decision made in advance tui the timing of a shipment, 
any random fluctuations in aggregate sales tends to cause the si/e of the 
shipment to vary randomly. Hiis may be quite satisfactory in situations 
where less than truckload or carload shipments are being made and variations 
in the si/e of the shipment can be accommodated readily. If the fluctuations 
in the si/e of the shipment exceed the available capacity a supplementary 
shipment may be required or alternatively the aggregate inventory i>uflcr 
changed. 

• Trigger shipments, 

A warehouse may aggregate its products and decide on the optimal si/e 
of shipment, but allow timing to be triggered by sales," When an order is 
to be placed for an individual product the decision must be made vvitliout 
knowing exactly when the aggregate shipment is expected. Because the 
timing of shipments is irregular, orders for individual products cannot 
depend on a simple constant lead time. Instead, the lead time for any 
single product is a random variable which depends partly upon the orders 
that are placed for other products. When the total orders for all products 
have reached the total desired for a shipping lot, the orders will be placed for 
a shipment. Under this system the lead time for any one product is a 
random variable that depends upon the random sales tif other products. 
The outcome for an individual product depends upon the correlation between 
its sales and the aggregate sales. 

2 This is actually a two-stage trigger system; order points for each of the products trigger 
orders, and when these accumulate to a certain level the shipment is ordered. The backlog 
of orders prepared but not placed is somewhat parallel to the scheduling buffer discussed 
in Chapter 16. 
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This trigger system is somewhat more responsive to fluctuations in sales 
than the corresponding periodic system. It has the further advantage that 
the shipment size is predetermined rather than random; hence problems of 
overburdening carrier capacity are minimized. However, the costs of 
administering the continuous review of inventory position for a trigger 
system are usually somewhat higher than under the periodic system. 

• Other warehouse considerations. 

In estimating the costs of alternative shipping carriers the cost of having 
valuable inventory tied up while the vehicle is in transit should not be 
overlooked. While this cost will usually not be large, taking it into account 
will systematically lower the costs of using faster rather than slow carriers. 
Another economy associated with fast shipments that may be overlooked is 
the fact that time in transit is one component of the lead time. As the 
analyses in earlier chapters have shown, shortening the lead time allows a 
reduction in the inventory buffers, and hence a decrease in inventory holding 

costs. 
At the warehouse level mathematical decision rules are apt to yield 

decisions that require adjustment to be consistent with standard units that 

are suitable for shipping. 
A warehouse may be put under a financial constraint by the comptroller 

in response to the working-capital needs of the company; the warehouse 
also may be constrained by the production-smoothing requirements of the 
factory, and the warehouse itself may have certain constraints on its capacity 
to receive shipments or its storage space. Some of these may be equality 
constraints on the exact amount of inventory that should be held, and some 
may be inequality restraints that establish upper or lower limits. In either 
case the decision rules for individual products can take these constraints into 
account by the methods that have been shown and are developed further in 
Chapter 20. Briefly stated, if an inequality restraint is not violated when the 
corresponding X is set equal to zero, then the constraint can be ignored. 
If it is violated, then the solution is carried through as if an exact constraint 

applied. 
The forecasts of individual products at a warehouse can rarely justify an 

elaborate forecasting operation. The simple mathematical formulas of the 
type presented in Chapter 14 should prove suitable. 

In estimating the costs of stockouts at the warehouse the least costly 
alternative should be used. If the warehouse is out of stock on a product 
it may disappoint a customer, or it may initiate a rush order from another 
warehouse or from the factory. In the latter cases the cost of depletion may 
well be the cost of making a special rush shipment, taking into account the 

communication and expediting costs. 
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Few warehouses keep adequate records on their stockouts and failures to 
render customer service. The institution of a system to collect this data 
is important both as a means to estimating depletion costs for the decision 
rules and to evaluating the performance of the system. Such data can 
aid in obtaining control of the intangible costs associated with customer 
service. 

In estimating the cost of holding inventory the cost of obsolescence should 
not be overlooked. The indirect costs of having very large inventories in a 
warehouse may be increased because of product damage resulting from high 
stacking. Also, increased handling costs from crowded aisles and poor 
access may show up as overtime payments. 

A single warehouse may utilize several different decision systems on 
different types of products, or products from different suppliers according to 
particular needs. For example, fast-moving products might be segregated 
from slow-moving products, and a different decision system used for each. 
At the same time control of aggregate inventory can be kept under control 
through the application of the Lagrangian analysis. 

17-4 Factory production and inventory control 

We shall first consider a factory in which the production operations 
can be controlled, without considering the problem of coordinating successive 
production stages. 

An initial choice is required between the trigger and the periodic systems 
for production decisions on individual products. The trigger system has 
the advantage of being immediately responsive to order fluctuations; hence 
lead time is somewhat reduced. On the other hand, the periodic system 
offers greater flexibility in planning, routing, and machine loading (not 
considered in this book). When the production requirements are laid out 
for a whole period, the detailed planning of the production operations is 
facilitated. The use of a scheduling buffer with a trigger system also offers 
some opportunities for planning machine loading etc. 

As in warehouse shipments there may be joint decision problems involving 
several products. For example, orders for several different products may 
require the production of a common component that is not kept in stock. 
If the production of such a component is handled on a trigger basis and a 
lot is produced only after enough orders accumulate, the completion of a 
particular end product may be delayed. This increases the production lead 
time and hence the buffer stock of the end products may have to be increased. 
The periodic system, if used in such a situation, effectively synchronizes all 
decisions for both the end products and the component parts. Here again 
the periodic system has some advantages in ease of planning, but over-all 
lead time is increased by the length of the decision period. 
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# The cost of stockouts at the factory warehouse. 

When considering the costs associated with inventory level two cases 

should be distinguished: 

(1) The factory maintains an inventory of the product and ships from 

stock on hand, 
(2) Products are not produced except to customer order. 

For the first case much of what has been said about a distribution warehouse 
applies equally well to a factory warehouse. If the factory warehouse is 
out of stock on a product for which immediate delivery is expected by an 
outside customer, its depletion penalty is similar to that for the distribution 
warehouse. However, if the order comes from a distribution warehouse 
operated by the same company, the situation is somewhat more complex. 
The company does not lose any money simply by being out of stock at the 
factory so long as inventory is still available at the distribution warehouses. 
A stockout condition at the factory, especially if it is of considerable duration, 
increases the probability of stockouts at the distribution warehouses, a 
situation that may bring real penalties to the company. The estimate of 
this depletion cost should depend on the probability that a factory stockout 
will in fact cause stockouts at the distribution warehouses, as well as the 
depletion penalty at the distribution warehouses, the variability of warehouse 
sales, the inventories that are kept at the distribution warehouses, and the 
number of company warehouses that are supplied. 

# Production to customer orders. 

For a factory that produces to customer order the factory’s inventory is 
always negative, since inventory has been defined as net inventory; i.e., gross 
inventory minus unfilled orders. Fluctuations in sales still can be absorbed 
by inventory fluctuations; this means that the backlog of orders will fluctuate 

in size. 
To determine the optimal negative inventory we need to consider the 

following points. When production is based on customer orders it usually 
is a reflection of unique customer requirements that are very difficult to 
forecast and/or very high costs of holding inventory. Because these apply 
to all suppliers, customers are forced to allow time for the manufacturers 

to fill orders. 
This lead time imposes certain costs on the customer in terms of advanced 

planning or increased inventory buffers for his own operations. The 
longer the lead time and the greater its unpredictable variability, the higher 
the costs to the customer. The effect of these costs may be reflected back 
to the manufacturer through the cancellation of orders, loss of future sales 
and the increased costs of expediting particular orders in response to 
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customer requests. These delivery penalties, which can be expressed in cost 
terms, tend to rise as lead time lengthens (see Fig. 17-2). These penalties 
indicate the desirability of a short lead time, but other costs need to be 
considered. 

The smaller the lead time, the less flexibility in scheduling production. 
With a long lead time several similar orders can be accumulated and com¬ 
bined so that the number of machine setups is reduced. With a short lead 
time there may be no choice but to schedule an immediate production run 
for each individual order. This results in decreasing available machine 
capacity by consuming large amounts of time in setups, not to mention the 
man-hour costs occasioned by numerous setups. 

Also there may be severe problems of production-smoothing when lead 
times are short. Unlike the situations where production to stock can fill 
in periods of slack demand, production only to order limits production 

alternatives to those orders 
that are currently on hand. 
When lead times are short 
the backlog of orders is low, 
and there may be no orders 
available for filling the 
production schedules for 
particular machines 
with resulting machine 
and worker idleness. The 
opposite situation of 
machine bottlenecks also 
will be more severe with 
short lead times. The pile- 
up of urgently needed 
production on particular 

machines increases overtime costs and the likelihood of spoiled work. With 
short lead times it is difficult to schedule the production of optimal sequences 
of products. For all these reasons the cost of rushed production rises as 
the lead time shortens (see Fig. 17-2). 

By adding the two cost curves shown in Fig. 17-1 we obtain the total cost 
curve. The minimum point on this curve indicates the optimal lead time. 
Admittedly, many of these costs are difficult to estimate. 

An additional complication needs to be considered. The delivery penalty 
that a company experiences is affected by the lead times that are offered by 
the other suppliers because the lead time of a supplier is judged relative to 
those offered by his competitors. 

To return to the question of the order backlog, we need to relate it to lead 
time. For a given rate of production the longer the lead time of a factory 
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the larger is its backlog of unfilled orders. By using the approximate 
relationship, 

Average lead time 
Order backlog 

Production rate 
[17-1] 

the penalties associated with long lead time can be related to the size of the 
backlog and the production rate. The total cost shown in Fig. 17-2 is 
related, in Fig. 17-3, to the order backlog for three different production 
rates. The cost curves have a U shape in which costs rise on either side of 
the minimum, and a quadratic approximation may serve adequately. The 
optimal backlog is not constant but varies as the situation changes. 

The following quadratic cost function might correspond to such a set of 
cost curves: 

Backlog costs = [17-2] 

where is a constant, / is (negative) inventory and /* is optimal (negative) 
COST 

ORDER BACKLOG (Negative Inventory) 0 INVENTORY 

Fig. 17-3. Costs as a function of order backlog. 

inventory or backlog. (Only the costs that the decision maker can affect 
are included; i.e. only the relevant costs for making the decision.) 

As the production rate increases, the optimum backlog increases, but when 
competitors decrease their lead times the optimal backlog decreases. A 
linear approximation to these relations may have the form: 

/*= + C3P+ CJ'c [17-3] 

where the C’s are constants, P is the aggregate production rate and Tq is 
the average lead time quoted by competitors. 

This analysis of production to customer order requires further develop¬ 
ment, but it does suggest one kind of formal decision model for this case. 

The substitution of Eq. [17-3] into Eq. [17-2] yields an inventory-cost 
function that could be used in a decision analysis for aggregate production 
and employment. The cost function and decision analysis of Chapter 4 
can be modified to include the interaction between production and inventory 
that this inventory-cost function involves. 
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# Smoothing production. 

Whether production is to stock or to order, the costs of rapid fluctuation 
in aggregate production are apt to be high. Consequently the inventory 
and backlog costs should not be minimized in isolation, but jointly with the 
other costs. Allowing fluctuations in the factory inventory of finished 
products or in the backlog of unfilled orders can serve as a shock absorber 
in avoiding production fluctuations. 

The average lead time that is offered by competitors is clearly important 
in making lead time commitments to customers. Since this variable cannot 
be known exactly in advance, it must be forecasted. 

In some cases the regulation of factory backlog may be done much more 
effectively through price fluctuations than changes in the quoted delivery 
time. Ideally, prices should be set with a view to the factory backlog— 
production and pricing decisions should be made jointly. 

Although the smoothing of aggregate production imposes a constraint on 
the inventory and backlog of all commodities, it still allows freedom in 
allocating the inventory over individual products. The backlog analysis 
presented above might be applied to individual products. Then if the sales 
of a particular product is extremely sensitive to changes in lead time, this 
will be taken into account in the quadratic cost approximation, and the 
fluctuations in lead time of this particular product will be small. The 
necessary fluctuations in backlog or inventory will be taken up in those 
products for which such fluctuations have the minimum cost. 

When a substantial amount of time is involved in shipment of products 
to the customer, it may be possible to absorb part of the fluctuations in 
production time by compensating changes in the speed of shipment. A fast 
shipment will be more expensive, and this cost must be weighed against the 
increased cost of rushing production. 

In addition to the production-smoothing constraint that may be applied 
to the individual production decisions, other constraints or restraints may 
arise from working capital considerations, storage space, production capacity 
or raw material availability. These can be readily accommodated when the 
quadratic fit is made to the inventory or backlog costs on an individual 
product basis. The treatment of multiple constraints is presented in 
Chapter 18. 

• Multiple production stages. 

Where a production process involves successive stages, buffer stocks of 
work-in-progress inventory may be kept between the stages. Lot size and 
buffer analyses may be used to control these inventories. Forecasts are 
made of demands arising from the next production stage. Forecast errors 
can arise from two sources: 
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(1) The future production at the next stage is not yet known and hence 
must be forecast; 

(2) Although future production to fill customer orders is known, the 
computation required to translate the orders for the end products into 
detailed quantity- and time-requirements for all of the components 
may be too great to be economic. 

Work-in-progress buffers are sometimes carried in order to decrease such 
detail scheduling. The work-in-progress inventory kept in lots and buffers 
can be regulated by aggregate constraints by the methods that are discussed 

above. 
The presence of sequential production stages offers choices in selecting 

points for holding inventories. In general, the lower the usage rate, the 
larger the forecast errors and hence the larger the buffer inventories that are 
required. Highly specialized finished products may have low sales rates 
and relatively high forecast errors. The components that go into these 
products may have many alternative uses, high usage rates, and relatively 
low forecast errors. A small increase in lead time might allow the inventory 
to be kept in components instead of in finished products. In this way total 
inventory-holding might be reduced; also, the obsolescence cost on the 
components might be much lower than on the finished products. 

The same argument can be made for maintaining inventory back in still 
earlier production stages. Quantitative analysis of costs under optimal 
decision rules for various arrangements should help in selecting the best 

points for holding inventory. 
Where the whole production sequence is tightly planned in terms of times 

and quantities, all of the production stages are effectively governed by the 
decisions on the timing and quantity of final products. The resulting 
inventories and production costs can be directly related to the aggregate 
production decision and taken into account in its making. 

• Cascaded systems. 

In forecasting the orders to be received by a factory it is frequently useful 
to study the demands that are being placed upon the warehouses by 
customers. When orders are received only at infrequent intervals from a 
customer or warehouse, he may be accommodating sales at a higher or 
lower rate for a considerable period of time by means of his own inventories 
before knowledge of the change is communicated to the factory in the form 
of an order. One way for the factory to anticipate customer orders is to 
study the variables that influence the demands placed on them by their 
customers. In a cascaded production and distribution system it may even 
be helpful in forecasting orders to study the demands on the industry several 
stages down the chain. In general the longer the production process and 
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hence the longer the forecast horizon, the greater is the need for such careful 
forecast studies. 

17-5 Factory purchasing of components and raw materials 

Purchasing from outside vendors or procurement from other 
divisions of the same company poses similar problems to those involved in 
operating a warehouse. The decisions may be made using periodic or trigger 
systems with the same general advantages and disadvantages that are 
discussed above. However, there are significant differences. 

The fixed cost associated with each lot is the cost of placing the order and 
expediting its delivery, if that be necessary. This cost must be weighed 
against the costs of holding inventory: interest, insurance, obsolescence, 
deterioration, and handling charges. Frequently there are price discounts 
for quantity purchases which involve highly non-linear relationships. The 
costs of several different purchase quantities may have to be calculated to 
determine the most economical ordering quantity. Simple lot-size formulas 
may require elaboration. The policy of the company regarding speculation 
on price changes also must be taken into account. In making large purchases 
it is important not to lose sight of the attendant larger inventory-holding 
costs. 

The buffer inventory is determined in part by the seriousness of the 
depletion or stockout penalty. This penalty will depend upon how essential 
a particular part or material is in the production process, whether adequate 
substitutes are available, and whether emergency suppliers can fill temporary 
needs. Ultimately depletion penalties depend on the additional cost of 
special procurement or production operations, and on customer delivery 
penalties if the shipment is delayed by lack of raw materials. The cost of 
holding buffer inventories also must be taken into account. 

Demand, as it is construed by the purchase department, is in terms of 
usage of materials and components in the production process. This requires 
forecasts of future production operations. Since production ultimately 
depends on future sales, purchase requirements can be traced back still 
further. To determine the optimal buffer inventory an estimate must be 
made of the reliability of the forecasts of usage; i.e., the distribution of 
forecast errors. In some cases raw materials can be ordered in response to 
particular customer orders that have been received, and the need is accurately 
determined. In other cases the forecast of needs involves a large number of 
orders perhaps not yet received and the need for raw materials may be 
forecastable only with wide margins of error. Other sources of randomness 
in forecasting the usage of the raw materials are breakage or scrap in the 
production process, and rush priority orders that place unanticipated 
demands on the stocks. 



321 A FACTORY WAREHOUSE DECISION SYSTEM 

^ Grouping orders. 

To this point the trigger and periodic decision analyses are directly 
applicable, but other considerations may need to be taken into account. 
Orders for several products may be placed with the same supplier and there 
may be shipping economies from grouping orders. The coordination of 
orders to realize these economies raises the same issues that are discussed in 
connection with warehouse operations. One possibility is for individual 
product orders to be triggered but not placed until a sufHcient number of 
orders to the same supplier permit an economical shipment. 

• Coordination of purchasing and production. 

Where purchasing and production decisions can be considered jointly, it 
is important to recognize that the demand on the raw material inventories 

High 

i Low 

Production rates 

® INVENTORY 

Fig. 17-4. Costs as a function of raw material inventory. 

is a controllable decision variable. A decision to increase the aggregate 
level of production increases the level of demands on the raw material 
inventory which in turn will increase the likelihood of stockouts of 
individual raw materials with consequent increases in costs from disrupting 
the production schedule or making emergency improvisations. Since the 
purchasing department cannot instantaneously increase or decrease its 
inventories or its receipts of shipments without incurring large costs, sudden 
unanticipated changes in the production rate will leave the purchase depart¬ 
ment with either an excess or shortage of inventory. Figure 17-4 illustrates 
the dependence of costs on the amount of inventory and on the production 
rate. Ideally the level of raw material inventory should be taken into 
account in making the production decision, and vice versa. If the pur¬ 
chasing department is given enough time, it can increase (and if necessary 
decrease) the inventory of raw materials on hand. Because of the lags in 
obtaining deliveries the purchasing department places its orders on the basis 
of forecasts of and tentative plans for future production. The inability to 
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make sudden changes in raw material inventories introduces a kind of inertia 
into the production decision. Penalties from inventory depletion and excess 
inventory holding result from erratic unplanned changes in production rate. 

# Constraints on purchased inventory. 

Unlike the aggregate production decision there are seldom penalties for 
erratic fluctuations in the placement of aggregate orders. This is true 
despite the fact that fluctuations in the shipments that are ordered may 
occasion serious dynamic costs for the supplying factories. Nevertheless, 
aggregate purchases are seldom without some aggregate control. 

Purchasing decisions often must be made within the constraint of 
financial investment, storage space, etc. A financial limitation may be 
placed on the total inventory: raw material, in-process, and finished. Then 
any increases in final inventory might have to be accompanied by corres¬ 
ponding decreases in raw materials inventory. If the finished goods 
inventory is used as a buffer to absorb sales fluctuations and smooth pro¬ 
duction, then fluctuations in raw materials inventories become involved 
directly in making the aggregate production decision. This kind of aggregate 
constraint can be fairly readily handled through the Lagrange multiplier 
approach. 

The above discussion of warehouse, factory, and purchase operations has 
centered upon the problems of each of these functional areas with some 
consideration of their interrelations. We now consider optimal coupling 
between the various parts of a system. 

17-6 System coordination 

The problems of coordinating different but interrelated activities 
are familiar. The classic conflict between the sales department and the 
production department can be found in almost any company. Similar 
problems arise when a part that the purchasing department can’t secure 
inevitably turns out to be the one that is absolutely essential to the whole 
production process. No one knows better than the comptroller the universal 
desire of warehouses, factories, and purchasing departments to have virtually 
unlimited amounts of inventory on hand, but he also is keenly aware of 
many other possibly more profitable ways of using the company’s funds. 
Only by careful studies of the operations of each part of the business can the 
importance of inventory for each function be determined. Also, it is 
difficult to know how profitable it would be to release money from inventory. 
It is clear that before a system can be constructed for which optimality can 
be claimed the individual operations need to be studied intensively. Finally, 
the cross-couplings between different operations need to be examined. 

In this book we have presented decision analyses of some operations, and 
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we have presented mathematical techniques that are useful in coupling parts 
of the system into a unified whole. We have emphasized the importance 
of the costs of decision-making so that excessive complexity and over¬ 
refinement in method will be avoided. Unfortunately the problems of 
system design have not yet received adequate research attention, to say 
nothing of the shortage of adequately controlled empirical tests of system 

operations. 
The number of system decision-models that can be constructed from the 

various component analyses is legion. We must content ourselves here with 
a brief discussion of a few pure systems, and leave most of the system design 
problems to the people who will make the operating applications of these 

methods. 

# Decentralized periodic decision system. 

We may visualize a company in which a number of warehouses distribute 
the products that are manufactured by a factory which maintains a central 
warehouse of finished goods and stocks of purchased raw materials and 
components. Assume that a study has indicated that all the decisions in 
the system could best be made periodically. Decisions are made at pre¬ 
determined points in time, not necessarily equally spaced. Let us first 
consider a highly decentralized mode of operation. A warehouse will review 
its inventory position for a group of products. Some products might be 
reviewed at every decision point, others at every second point, and others 
even less frequently. Let us assume that the warehouses are to operate 
without any constraints from the factory or from the comptroller’s office. 
Hence each product can be considered individually in order to determine its 

optimal buffer level. 
The output of orders generated under this system will be received by the 

factory, which makes periodic shipments in response. The factory makes 
its aggregate production and employment decisions at regular intervals and 
applies this aggregate constraint to its production decisions for individual 
products. In this way optimal production-smoothing is obtained. At the 
beginning of each decision period the production decisions are made avail¬ 
able to the purchasing department, which will review its inventory position 
and take any expediting actions necessary to facilitate the fulfillment of this 
production schedule. Since the procurement of many raw materials will 
depend on factory production several periods hence, the purchasing depart¬ 
ment will have to obtain estimates of tentative future production plans. 
Since these plans will be based on forecasts of future demands from the 
warehouses, they will, of course, be subject to revision. The purchasing 
department must take into account the uncertainty connected with the 
revisions of these plans in establishing optimal buffers for its various 

purchased products. 
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In this highly decentralized mode of operation the decisions arc sequentially 
dependent. The receipt of orders from customers in the warehou.scs 
influences the orders placed by the warehouses. The receipt of orders from 
the warehouses on the factory influences the production plans of the factory. 
The production plans of the factory influence the purchase orders placed 
by the purchasing department. If the warehouse makes poor and erratic 
forecasts of its sales, its placement of orders will be unpredictable and 
erratic with the result that production fluctuations and production costs 
increase. To absorb erratic fluctuations of production the purchasing 
department will require larger inventory buflers and even then will have 
stockouts. 

While such a system is workable, and has a great deal Uy I’ccxuniuend it 
in terms of the dcccntrali/ation id adnuuistrati\‘'e autlu^ritv, the pcrtiu'iuance 
of the system will depend partially on an appreciation in one part of the 
system of the operating requirements of other parts. Tor example, if the 
warehouse managers are not aware of the importance of their forecasts in 
causing production fluctuations at the factory, they may not he willing to 
incur the cost that would he required to obtain adequate forecasts. The 
cost implications of such interactions are not ettsy to determine. De¬ 
centralized profit-and-loss statements usually are extremely cruiie in 
reflecting costs back to decentrali/cd decision makers. 

• Centralized periodic decision system. 

Realizing the limitations ot decentrali/ed operations, we may consider a 
company that has gone to the other extreme Cfunpletely centrali/ing all of 
its decisions, which also are made periodically. All information on sales 
to customers by the wtirehou.ses are communicateil to a central point to¬ 
gether with any other information relevant to the forecast of future sales 
picked up in the field by the sales force. Torccasts for each product at 
each warehouse are made centrally, as are forecasts of aggregate sales. All 
production and shipping information also is collected centrally so that the 
amount and location of the finished goods inventory for all products becomes 
known. The aggregate sales forecasts and tiggregate inventory positions arc 
taken into account m setting aggregate production. Under central control 
the warehouse inventory as well as the factory inventory can be used to 
absorb agpegate sales fluctuations and thereby avoid production lluctuatioiis. 

y adding together all inventories of each product and all sales forecasts 
for each product, decisions are made allocating aggregate production in 
order to obtain production decisions for individual products. The sum of 
the inventory and production for a product gives a total inventory constraint 

allocate product inventory to each ware-' 
fnrpf-actc r considering the existing inventory positions and the sales 

or each product-location, optimal shipments arc determined. 
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Purchasing operations are made on the basis of factory production plans 
for the current and future periods. If a constraint is applied to the inventory 
investment in the whole system, it can be taken into account by weighing 
the costs of holding raw material inventory against those of finished goods 
inventories at the factory and at the outlying warehouses. 

The periodicity of the various decisions need not be identical, although 
clearly there is some advantage in synchronizing them. 

• Centralized trigger decision system. 

Another company that we may visualize is one in which all decisions on 
individual products and shipments are made on a trigger basis in a completely 
centralized system. Each period the reorder points and lot sizes are 
established for each product. When the inventory level for any product 
falls below the reorder point at a warehouse, an order is triggered. When 
the total of these triggered orders reaches a certain amount, a shipment from 
the factory is triggered. As the inventory level of a product at the factory 
warehouse declines below its reorder point, a production order is triggered. 
Production orders for all products are fed into the production process through 
a scheduling buffer that will vary in size according as the need to maintain 
aggregate production nearly constant throughout the decision period. All 
of the reorder levels and lot sizes are calculated centrally each period on the 
basis of the forecasts of sales of individual products at each warehouse. 
The aggregate of these forecasts is used to make the aggregate production 
and employment decisions which are then applied as constraints in deter¬ 

mining the optimum buffer levels and lot sizes. 
The planned and forecasted production decisions are used to estimate the 

needs for purchased raw materials and components. These forecasts are 
used in setting the reorder levels and order quantities for the individual 
products. A purchase order for a product is placed as the inventory on 

hand plus that on order falls below the reorder level. 
While this system would require continual review of the inventory positions 

and hence presumably have higher administrative costs than a periodic 
system, it would be somewhat more responsive to sudden changes in sales 
to customers which would be quickly translated into shipment, production 
and purchase orders. A large and unexpected sale at one of the warehouses 
could conceivably trigger a shipment to the warehouse, a production order 
at the factory, and a purchase order placed on an outside vender. These 

could be triggered with very little time delay. 

• Decentralized trigger decision system. 

We need not elaborate this system because of its obvious relation to the 
decentralized periodic decision system discussed above. In the judgmental 

form it is probably the system in most common use today. 
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The above pure systems are suggestive of the types of decision systems 
that can be designed. No recommendation is intended. Various combina¬ 
tion systems may be better adapted to the particular needs of companies. 

With the wide availability of electronic computers, proposed systems of 
the types mentioned can be subjected to empirical simulation tests prior to 
their introduction. Because these systems are complicated, unforeseen 
results are common. The importance of thorough testing, criticism, and 
evaluation prior to their introduction cannot be over-emphasized. The actual 
introduction of a new system should take place in a sequence that is care¬ 
fully planned to minimize disruption during the initial test period. 

17-7 Suggested extensions of the analysis 

The decision models that have been presented can be applied and 

refined in many directions. We shall discuss a few. 

(1) The aggregate production decision may serve as a constraint in a 
linear programming solution for arriving at detailed machine loading 

and routing decisions. 
The sequential sub-optimization approach that has been presented 

here is well adapted to the use of different decision methods on different 
levels. There is no objection to using any decision-making method 
that will work—including the seat of the pants. 

(2) In some situations when the lot sizes are small the amount of time that 
is required for machine setups significantly decreases productive 
capacity. Also, since machine setups consume some of the time avail¬ 
able from the work force, they decrease the man hours available for 
direct production operations. Lot sizes depend on the aggregate 
inventory. Hence the total demand for man hours is related to the 
size of the aggregate inventory. Overtime costs could result from 
having too small an aggregate inventory. This particular cost inter¬ 
action was not included in the decision analysis of Chapter 4, but it 
can readily be accommodated by a slight addition to the quadratic 
cost function that is used there.^ 

(3) A careful examination of inventory buffers at the factory and run-outs 
at warehouses reveals the following rather complex relationship. 
When the inventory of a product runs out at the factory warehouse, 
orders received from warehouses during this stockout period will in 
the absence of other sources of supply be delayed until the factory 
completes a production run of the product. Thus the effect of a 
stockout at the factory is to increase the lead time for the warehouses. 

5 A. Schild, “On Inventory, Production and Employment Scheduling,” Management 
Science 5:157-168 (January, 1959). 
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Since the stockouts at the factory will occur in a random fashion, the 

lead time in serving the warehouses is random. Furthermore, as the 

factory buffers are reduced, runouts at the factory become more likely 

and of longer duration. Hence the distribution of lead times to the 

warehouses depends upon the buffer levels at the factory. Variability 

of lead time when viewed from the warehouse would lead it to increase 

its buffer stocks in order to carry it through long factory lead times. 

Thus, we have the inverse relationship that decreased factory buffers 

require increased warehouse buffers. This emphasizes the inter¬ 

relationship between the factory and warehouse decisions and the 

need for a joint consideration of these decisions. With a given limited 

amount of inventory it is by no means obvious whether it should be 

kept outlying in warehouse buffers where it will be quickly available 

to customers, or alternatively should be kept centrally at the factory 

warehouse where it will improve the reliability of shipments to aU 

warehouses. 
In a situation in which the inventories for all warehouses and the 

factory are controlled centrally and are used to absorb a large seasonal 

sales fluctuation, there might be substantial shift over the year in the 

fraction of inventory kept centrally and at the outlying warehouses. 

This is clearly a complex decision problem whose optimal solution 

could not even be approached by decentralized decisions. 

(4) The hiring and training costs and the layoff costs may depend not 

simply upon conditions within the factory, but also depend upon the 

general state of the labor market or the size of the work force. The cost 

function could incorporate a forecasted variable that reflected the 

state of the labor market. This might take the form of shifting the 

cost curve shown in Fig. 2-2 to the right or to the left. For example, 

when the labor market is very tight and jobs are plentiful it may be 

very cheap, morale-wise, in terms of terminal pay, etc., to fire a man, 

but very expensive to hire one. In other periods when the labor 

market is slack it may be very cheap to hire a man but there may be 

severe direct and indirect costs associated with firing a man. 

Admittedly, there is a problem in quantifying such concepts but it is 

possible. 
(5) There may be some important risk considerations involved in estabhsh- 

ing the level of final product inventories quite aside from the routine 

uncertainties of sales fluctuations. For example, in the event of an 

unforeseen production failure an adequate inventory at the outlying 

warehouses could continue to supply customers. Similarly, trans¬ 

portation or supply failures may cut off the flow of raw materials and 

components. In this case emergency stocks at the factory may pay 

for themselves by keeping the plant operating. Decisions to carry such 
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stocks probably should be made explicitly so that it will be dear how 
much inventory is being carried for what reasons. Of course, once a 
decision has been made to carry additional inventory for k>ngshot 
risks, the inventory can be put to good use in reducing the number of 

setups and stockouts, 
(6) The separation of price policy from production and distribution is 

quite undesirable for many companies, bdrtunatcly a linear demand 
curve can readily be handled within the framework of quadratic cost 

curves. 

The emphasis of the foregoing analyses has been on the minimization of 
costs. Business firms are interested in this because it is one aspect of the 
maximization of profit or net business income. However, the minimization 

of costs is cimsistcnt with the maximi¬ 

zation of profit only if revenues are 
unaffected. Actually the inclusion of 
an inventory depletion penalty for lost 
sales is an effort to take into account 
the influence of factory and warehouse 
operations on sales revenue. There 
are, of course, much more direct and 
important influences that can be exerted 
on revenue through pricing policy, sales 
efl(>rt, and advertising expenditures. 
An extension of the decision system 
ct)uki coordinate decisions on these 

matters with the production and distrihutiun decisions. For example, let 
us consider the pricing decision. 

While little is known about the dynamic response of purchasers to price 
changes we do know from numerous studies that sales volume tctuls io 

increase as the sales price is lowered. Fur some products sales arc quite 
responsive to prices and for other products quite unresponsive. Also, the 
response to one supplier’s price is strongly influenced by the prices charged by 
other suppliers. We can make a first approximation to tliese rc!ati<mships 
by the demand curve shown in Fig. 17 5. As the price charged by a company 
for a product is reduced, the company’s sales rale expressed in physical terms 
increases. Probably this curve can be adequately approximated over the 
range of fluctuations by a linear relationship. This relation dcpciids on the 
sales volume of the industry, and on the company’s share (jf the market wliich 
in turn is influenced by its price policy. A company’s demand function for 
the /’th product in the fth period might take the following form: 

S,, = C,Sl, - Cjip„ - Pl,) [17^4] 

where Si, is the expected sales by the company; SI, is the total sales forecasted 

EXPECTED SALES RATE, Su 

Fig. 17-5. Product demand cum for a 
firm. 
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for the industry; Q is the share of the market that the company sells when 
it charges the average industry price; and is a constant that reflects the 
sensitivity of company sales to a price higher or lower than the industry 
average; is the price charged by the company; and p\^ is the average price 
charged by firms in the industry. 

Multiplying sales rate by price we obtain an expression for the company’s 
revenue from sales: 

Expected revenue ($ per period) == 

= CiSjtPit C2Pit + ^iPitPit 

This revenue function is quadratic in the controlled variable pi^ and in the 
uncontrolled but forecastable industry variables, S\t and p\^. Also, the co- 
eSicient of the square term in the controllable variable is a constant. It 
would be possible to obtain a corresponding revenue function aggregated for 
all products but some index number problems would need to be solved in 

doing so. 
Since sales are partially controllable through price policy, and production 

costs depend upon the sales rate, we need to work with profit as the criterion 
for decision-making. 

Profit = Revenue — Cost 

By making production, shipping and pricing decisions jointly there may 
be improvements in over-all profit performance. For example, prices could 
be lowered when inventories are high in the warehouses and there is idle 
time at the factory, and raised when inventories are low and the factory is 
working overtime. Many companies are reluctant even to consider such a 
dynamic pricing policy and with some reason. As yet we do not know very 
much about the effectiveness of such policies. 

This sketchy analysis is presented not so much to advocate such a policy, 
but to suggest directions in which the decision analysis can be extended to 
improve the coordination between the various functions and departments 
that make up a business firm. The guaranteed annual wage poses complex 
planning problems that challenge the further development and application 
of the methods presented in this book. 



PART 

Generalization of 

Decision Methods 

The decision rules for scheduling production and employment, 
found in Part B, assume a special cost function and a limited number of decision 
variables. The object of Chapters 18, 19, and 20 is to present methods for aggregate 
scheduling that may be used under more general conditions. 

Chapter 18 generalizes the results of Chapter 4; the methods allow one to take 
into account other dynamic costs in any number of decision variables when framing 
decision rules for specific applications. An example of a somewhat larger problem 
is given in the chapter. Total sales are split into two categories to account for their 
different effects on costs, and deliveries from the factory to the warehouse system 
are explicitly included. With four decision variables the problem is still one of but 
moderate size, yet it illustrates how additional costs may be included in the analysis. 

Chapters 4 and 18 provide the background for Chapters 19 and 20. It is shown, 
in Chapter 19, that analogous methods may be used in the design of decision rules 
for instantaneous control of a process. Presented first in production plaiming, for 
comparison, is an approach using servomechanism analysis. It is also shown that 
the linear decision rules are closely related to modem approaches to optimal 
servomechanism design. For simplicity, the criterion function includes costs associ¬ 
ated only with the rate of production and the level of inventories. 

Certain other approaches to production planning over time are compared in 
Chapter 20, primarily a linear total cost model. In deciding whether to use, for a 
particular application, “horizon mles,” linear programming methods, dynamic 
programming methods, or linear decision rules, it is important to remember that 
these several approaches differ in points of flexibility, computational difficulty, and 
tolerance of uncertainty. 
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chapter 

iiieneral 

in«^t;lioclsi for obtaining linear 

cleeision rules 

18-1 Overview of the chapter 

The study of management problems involves approximating and 
aggregating parts of the relevant system. As additional information is 
accumulated, however, it is frequently found desirable and possible to 
describe the system in greater detail and to examine the decision implications 
of the broadened knowledge. In many such cases a quadratic function will 
serve as an adequate approximation to the decision criterion, and linear 
equations as adequate approximations to relationships between the controlled 

and uncontrolled variables. 
This chapter presents methods for computing the optimal decision rule 

in the presence of an arbitrary number of decision and forecasted variables.' 
The methods are thus a generalization of the results of Chapter 4. The 
following a.ssumptions have, however, been retained: 

(1) The criterion function is quadratic; 
(2) No inequality constraints are placed on the decision variables; 
(3) The relevant criterion for choice, with uncertainty, is the expected 

value of the criterion function. 

Although no restrictions are introduced on the number of variables that 
may be controlled by the decision-maker, there are in fact practical limita¬ 
tions to the si/e of the problems that can be handled. The main limitation 

> For further generali/ation methods, see C. C. Holt: “A General Solution for Linear 
Decision Rules” (London School of Economics and Carnegie Inst, of Tech., January, 
1960) and R. L. tiraves: “Derivation of a Linear Decision Rule for Production and 
Employment Scheduling in the Multi-Product Case’' (University of Chicago, May, 1960) 
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arises from the sheer magnitude of the calculations. Although the number 
of month-to-month calculations increases only proportionally to the number 
of variables, those involved in obtaining the decision rules increase at a 
much faster rate. Special characteristics of the problem under consideration 
must therefore be used to reduce the computations, hewer variables may 
be used if the original problem can be split up into a tlynamic problem 
and a static one, if certain variables and costs can be studied independently 
of the rest, or if certain variables be aggregated for ccrtaiiuspecilied purposes. 

The examples used for demonstrating this method are drawn from the 
field of industrial decisions in a factory warehouse system, but it should be 
emphasized that the mathematical methods arc perfectly general they may 
be applied to any decision-making or control problem in which the dynamic 
relationships between variables can be approximated linearly and the costs 
and other criteria can be locally approximated by a quadratic form. Fhe 
optimal decision rule might be built into the control hardware fi^r automatic 
optimal control If treating time as a discrete parameter pia)ves iuct>n venient, 
the analysis can be converted to yield decision rules in the form of linear 
differential equations (Chapter 19). 

Optimization controllers are not altc^gether new in the chemical process 
industries, but their design has been made almost exclusively in terms of 
static rather than dynamic optima. Increasingly, electric filter networks and 
servomechanisms are being designed to optimize a squared-error criterion. 
These analyses provide both dynamic optima and optimal forecasting for 
stationary time series. I'he present work goes further in 

(1) Making the criterion dynamic and multi-dimensional 
(2) Accommodating multiple control variables, 
(3) Separating out the forecasting functioti so that forecasts of any type 

may be used. 

18-2 The general decision model 

In Chapter 6 formal conditions are exhibited for the existence and 
uniqueness of the solution to the dynamic optimization problem where the 
criterion is quadratic. The matrix inversion required to obtain the decision 
rule is difficult, because of the great size required to handle several periods. 
Moreover, iterative methods arc unstable. 

We assume that the variables of the system have been split into two well- 
defined sets. The first variables may he chosen at will, within certain 
prescribed limitations, by a decision-maker, d hesc are called the division 

variables and are represented by (/ = 1, 2, 1,2,..., 7‘), dhc 
subscript characterizes the time the decision must he made and the super¬ 
script is used to distinguish the several decisions to be made simultaneously. 
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For later convenience, the decision variables are arranged as the wr-column 
vector:^ 

fxn 

X = where = ^2 [18-1] 

The other set of variables is assumed to be completely beyond the control 
of the decision-maker, but may—with varying degrees of accuracy—be 
predicted. These are called the uncontrolled variables and are represented 
by O’ = 1,2, ... , r; t = I, 2, ... , T). For convenience, the uncontrolled 
variables are arranged as the vector:^ 

r/i yr 
y ^ where y = A 

-34. 

[18-2] 

The function to be maximized or minimized is assumed to be a quadratic 
form in the variables x and Its values, which are denoted by C (for 
criterion), are expressed in the following way; 

C = « + 2k'X + Im'y -t- x'Kx + Ix'My -1- y'Ny 

lx\ (K M k\ IxX 

Although there are many ways to approximate a function of several 
variables by a quadratic, the best-known is to construct a local approximation 
with the first terms of the Taylor’s series expansion of the function. If/is 
a function of the n variables x,, Xj, ..., x„, the expansion around the point, 

say, Jfj, 1*2, ..., would be: 

/(X,,X2, ..., x„) 
n f) 

1 

{Xi - Xi) 

1 n ft 

+ .2 2 -.xJ (Xi - Xi)(Xj - Xj) + 

2 Although some familiarity with matrices and quadratic forrns is assumed in this 
chapter, the following general references are suggested: F. B. Hildebrand, Methods of 
Applied Mothernotics\ Prentice-Hall, 1954, Chapter 1; E. Bodewig, Matrix Calculus^ North- 
Holland, 1956; and R. A. Frazer, W. J. Duncan, and A. R. Collar, Elementary Matrices, 

Cambridge University Press, 1938. 
For the uncontrolled variables representing initial conditions, the vector yJ may have 

less than T components. 
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The problem is not only to find the fornial conditi<.>ns for a maximum 
(or minimum) of C with respect to x, but also to compute the rule for the 
first-period decisions, x,, in terms of forecasted future values of the un¬ 
controlled variables, the initial conditions, and of course the parameters of 
the criterion function. The rule will take the form: 

X. = V n\y, + w [18-4] 
I 

where the elements of the m by r matrices (f 1. 2./’) and the 
m by I matrix h> are constants that may be found with methods t>f this chapter. 
As long as the parameters of the criterion function do not change over time, 
the decision rule may be used repeatedly using revised forecasts and initial 

conditions. 

18-3 Computation of the decision rules 

It is convenient to u.se an intervening variable, which is a linear 
combination of the decision and uncontrolled variables. The criterion 
function is written as: 

C = 2a'z + z'Az + constant (18 5] 
where 

I = /?x + Vy [18 6] 

The elements of z are partitioned as follows: 

where z* 

A will be a (symmetric) nT by nT matrix, R will be ttl' by m7\ and F will be 
nT by rT. 

Substituting Eq. [18-6] into [18-5], we obtain: 

C = la'iRx 4- Fj) + (x'R' + y'V) A (Rx + Vy) 

= [xV /R'AR R'AV R'a\ (x\ (18 81 
y [y'AR V'AV V'a] y 

\1/ \a'R a'y 0 / \1/ 

Comparison with Eq. [18-3] shows that the two cost functions are identical 
if: 

K =R'AR [18 ‘Ml 

k = R'a 18 ‘)b] 

M= R'Ay, ... 
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The remaining conditions will not be listed because, as we shall see below, 

they are not needed for the decision rule. 
Variational methods are used to obtain the formal conditions that the 

optimal value of x must satisfy. For any value of x, say x*, and for any y 
we can write; C(x) = C(x* + (x - x*)). The quantity {x - x*) is called 
the variation. Substituting into Eq. [18-3] we obtain: 

C(a:) = C{x*) + 2{Kx* + A + Myy{x - x*) + {x - x*)' K{x - x*) [18-10] 

If C{x*) is a minimum, the following inequality must be satisfied for all 

admissible variations: 

CW - C(x*) = 2{Kx* + A + Myy{x - x*) 

+ ix- x*y K(x- x*)>0 [18-11] 

The conditions above are satisfied if and only if the coefficients of the linear 
terms in (x - x*) are all zero and the quadratic terms are always positive. 
Otherwise, there would be a variation, however small, such that the linear 
terms dominate and by an appropriate choice of sign of the variation the cost 
difference could be either positive or negative. For sufficiently large varia¬ 
tions, the quadratic terms would dominate and hence must be positive. 

The requirement that the linear terms vanish yields the first-order con¬ 

ditions : 

iTx* + k + My = 0 [18-12] 

Equation [18-12] will be used later in the chapter to calculate the optimal 

decision rule. 
Once it has been established that an interior minimum exists, we may 

proceed to the solution of Eq. [18-12]. As we let T approach infinity, 
however, the equation is of infinite order and special methods are required 
to find the decisions for the first period. With the aid of the power-series 
transformation we can obtain the initial decisions from a relatively small 

number of equations. 

• Matrix operators. 

When a constant is to be added to all entries of a vector, or any particular 

entry, the following are useful: 

e = (1, 1, 1, ... , 1} I [18-13] 
^, = {0,0, ...,0,1,0, ...,0} j 

I’th place 

Thus X — aeis equivalent to the expression x, — a (t = 1, 2, ... , T). 
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We will also make use of the following nilpotent matrix: 

i7 = 

■ 0 
1 0 

1 0 
1 0 

1 0 

[18^14] 

Multiplying a vector by this matrix will indicate a time lag, and yet keep 
the argument of the product in the range t = 1, 2, , T. For example, 
Ux has entries equal to 0 for t = 1 and for r = 2, 3, ..., T. 

U' corresponds to a time lead, U” to a lag of n periods, and = I to 

the identity operation. The backward differencing operation (except for 
initial or terminal conditions) represented by A, is / ~ 17, and the forward 
difference, —A', by —{I — U)\ The second centered difference would be 
represented by AA' or A'A, depending upon the entries desired for the first 
and last rows of the matrix. Backward summation is indicated by 
I + U + ...) =Ti = A“\ and forward sum¬ 
mation by the transpose, E'. Thus for r = 1, 2, ..., T would be 
represented by Ex*. 

These matrix operators and some combinations of them are shown in 
Table 18-1. (Their power-series transforms will be discussed later.) 

^ An example of production smoothing. 

In order to illustrate the argument above, we will consider a problem in 
production and inventory policy. Total costs are assumed to be made up 
of two parts in each time period: (1) inventory carrying and depletion charges 
as a function of the inventory level, /f, and (2) costs associated with the rate 
of production, P^. Assuming that the components may be approximated by 
quadratics, the total cost over T periods constitutes the decision-making 
criterion and may be written as: 

C = I [Cx(/f - Ff + Cp(P, - F)"] [18-15] 

where Cj, Cp, F, and P are constants known with certainty. (The certainty- 
equivalence_ property holds if any or all of these vary as functions of t. 
Moreover, F and P may be means of random variables without affecting the 
policy choice, but Cj and Cp must be known with certainty.) P, and If 
not independent decision variables since the change in inventory levels 
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Table 18-1. Table of Operators and Transforms. 

Operator Matrix Power series transform 
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Table 18-1 (Continued). 
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The positive definiteness of K(for the minimum) can be tested immediately, 

v'Kv = + Cp/]u = CjiHvYiZv) + Cpv'v > 0 [18-21] 

where v is any admissible non-zero vector. Since the scalar products v'v and 
(EvYCLv) are both positive for any v, the matrix JT is positive definite and 
a unique minimum exists, if Q and Cp are both positive. 

Substituting Eqs. [18-20] in [18-12] we obtain: 

(C,ET -h Cpf) F = QrpS - (/J - F)e] + CpPe [18-22] 

• The power-series transformation. 

The methods used in Chapter 4 will be generalized to handle blocks of 
matrices of the form that appear in Eqs. [18-20]. Regarding xj as a 
function of the discrete index r (t = 1, 2, ..., T), its power-series transform¬ 

ation is defined as follows: 

Lx' = % l'x\ = lx' [18-23] 
/« J 

where I = (2, A^, ..., A^) [18-24] 

Assuming that the sequence of xj is bounded, a sufficient condition that 
the series Lx' converge as T approaches infinity is that A lie inside the unit 
circle itf the complex plane (that is, the absolute value of A be less than unity). 

The transformation of the general vector x can be written as a matrix 
product. Lx (an m x 1 column vector), if we define the matrix L as follows: 

7 0 ... 0" 
0 / ... 0 

[18-25] 

,0 0 ... /J 

Before the matrix operators and the power series transformations caii be 

used together certain relations need to be known about the transformations 

of the lag, dillerencing, and summation operators, as well as the vectors e 

and from Eqs. [18 13] and [18-24] it follows that: 

, A(1 - A^) 
Le ■■■ (A, A\ A-'.A'') {1, 1, E - , 1} = 1 

Le, - (A, AE A-\ ... , A’O {0, 0, ... , 0, 1, 0, ... , 0} = A' 

[18-26] 
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The transform of the matrix U is found as follows: 

LU={X, 1^) 

0 
1 0 

1 0 
1 0 

o 

o 1 0 

= [18-27] 

= XL - X^^^e'r 

T 

Similarly,Z / = L,LU' = X'^L - e'u andZ t/' = X‘L - 2 = 
i=T-t 

L(I — U) = {1 — X) L + and so forth for the other operators made 
up of lags or leads. The transform of the summation operator E may be 
found by noting that X = JL AE = [(1 — A) jL + V^JE = (1 — A) XE 4- 
X’^'^^e'; hence XE = (1 — 1)“^(X “ These transforms are listed 
together with the operators in Table 18-1. 

• The reduced systems of equations. 

Premultiplying the conditions of Eq. [18-10] for an extremum by the 
matrix X leads to a system of identities in X which may be written as follows: 

X (XTx + X + My) = (2 X + X)jc + L{k + My) = 0 [18-28] 

where the matrices Q, F, and of course X all depend upon the transform 
variable X. If submatrices of K are composed of U, A, E, etc.,'*' then it can 
be separated into two matrices, Q and X, such that F has only a few entries 
not equal to zero. 

The question remains, however, as to how the power series transformation 
will put the system K x + k + My = 0 in a form that may be solved. If 
the transform of the future course of decisions, X x, can be eliminated from 
Eq. [18-28], then relatively simple computational procedures will be avail¬ 
able. This can be done as follows. First, premultiply Eq. [18-28] by 
Q, the adjoint of Q : 

QQLx + QFx+ QHk + My) 

^\Q\Lx+QFx+^Lik + My) = Q [18-29] 

the first term will vanish if X x is finite and \Q\ = 0. A sufficient condition 

4 This form of the matrix K depends on the time invariance of the parameters in Eqs. 
[18-151 and [18-16]. 
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for the convergence of £ x, if x is bounded, is that X lies inside the unit circle 

of the complex plane: 
|A| < 1 [18-30a] 

The condition \ Q\ = 0 is simply that X satisfy the “characteristic equation”: 

|!2(A)|=0 [18-30b] 

Denote the values of X which satisfy Eq. [18-30] by Aj (/c = 1, 2, , p).^ 
Now, let fk = and the matrix L evaluated at 

A = A*. Equation [18-29] then implies: 

+ (to(* + Mj.) = 0 [18-31] 

where 1: = 1, 2, ... , /?. Since the rank of is unity, there is only one 
linearly independent equation of [18-31] for each of the/) roots. 

Equations [18-31] and [18-12] jointly allow the first-period decisions to be 
found without the requirements of calculations for all the remaining periods. 

• Decision rule for the production smoothing example. 

Some of the points raised in the preceding paragraphs can be illustrated 
with an example formulated earlier. The first-order conditions for a 

minimum cost were presented in Eq. [18-22]. 
The.se conditions can be simplified a little since the matrix E'E has many 

entries. Because (E'E) ' AA', Eq. [18-22] is equivalent to: 

(C,I + Cpls.^.') P - C/[5 - {ll - + CpPej [18-32] 

which results from premultiplying by AA'. 
The criteria for simplification by such transformations cannot be easily 

stated except to say that they should help make Eq. [18-31] as simple and 
easy to solve as possible. Such transformations are convenienUy made both 
before and after the power series transformation. They will be further 

discussed below. . 
The power series transformation of Eq. [18-32] will be used to determine 

the lirst-period production rates. Premultiply by L to obtain the following 

equation (which holds identically in A): 

Cpp) LP + C;.[(l A)e', + A""'e.>]F 
= CiLS - Cfll F)X + CpPX^ [18-33] 

The variable /t is defined by: 

[18-34] 

University Press, 1938 (Chs. HI and IV). 
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Letting Tapproach infinity, Hq. [18 33] becomes: 

(Ct - Cph) LP + (',,{1 - X)e\P - V,LS /' ) [IH -35] 

where |A| < I. 
It should be emphasized that the equation holds for any value of A for 

which the infinite series LP and LS converge. In particular, we choose 
values of A which will simplify the solution for e\P by making the 
coefficient of!/* vanish. 'I'hose values of A satisfy the characteristic equation: 

C, - (V/i 0 [18 36a] 

whose single root is: ih [ 18 36h] 
< f 

From Eq. [18--34] we know that two values of A correspond to the root 
Furthermore, the two roots Aj and A2 are reciprocals,*’ so that with /t, > 0, 
one and only one of the two roots lies inside the unit circle. The relevant 
root, Ai, is therefore the following: 

A, = i[(2 I nO ~ V /i,(4 f /<,)! [ 18 37] 

Substituting into Eq. (18 341, we then have 

Cp(i - Xi)i\ 'r. 

where LiS is the transformation of evaluated at i ip Since 
III = CjfCp « (1 - ii)^/ip we obtain: 

J\ - Ui ^ i}L,S {\ iiit//, /') [IK 39] 

This is the decision rule with forecast wciglits ^ and iiivcntory 

feedback coefRcient 1 — ip Since i| is real and C) i| *-■ U the dynamic 
performance of the rule is always stable. 

Although it is possible to find expected fitturc prinluctitm rates with the 
power series transformation (either by inversiun or by using a truncated 
transformation), re-application of the lirstqKTiiHl rule using the same 
forecast is computationally much more eilicient. 

• Numerical camputatiam in large systems. 

We will now examine certain computational prol>!cms in more detail. 
The method for calculating the parameters of linear decision rules invadves, 
first, writing the conditions for an optimum with suhmatrices representing 
truncated lagging, dilferencing, and summation opcraticms and, sccamd, 

^ If, as often happens, the firsi-order conditions arc syttmictoc ut nme leads and lags, 
then the roots occur in reciprocal pairs. In Hq. [IS 34) it is clear that for each pair of the 
roots, there is but one //. The symmetry can be utili/ed to siitjpiifv the statentettt atid 
solution ofEq. [18-331. 
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solving for the first-period decisions with the aid of the power-series trans¬ 
formation. 

In applications it is important to be able to separate the conditions of 
Eq. [18-12] into the parts in which time interactions play an important 
role and the parts in which they do not. Thus, it will often be desirable to 
premultiply the equation by a non-singular matrix, T, in order to simplify 
the structure of the coefficient matrix of the decision variables, K. Moreover, 
the process might be carried out to the point at which the decision variables 
may be solved recursively. That is, the coefficient matrix TK will have the 

following form: 
0 0 

K21 ^22 0 

■®33 [18^] 

In this case, for the first periods may be found without having to evaluate 
the adjoint of TK at all the characteristic roots. If is known, then 
may be found directly, and so on. The reductions may, in some instances, 
be more easily performed after the power-series transformation has been 
taken. Linear combinations of the columns of K may also be taken. These 
operations must, however, be matched by changes in the decision variables, 
not the columns of A: + My. That is, Eqs. [18-12] become: 

{KT){T-'^x) + k + My = Q [18-41] 

so that the variables found would be T~^x. 
A second problem with large systems involves the orderly calculation of 

the parameters of the decision rule from Eqs. [18-31] and [18-12]. After 
appropriate transformations have been made on the equations, we still have 
two blocks of equations to consider (the matrix, T, representing the trans¬ 

formation is not written explicitly below); 

+ {QiFdik + = 0 [18-42a] 

where i = 1, 2, ... , p, and 

JTj: + (A -f A/;;) = 0 [18-42b] 

The coefficient matrix of in Eq. [18-42a] presents some difficulties because 
(after letting the number of periods approach infinity) it is generally of 

infinite order. 
The variables y will, however, enter in a fairly simple form. They will 

be weighted geometrically by the p characteristic roots. Write Eqs. [18-42] 

as follows; 
+ {Qjd + {Q-fidy = 0 [18-43] 
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where i ~ 1,2, , p. Rewrite the lust term using the vector Y defined as 

follows: 

Then write the last term of Fqs. [IH 43) us observe that is an 
w by r (/) + <:/) matrix - so that the conditions become: 

4 I Cl |IH 45] 

where i = 1, 2, Fhc equations ahcn'c are rewritten us the matrix 
equation: 

Fx 4 J 4 // F ^0 |IH 46] 

Note that the relevant parts of Ikp [IH 42b) may iiho be W'rittcn in terms 
of F rather than j. 

After Hqs. [18 46) and [ 18 42b), in modified buin, have been solved for 
the first-period decisions, the vector I” cun be transfiirmcd hack into j. The 
computations, which give the weights of the hueeasted variables in the decision 
rules, take the following form, bor each decision variable, the coefltcieiU 
of will be the I by (p \ q) row vector 

{blhl a;,,, 
Consequently, the weighting function for will be the folUnving: 

= h{l^ + h% f f ... f A'118 47] 

The weighting functions may be tabulated in some convenient form a.s a 
last step in the computations. NrUc that this step involves taking several 
combinations of the vectors f|, /j, ... , /^ and e\, e'l, ... , e'„. 

Even if some of the roots are complex (conjugates), it is ciuivenient to 
write y in terms of real numbers.'' Suppose A; and A,,, are complex 
conjugates, then the corresponding cocflicicnts in Eqs. (IS 43] will also be 
complex conjugates. Since equality of complex numbers implies that the 

7 Since the discussion involves sonic elementary properties of complex numhet.s, ilic 
reader unfamiliar with the subject might refer to K. Kmipp, IM-nu-iii.s ,>l (he Tlworv of 
Functions, Dover. 
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real parts and imaginary parts are each equal (and since x and y are real), 

the i’th and (i + l)’st equations may be replaced by: 

(Re a ,F,)x + (Re (2 /;) + (Re <2 ;G,-) y = 0 j 

(Im CiFd X + (Im ajd + (Im QtGi) J = » J 

In forming the vector Y we will replace /; by Re /; and /;+i by Im Since 
li consists of successive powers of the complex number A,-, its entries may be 

written in polar form as: 

X\ = p* (cos 6t + i sin 6i) [18-49] 

where t = 1, 2, ... . Therefore, 

Re li = {p cos e, p^ cos 29, p^ cos 36, ...) 

Im li — (fi sin 9, p^ sin 29, p^ sin 36, ...) 
[18-50] 

The matrix Hi appearing in Eq. [18-45] is then modified to conform with the 
redefined vector Y. The last terms in Eqs. [18^8] become the following: 

(Re^;(?i)y = Rs(CiHi)Y 
= (Re QiHd (Re Y) - (Im Y) 

(lmaiGi)y = lmiaiHdY 
= (Im QiHiXRe F) + (Re QiHi)(lm Y) ^ 

Re Y involves the real parts of the various roots (together with the unit 
vectors), and Im Y represents the imaginary parts of the roots. 

• Summary of computational steps. 

The main computational steps may be summarized as follows: 

(1) Write the criterion function in any convenient form and identify the 

column vector of criterion variables: 

z {nT X 1) 

(2) Set up the parameters of the criterion functional in Eq. [18-5]: 

C = 2a'z + z'Az + constant 

a (nT X 1) 

A (nT X nT) 

(3) Separate the controlled from the uncontrolled variables and identify 

the variables: 
X (mT X 1) 

y (rT X 1) 
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(4) Set up the matrices appearing in Eq. [18-6]: 

Z = i?x + Vy 
R (nT X mT) 
V {nT X yT) 

(5) Determine the following product matrices: 

K = {R:A)R {mT X mT) 
k = R'a {mT x 1) 

M={R'A)V {mTxrT) 

(6) Check whether K is negative (or positive) definite. If it is semi- 
definite, some linear combination of the variables will not affect the 
value of the criterion functional (i.e., the optimal policy will not be 
unique). If it is indefinite, there is no interior maximum (or 
minimum). 

(7) Premultiply the matrices above by a non-singular matrix, J, selected 
to eliminate submatrices in E, L'E, etc., from K and to simplify the 
structure: 

TK {mT X mT) 
Tk {mT X 1) 
TM {mT X yT) 

It may be desirable to perform row operations on K so that the system 
may be solved recursively for x\ x^, etc. 

(8) With the aid of the tabulations in Table 18-1, find the following 
power-series transformations of the matrices in Step 7: 

L{TK) = QL + F {m X mT) 
L{Tk) = / (m X 1) 

L{TM) = G {m X yT) 

It is generally advisable to check at this point whether any simplifica¬ 
tions can be effected. They are sometimes more easily spotted in 
the matrix Q than in the matrix TK from which it was derived. 

(9) Find the distinct < 1) (z = 1, 2, ... , j^) such that \Q{Xi)\ = 0. 
(10) Calculate some (non-zero) row of the adjoint of 2 at 1 = for 

each f. Denote the row matrices Qi{i = 1, 2, ... , p). 
(11) Evaluate: and G^. (See Eq. [18-31].) 
(12) Set up the vector F. See Eqs. [18-44] and, for complex roots, 

Eq. [18-51]. 
(13) Set up the system: 

Fx + J + HY=^ 

See Eqs. [18-45] and [18-46]; subsequent comments for complex 
roots. 



LINEAR DECISION RULES 351 

(14) Solve the above system for the first-period variables, together with 

the first entries of Eq. [18-12]: 

{TK)x -i- {Tk) + {,TM)y = 0 

by elimination. 
(15) Transform Y back to y. Calculate and tabulate the weights for the 

forecasted variables. See Eq. [18—47] for the form of the weights. 

Much, if not all, of the above procedure can be carried out with computing 
machinery. The steps above are illustrated in the following section. 

18-4 A numerical example: planning work force, production, and 
shipments in an integrated fectory-warehouse system 

The methods for obtaining optimal linear decision rules presented 
above will be illustrated in this section for a planning problem of moderate 
size. While this analysis was developed in connection with a particular 
company, its presentation here is limited to a demonstration of method. 

Consider a firm with one plant and several warehouses which are to 
operate as a centralized system. The bulk of the total sales volume, the 
trade products, is sold to retail stores and other customers through the 
warehouses operated by the firm. Stocks of these products are maintained 
at the factory and at the warehouses. The remaining part of total sales is 
sold directly to industrial customers. Stocks of the industrial products are 
usually not maintained at the factory; instead, the factory operates on a 
backlog that averages approximately one month’s sales. 

At the first of each month, the stock level of each item at each warehouse 
is examined, and orders are placed on the factory for a quantity so that the 
stock on hand and on order is a fixed amount. Receipt of these orders at 
the warehouses is guaranteed within the following month. 

If an order has been placed for an item that is in stock at the factory 
warehouse, it will be set aside for shipment. If, however, the item is not 
in stock upon receipt of the order, then (so that the shipment guarantee to 
the warehouses will not be violated) a batch of the item will be assigned high 
priority in scheduling its production. The shipment to each warehouse is 
made before the end of the month, but receipts at the warehouses occur in 

the following month. 
The industrial products are normally made to order. However, backlogs 

of unfilled orders may fluctuate during the year. 
Finally, the level of the work force and amount of overtime hours may be 

adapted to the changing production rate. These adaptations would depend 
•upon the cost premium for overtime work and costs of hiring and layoffs 
in much the same way as similar costs were developed in Chapters 2 and 3. 

Although the ordering and shipment scheme that has been outlined operates 
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for many different trade and industrial products, the analysis will deal with 
their aggregates only. The inventories of all of the warehouses will also be 
aggregated. By suppressing the detailed product and warehouse decisions 
the following important decisions will stand out: shipments of trade products 
to warehouses, production of trade products, production of industrial 
products, and size of the factory work force. 

The two forecasted (uncontrolled) variables are: 

Trade orders placed on the warehouse system, s^. 
Industrial orders placed on the factory, 

The variables under the control of the central decision-maker are: 

Orders for total shipments from the plant to the warehouses, 5^. 
Total warehouses inventories, if > 

Factory inventories of trade products, /f. 
Factory inventories of industrial products, l\ (usually negative). 
Production of trade products, P], 

Production of industrial products, P\. 

Size of the work force, (measured in terms of production capacity). 

Not all the decision variables are independent of the others; we have the 
following linear relationships for all t: 

Warehouse system inventory, lY — lY-i = 1 
Factory trade inventory, /f — /f_j- ^ Pj — Sf ^ [18-52] 
Factory industrial inventory, /f — = P\ — Sf J 

The following costs are assumed to be relevant: 

Warehouse system inventory 
holding and depletion Ci(lY — 

Factory trade inventory holding and priority 
production IB^S^ + C'2(/f - 

Factory industrial inventory holding and priority I [18-53] 
production - B2Y 

Production, idle time, 
and overtime IB^iPj + P/) + C^{Pj 4- P] - 

Hiring and layoff — IF,_i)^ 

Of course, the cost coefficients depend upon the way other decisions will 
be made and carried out (for example, the allocation of warehouse inventories 
among the various warehouses). The criterion function is the following: 

C = i + 2Bi s, + Qc/f - ly 
t=l 

+ CjC/f + sf - + 2B^{Pl + Pi) + CJ,Pj + Pi - 
+ C,^W,- [18-54] 
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• Conditions for minimum cost. 

Let s and be the vectors of sales forecasts; 5, P\ and ^the vectors 
of the four decision variables. The vectors of inventories are / , / , an 

Step 1: The variables, z, appearing in the cost function are represented 

by the following column vectors: 
rj^ _ I»'e ■ 

S 
- Fe 

2 = f + S^- B,e [18-55] 

pT ^ pi 

pT ^ pi 

_\W - WoCi _ 

Step 2: With the variables labeled in the above order, the parameters of the 

cost function are given as follows: 
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Since L = A ^ we have the following relations: 

l'^ = l.US-'E,s + + So)e 

7^ = E - E A + /o e 
7^ = E - E 5^ + 7U 

[18-59] 

The last four entries of j are each scalars; hence is of order {2T + 4) x 1. 
From Eq. [18-59], the vector z in Eq. [18-55] may be written as z = 7?a: + 
Vy, where; 

[Et/ 0 0 OT 
7 0 

-E E 
0 0 
0 7 
0 7 
0 0 

[18-60] 

e 0 0 
0 0 0 

(7-E) 0 0 [18-61] 

0 0 0 
0 0 0 
0 0 0 

Step 5: The next step is to find the product matrices that appear in the 
first-order conditions for minimum cost. To do this, we first find, from 
Eqs. [18-56] and [18-60]: 

R'A = 

C, C/'E' -C^E' 
C2E' 

0 
0 

C,E' 0 
CJ C,A' 

[18-62] 

The matrices K, k, and M appearing in the first-order conditions are then 
the following: 

C, tf-E'Et/ + C,E'E - C,E'E 
-C,E'E C,E'E -1- CJ CJ 

CjE'E + CJ 
-CJ 

0 
-CJ 
-CJ 
CJ + C5AA'_ 

[18-63] 

k = R'a = [18-64] 
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M = R'AV 

-CiJy'E'E 0 CiC/'£'c -CiE'c 0 
0 0 0 CiS'c 0 
0 Ci'L'U-'L) 0 0 Ci'L'e 
0 0 0 0 0 

The three equations above constitute the basic data in the first-order 
conditions for minimum cost: Ax ■+ ft 4- Afy = 0. The solution may, of 
course, be formally written in matrix form as: x = — JT"' (ft + My). It 
should be evident that calculation of the inverse of K would be quite difficult 
by means that do not take advantage of the special structure of the matrix. 
The steps outlined below do take advantage of its properties to arrive at the 

desired entries of the inverse. 

0 
0 
0 

— CsA'cj 

[18-65] 

Step 6: In principle, the positive-definiteness of K should be established 
before proceeding very far with the solution of the first-order conditions. The 
fact that the quadratic terms of Eq. [18-54] are all perfect squares (together 
with the fact that the rank of A in Eq. [18-60] is AT) is sufficient to guarantee 
that K is positive definite if C,, Cj, Cj, and C5 are all positive. Under 
these conditions, the existence of a unique solution to the first-order con¬ 

ditions is also guaranteed. 

Step 7: The next problem is to find a non-singular matrix, T, such that 
TK will have all matrices of the form ET removed and will be simplified as 
much as possible in ()ther respects. In order to illustrate all calculations, we 
will be concerned for the moment only with eliminating the summation 
matrices. Since AA' = (E'E)"' this objective will be met if we take T as the 

following: 

[18-66] 

Premultiplying Eqs. [18-64] and [18-65] by T, we obtain, respectively: 

((’, 4- Ci)I 
-CJ 

0 
0 

Ut/ "h C4AA U^AA 

0 
■C4AA' 

QAA' C3/+C4AA' -C4AA' 
-ri -CJ CJ+CjA'A 

[18-67] 

Tk = 
[18-68] 
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TM 

-Ci(t/' + £u) 
0 
0 
0 

0 Cl Cl 
0 0 

-C^U 0 

0 0 

— 0 
CjCi 0 

0 Cj^i 
0 0 

0 ■ 

I [18-69] 

The equalities in Table 18-1 have been used to simplify the expressions 
written above. Note that the end terms in the above matrices (for t = T, 
r — 1, etc.) have been ignored since (for a sufficiently large number of 
periods) they will be irrelevant to the computation of the decision rules. 

Further inspection of TK in Eq. [18-67] suggests that the structure may 
be simplified somewhat by additional row operations. In particular, the 
interaction of S and in the second line could be removed so that the last 
three lines would involve only three variables. The similarities in the 
second and third lines also suggest further simplifications, and so on. A 
possible alternative transformation might then be the following: 

" AA' 0 0 0 

0 0 0 -/ 

Ji = — AA' -^AA' AA' 0 
Cl c, 

^AA' AA' 0 AA' 
[Ci 

where C5 = CiC2/(Ci + C2). The transformed matrices TiKmd JiMare 
as follows (T^k is the same as before): 

■(Ci4-C2)/ -€2/0 0 
0 CJ CJ -C4./-C5AA 

T^K = 
^4.^ LA 

0 0 C3/ + A'A + (1 + C5AA' A'A 

Cel 0 CjAA'A'A 
[I8-71; 

TiM = 

-Ci(t/' + £ii) 0 Cl — C2 Cl 0 0 
0 0 0 0 0 C5 e 

-C3(f/' + £ii) -C^u C3C1 C3 Cy 0 
-Ce{U' + E,,) 0 Ce ^1 Cg Cl 0 — C5 e 

[18-72] 

Note that the third row of TiK allows W to be found without further 
consideration of interactions with the warehouse order and production rates. 
P^ can be found from the fourth line once W is known, and so on. The 
advantage of the operations represented by in Eq. [18-70] is that it 
eliminates the necessity of evaluating rows of the adjoint of Q, In order 
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to illustrate all the computations, however, we will continue to use the 

former transformation T. 
Step 8: The next step is to find the matrices Q, F, J, and G where 
L{TK) - QL + F, L{Tk) = /, and L{TM) = G. Clearly, / = 0. The 
remaining matrices, which follow from Eqs. [18-67] and [18-69], are given 

below: 

Cl + C2 

■C2 

0 
0 

-C2 

C2 - C^ii 
■C^n 
-C4 

0 0 

C3 - C4/U C4.fi 
■C4 C4 — C^fi 

[18-73] 

0 0 0 
0 C4O. - C4(l - A^i 
0 C4(l - l)ci €4(1 - l)ei 
0 0 0 

-Ci[i-'/- (1 - M 
0 
0 
0 

0 CiA 
0 0 

-C3I/ 0 

0 0 

-C4(l - l>i 

■€4(1 - X)e, 

C5 ^1 

-C2A 0 

-C2X 0 

0 C3I 
0 0 

[18-74] 

0 " 

0 
0 

■Csl 

[18-75] 

Step 9: It is now necessary to find those values of A which make the deter¬ 

minant 1(21 =0- Expanding, we have: 

Q\ = Cl C2 C3 C4 C5 
= 0 [18-76] 

Since from Eq. [18-34], 

(1 - A)" = -2 + X 

we know there will be two non-zero values of X which lie inside the unit 

circle in the complex plane. These values are given by 

Afc = i[(2 + fik) - [18-77] 

where k = 1,2. ^ r a 
The remaining calculations will be illustrated below for a set of assumed 

cost parameters. Suppose the cost coefficients are the following: 

Cl = 0.1315 Cj = 2.470 
C2 = 0.1695 1'^ = 564.9 
C3 = 2.125 F = 351.6_ 
C4 = 0.2109 ^2 = /^ + = 0 
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We will not specify the others because, as can be seen from Eq. [18-68] 
where they would appear, they are not relevant to the scheduling decisions.^ 

The characteristic Eq. [18-76], is the following quadratic in //: 

13.9749 - 4.7416/1 + 0.4049 = 0 [18-78] 
with roots: 

pik = 0.1696 ± 0.0138 i [18-79] 

where k = 1 and 2, respectively, and i = V— 1- 
From Eq. [18-77] the relevant roots ^re found to be^^ 

4 = 0.6640 + 0.0109 i [18-80] 

where /c = 1, 2. We will note here for future use that the complex pair of 
numbers has a radius 

p = 0.6641 [18-81a] 
and argument 

^ = ~0°56.3' [18-81b] 

Step 10: Substituting the roots 4 into the matrix Q, Eq. [18-73], yields: 

0.3010,-0.1695 , 0 , 0 

-0.1695, 0.1337 + 0.0029/, -0.0358 + 0.0029/, 0.0358+0.0029 / 
0,-0.0358 + 0.0029 /, 2.0892 + 0.0029 /, 0.0358 + 0.0029 / 
0,-0.2109 , -0.2109 , -0.2081+0.0341 / 

[18-82] 

where k = 1, 2, respectively. The first row of the adjoint of is the 
vector: 

Qik = (-0.0408 + 0.0067/, -0.0724 + 0.0119 /, 

-0.0025 + 0.0004/, -0.0129 + 0.0010/) [18-83] 
where k = 1, 2. 

Step 11: Substituting 4 into F, Eq. [18-74], yields: 

0 0 0 0 
^ ^ 0 (0.0709 + 0.0023/)ei (0.0709 + 0.0023 j>'i (-0.0709 + 0.0023/)ci 

^ 0 (0.0709 + 0.0023/)«i (0.0709 + 0.0023/)6'i (-0.0709 + 0.0023 «>', 

LO 0 0 2.4700., 

[18-84] 

9 At le^t eight significant digits were carried in the computations in spite of inaccuracies 
in the onginal data. These extra places are needed in order to maintain control over 
round-off error, as numbers of the same order of magnitude are to be subtracted from one 
another. 

to symbols ± or + appear, the upper part corresponds to /: = 1 and the lower 
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where fc = 1, 2. Premultiplying by Qu, from Eq. [18-83] gives: 

QikFic = [0, (-0.0053 + 0.0010£>;, 

(-0.0053 + 0.0010 (-0.0265 ± 0.0015 i)e'i] [18-85] 

where k = 1, 2. 
The matrix G^, which may be found by substituting 1* into Eq. [18-75], 

is given in Table 18-2. Premultiplying by then yields: 

Q.ikGk = [(0.0081 + 0.0015 i) (Re 4) - (0.0015 + 0.0081 i) (Im 4) 

- (0.0018 ± 0.0004 i)e\, (0.0036 + 0.0005 i) (Re 4) 

+ (-0.0005 ± 0.0036 0 (Im 4), -0.0036 + 0.0005 i, 

-0.0036 + 0.0005 i, -0.0036 + 0.0005 /, 0.0212 + 0.0014 i] [18-86] 

Table 18-2. The Matrices {k — 1, 2). 

-(0.1980 ± 0.0032 0(Re 4) 4- (0.0032 + 0.1980 0(lm 4) + (0.0442 ± 0.0014 
0 

0 

0 

0 

0 
-(1.4110 + 0.0231 /)(Re 4) - (0.0231 + 1.4110 0(lm 4) 

0 

-0.1125 ± 0.0018 i 

0.1125 + 0.0018 / 

0 

0 

0 

0 

1.4100 + 0.0231 / 

0 

0.0873 + 0.0014 / 

0 
0 
0 

0 
0 

0 
-1.6400 ± 0.0269/ 

Note: Where the symbols ± or + appear, the upper part corresponds to ^ - 1 and the 

lower to A: = 2. 

Step 12: Next, we define the vector Y as follows: 

F = 

(Re 4)5 

(Im 4)5 

e\s 

(Re 

(Im li)S^ 

C+ So 

n - 

Wo 

-r 

[18-87] 



o o o 
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Step 13: Separating the real and imaginary parts of (git and gu 

we obtain the system: 

Fjc + / + Fr=0 [18-88] 

where / = 0 and: 

'0, -0.0053 c'l, -0.0053 e'l, -0.0265 ei 
0, -0.0010 c'l, -0.0010 fi'i, -0.0015 c'l 

[18-89] 

'0.0081, -0.0015, -0.0018, 0, 0.0036, 
0.0015, 0.0081, -0.0004, 0, 0.0005, 

-0.0005, -0.0036, -0.0036, -0.0036, 0.02121 ri8_9oi 
0.0036, -0.0005, -0.0005, -0.0005, 0.0014] L ^ 

Step 14: Only two equations in the four decision variables appear in the 
preceding step. The two equations needed for a unique solution may be 
found directly from the first order conditions and Eqs. [18-67], [18-68], 
and [18-69]. The first line of Eq. [18-67] allows us to express and P[ 

in terms of the predicted variables. Since 

(Cl + C2)S - Cj P’’ - Ci(f/' + Fi_i> 
+ C,(I^ + So ne, - Cjill - FVi = 0 [18-91] 

it follows that: 

(Cl + C2)Si — €2?^ — Ci(si + S2) 
+ Ci(/^ + So - n C2i.ll - F) = 0 [18-92] 

Similarly, the difference of the second and third rows gives: 

-C2S1 + C2 Pi - C3 Pi + C2(F - F) - C3(Fo - P2) = 0 [18-93] 

Equations [18-88], [18-92], and [18-93] then form a determinate system, 
whose coefficients are given in Table 18-3A. The solution for the coefficients 
of the decision variables in terms of Y is given in Table 18-3B. 

Step 15: The weights applied to the forecasts may be calculated from 
columns (5)-(8) of Table 18-3Bfors,andcolumns(9H10)forS^. The results 

of the computations are listed in Table 18-4. 
Although the computation of the decision rule parameters is now complete, 

it should be noted that several simplifications can be made in the layout 
of Table 18-4 for purposes of month-by-month calculation. For example, 
the forecasts of s and can be aggregated. That is, one can deal with s, 
for t = 1, 2; and s, + S[_2 for t = 3, 4, ... . Whenever the forecasts are 
relatively unimportant, as they are for P[, it may be convenient to replace 
the monthly forecasts by a single average, weighted by the total of the 

monthly weights. 
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Table 18^. 

Decision variables 

Si Pi p\ Wi 

Forcasted variables 

Si 0.6907 0.4507 -0.0191 0.0486 
S2 0.6907 0.4508 -0.0191 0.0486 
S3 0.1269 0.2254 0.0079 0.0431 
Si 0.0650 0.1154 0.0040 0.0358 
Ss 0.0303 0.0538 0.0018 0.0286 
S6 0.0116 0.0206 0.0007 0.0221 
Si 0.0020 0.0036 0.0001 0.0168 
S3 -0.0024 -0.0043 -0.0002 0.0125 
S9 -0.0041 -0.0073 -0.0003 0.0092 
sm -0.0048 -0.0084 -0.0003 0.0069 
sn -0.0040 -0.0071 -0.0002 0.0049 
Sll -0.0034 -0.0060 -0.0002 0.0035 

(Total) 1.5874 1.2672 -0.0255 0.2892 

0.1269 0.2253 0.0078 0.0431 
si 0.0649 0.1156 0.0040 0.0358 
S\ 0.0303 0.0538 0.0019 0.0286 
si 0.0116 0.0206 0.0007 0.0221 

0.0020 0.0036 0.0001 0.0168 
S\ -0.0024 -0.0043 -0.0001 0.0125 
Sy -0.0041 -0.0073 -0.0003 0.0092 
si -0.0044 -0.0078 -0.0003 0.0067 
si -0.0040 -0.0071 -0.0002 0.0049 
Slo -0.0036 -0.0063 -0.0002 0.0036 

-0.0027 -0.0049 -0.0002 0.0025 
-0.0021 

’ 

■ 

-0.0038 -0.0001 0.0018 

(Total) 0.2061 0.3660 0.0128 0.1919 

Initial Conditions 

If + So - r -0.6906 -0.4506 0.0191 -0.0486 
/o - 0.3094 -0.4506 0.0191 -0.0486 
/q 02 1 0.3094 0.5494 -0.9809 -0.0486 
^0 0.1033 0.1834 0.0064 0.7584 



chapter 19 

Decision rnles 

with continuous time 

19-1 Overview of the chapter 

Although there are many approaches to production planning 
through time, none is universally best. In describing several alternative 
production planning rules, we shall therefore summarize their relative 
strengths and weaknesses. Three criteria are important in choosing an 

analysis: 

(1) The relative computational difficulty; 
(2) How well the analysis may be revised and generalized as operating 

experience accumulates; 
(3) The sensitivity of operating costs to errors in forecasts and other data 

of the decision model. 

19-2 Servomechanism analysis 

Approaches based on servomechanism analysis seldom take 
explicit account of the costs of production rate policies. The emphasis is, 
instead, on whether a rule has desirable dynamic properties, and how 
performance can be improved. In order to judge whether a change is an 
“improvement”, however, we do need at least a loose criterion for 

evaluation.^ 

1 For a more complete introduction to the use of servo analysis in production, see H. A. 
Simon, “On the Application of Servomechanism Theory in the Study of Production 
Control,” Econometrica, 20:247-268 (April, 1952). General texts on servomechanisms 
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Forccustitig shoitk! be used m the Ue^jga id' the productitAn rules to 
anticipate and prepare itir sakN titu twatnAijN, U often Irappens that total 

annua! sales can he predicted In-ttci than sales tU)ctnatrv»ns within the year 
Smoothing pr.Aduction withm the vear then resumes the rule to depend 
primarily on the monthly average of h»recasted sales for the next seasonal 
cycle. 

A hurter inventory should, however, he maintained so tfiat errors in sales 
forecasts will not cause runouts or force rapid changes m the plant operating 
rate. Moreover, deviations in the actual inventory fcA'in the optimal level 
at any time should be removed ottly after a fairly Imig pcrunl so as to avoid 
“ovcrreaction” to forecast errors, that is. the production rate at time t, 
denoted by P(i), would depend partly on 

J. | \vtt. d) <iil 

where S(tji) represents the sales tatc esjH-cteti at time i for time t i B. 
For the annual seasonal 7‘ 12. if time is measured in months. 

^ Letting HO rcpre.sent the desired inventitry at time i and /(r> the actual 
inventory, a correction should he made pr*.piu tmnul to the "mvent<Ary error”; 

ho Ho 

We will assume that the desired inventory level is a constant, although the 
more general form would not unduly complicate the analysis. 

'Ihe production rule can lie stated quite simply as: 

' y. 4/h, /j [,n ,| 

where the parameter -x is positive, and presumably small. 

The functions / and /' must also satisfy the condition that the rate of 
c ange m mished-goods inventories is equal to the difference between the 
production and sales rates: 

where /(r) == dliOldt. 

rciTtinn k"*”'**' “f ^he production scheduling system depend on the 

are TT",f We will suppose that .sales 
aLmnHon ‘^II K '““fl-run average sales rate. A’. The 
assumption will be modified later. 

m' F^Gwdifer anuT f^Biirael* "I SvmwwchMi\m% (VVifcv, PM8): 

James, rTnIcEis and R '-"Tt 
and J, G. Truxa " jttmmirJ' wSf r (McCfra l‘)47): 

.luiomatu li-cdhtick C««/«,/.Siw/„.,va (McGiass Hill, lUSSi. 
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Substituting S for S{t, d) in Eqs. [19-1] and [19-2], we obtain this pair 
of differential equations; 

Pit) = S- a[/(0 - /] [19-3a] 

t(t) = P(t) - S(t) [19-3b] 

For the analysis of complicated linear systems, the following approach 
has proven quite effective. The functions of time are transformed into 
functions of another parameter by the Laplace transformation. Letting 
y(t) be any function of time, the Laplace transformation over the interval 

(0, T) denoted by L^yit) or yrip), is defined as: 

Lryit) = yrip) = e~^^y(t) dt 
0 

[19^] 

The transformed function does not depend upon but on the parameter 
p and the upper limit of integration, T, yjip) interpreted as the 
present-value of the time-series yit); it is a function of the interest rate and 
planning horizon, but not of time. Integrating by parts, it follows that the 

transform of the derivative is: 

LrKt) = pyrip) - XO) + e-^^yiT) [19-5] 

For dynamic analysis it is sufficient to work with the limiting form of 

yrip) Tapproaches infinity. Defining: 

Lyit) = y*ip) = lim y'^{p) [19-6] 
r-»oo 

we obtain the relation: 

iXO = py*{p) - tCO) [19-7] 

as long as the limit exists. We will usually drop the asterisk * since the 
argument p is enough to show that the function is transformed. 

Suppose x{t) is another function whose transform, x(p), is related to y{p) 

as follows; 

xip) = K{p)yiP) [19-8] 

Kip) is called the transfer function of the dynamic system. Furthermore, 
x(0 is equal to the convolution of the functions Kit) and yit): 

xiO = r K(z)y(t — t) dz [19-9] 

Equations of the form taken by Eq. [19-8] are highly important in the 
analysis of linear dynamic systems. 

After dropping the constants I and 5 so that / is interpreted as the deviation 



366 tiKNKRAM/.Al'ION OF METHODS 

from the desired inventory level atui P is the dcviati«>n of production from 
the average sales rate, the transfttnuations of fiqs, 11‘) 3 j become: 

Pip) Tt/f/d (19 lOa] 

p!{p\ -/(O) 1 P{p\ Sip) [19 loh] 

Solving for Pip) and neglecting the initial conditiotis, we obtain: 

Pip)K^p)S(p) fldllaj 

where Kpip) - - a/(/i T x). The solution for Up) is: 

Hp) ‘ K,ip) Sip) (19 11b] 

where A:,(/>) - i\lp)lKi,ip) - 1| ^-lUp i -/). 
A system is dynamically stable if and only if the poles of the transfer 

function have negative real parts. A pole of the transfer function is a 
value of /), which may be complex, at which Kip) becomes inlinitc. In 
Eqs. [19 111 the transfer functions for hi»th production and invent<rries have 
only one pole at /» • y. C’onsequetitly, the system is stable if and only if 
a is positive. 

The stability conditions, however, do not help us very much in choosing 
the feedback coefficient y, or in judging the behavior of the decision rule. 
Tests commonly used involve studying the transient and frequency responses 
of the system. The transient response assumes all variables arc zero before 
time zero. At zero time there may he an instantaneous displacement from 
the constant sales rate (a unit .sales impulse), a shift in the constant sales 
rate, a new linear trend in sales, or some other forcing function. The 
frequency response is a response to a pure sine wave of given frequency 
and, .say, unit amplitude after all initial conditions have been damped out. 
Analyzing the frequency respon.se is more general than first appears because 
a wide class of time functions can be expressed as sums of sine waves of 
various frequencies and the responses may, for linetir systems, be super- 
impo.sed. 

The unit impulse in of Eq. [19 9] js arbitrarily assumed to take plaee 

at t = 0. I he unit impul.se is denoted by the symbol d(f), so that: 

.»'(/) rt(r) 

y(p) 1 

where S(t) is characterized by the following properties; 

fit) Ht) dt - /(O) 
i 

fit) Hit) dt fit) Sit) dt 

(19 12j 

[19 1.1a] 

[19 l.lhj 
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for any function / and any e > 0. From Eq. [19-8], the transform of x(t) 
is: 

x(p) = K{p) [19-14] 

The time-path of x{t) may be found by finding the inverse transformation of 

K{p). Asymptotic properties may be more easily found with the theorem: 

Lim x{i) = Lim p x(p) 
f—>>00 p—^0 

whenever the indicated limits exist. 

Similarly, the unit equilibrium shift is assumed to take place at time t = 0. 

In this case we have: 

y(t) = u(t) = 
1, t > 0 

0, t < 0 

yip) = 
1 

p 

} [19-15] 

The transformation of x(t) becomes: 

x(p) 
K{P) 

P 
[19-16] 

Procedures for evaluation would be the same as with the impulse. Other 

testing-functions, such as a trend y(t) = t, might be used as well. 

The results of the analysis of response to an impulse, an equilibrium shift, 

and a trend are summarized in Table 19-1. In response to the sales impulse, 

the inventories are immediately depleted by one unit. The inventory 

imbalance then forces an immediate increase in the production rate by a 

Table 19-1. Production and Inventory Response with NuU Forecast. 

Variable Transfer 
function 

Impulse Equilibrium shift Trend 

S(t) 1 <5(0 1 t 

P(.t) 
a 

(.p +«) 
ae-" 1 - t - 1(1 - e-“‘) 

a 

m -1 

(P + «) 
-e-“‘ -- (1 - 

a 

1 1 
—t-h - (I - «-“•) 

a a^ 

Cost _ (Cl -h Cp«2) 
Infinite because of Infinite 

2a steady-state inven¬ 
tory error 

Note: The relations above hold only for t > 0; for negative values of the time index, all 
the variables are zero. 
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units (per unit time). Gradually, inventories approach the desired level 

and production the average rate. 

The total cost of operation under these conditions may be evaluated from 

the cost function, the limiting form of Eq. [18-15] as the length of time 

between successive decisions approaches zero. We have assumed that costs 

derive from three factors: holding inventories, stockouts, and the deviation 

of the production rate from that optimal for the plant. The rate at which 

the first two costs are incurred at time t will be approximated by the quadratic 

— 7)^, where Q and / are constants. (/ could also be a function 

of t without unduly complicating the analysis.) The rate at which 

manufacturing costs are incurred can be approximated by the quadratic Cp 
(P(t) — P)^ so that the marginal cost function is linear and the unit cost 

function is U-shaped. 

The total cost incurred between time 0 and T is the integral: 

[Q(/(0 - I? + C,{P(t) - P)^-] dt 
0 

[19-17] 

where Q, Cp, /, and P are constants. Here T represents some future point 

of time; it is not the length of the season, as in Eq.[19-1]. 

Setting the derivative with respect to a equal to zero, we find the optimal 

value of a to be VC//Cp. Such information as is presently available con¬ 

cerning the relative costs of the production and inventory adjustments 

suggests that Cj/Cp would be about 0.1 if time were measured in months 

(the dimensions of the ratio are t~^). In this case the optimal adjustment 

parameter is about 0.3.^ 

With an equilibrium shift of sales, inventories start to decline at time zero 

and continue to decrease. Because the production rule depends in part on 

the inventory position, production begins to increase until the new pro¬ 

duction rate equals the rate of sales. However, the inventory level never gets 

back to zero because the sales forecast is consistently wrong by one unit. 

The inventory error leads to infinite costs. 

If at time zero the forecast is revised, then the transformation of the 

production rate is: 

P{p) = ^ [19-18] 

Production matches the sales rate exactly, and there are no changes in the 
inventory position. 

The response of the rule to a steady trend in sales is indicated in the 

last column of Table 19-1. The production rate is less than the sales rate 

by an amount that increases with time (approaching a finite limit). Conse- 

2 Cf. C. C. Holt and H. A. Simon, “Optimal Decision Rules for Production and In¬ 
ventory Control,” Proc, Conf. on Prod, and Inv. Control (Case Institute of Technology, 
1954), pp. 73-89. 
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quently the inventory levels always decrease. Clearly the rule is inadequate 

for these conditions, and is inadequate because of the large bias in the sales 

forecast. 
The analysis of the response to a sales impulse shows that the behavior 

of the system is reasonable and guides the choice of the adjustment parameter, 

a. The analysis also points out, to some extent, what sales forecasts should 

accomplish; they should catch gross changes in requirements such as an 

equilibrium shift or a new trend, but not necessarily impulses in sales. 

It is well-known that the steady-state response of a linear system forced 

by a sine wave of a given frequency will be a sine wave with the same 

frequency, but it may have a different amplitude and be out of phase with the 

forcing function. Thus, if XO = sin at then x{t) = A sin {cot + ^). ^ Since 

the Laplace transformations of the functions are y{p) = cojip + co ) and 

x(p) = coAe*'’‘“‘l{p'^ + we will have the relation: 

= K{p) [19-19] 

The angular frequency (o may be removed from the left-hand side of Eq. 

[19-19] by choosing p = ico. This choice makes the absolute value of the 

exponential equal to unity, so that the amplitude. A, is. 

A = |/^(/m)| = ^/K{i^K{-ico) [19-20] 

The phase angle, cp, is characterized by the real and imaginary parts of the 

transfer function evaluated at ico. Specifically; 

(j) = tan 
j Im K{ico) 

Re K(ico) 
[19-21] 

The amplitude and phase angle of a particular system can probably best 

be studied graphically. For such plots the entire region is, of course, not 

studied in the same detail. Usually the limiting values of the response, 

resonances (points of maximum response), and the charactenstics m a 

particular region are most important. The two plots are often compressed 

into one with a polar diagram of the function of K{ico) [that is, a graph of 

the parametric curve of radius A{co)] at the angle c^ico) with the angular 

frequency m indicated along the curve. All the diagrams may be for several 

values of the design parameters. 
The transfer function, given in Eq. [19-1 la], allows us to compute he 

production response to a sinusoidal sales series. Using Eq. [19-20), tne 

amplitude of production is found to be: 

JcO^ •+ OL^ 

[19-22a] 

The amplitude of the production response is always less than unity that 

is, the production fluctuates by a smaller amount than sales—and decreases 
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as the frequency increases. If a = 0.3 (radians per month) and sales possess a 

strong annual seasonal (co = 2k/12 = 0.5), the amplitude of production is 
half that of sales. 

The phase angle is found from Eq. [19-21] to be: 

<^p = tan ^ 
CO 

a 
[19~22b] 

Since co and a are positive, (j)p is negative and production will lag behind 

sales. With a = 0.3 and a strong annual seasonal, production would lag 

sales by about two months. One can probably do better than this with 

different sales forecast assumptions, however. 

The inventory response may be calculated similarly. Its amplitude is 

1/a times the amplitude of production and is k radians (a half cycle) out of 

phase with it at all frequencies. 

The analysis for the sales forecast assumed above is quite simple. Because 

the sales forecast was the over-all mean of the sales series, very little was 

found out about the desired characteristics of the terms in the production 

decision rule for the sales forecast. Suppose, as another extreme, that 

future sales are predicted perfectly. Then the production decision rule, 
Eq. [19-1], is stated as follows: 

F{t) = - 
T 

S{t -j- 6) dO — a[/(t) — /] [19-23] 

which, together with the inventory balance relation Eq. [19-2], allows the 

following transfer function for production to be found: 

Kp(p) = 

p + oc 

The transfer function for the inventory levels is therefore: 

Klip) = - [Kpip) - 1] = 

P P(P + «) 
.Tp 1 

f~^_ 

[19-24a] 

(19-24b] 

The transient and frequency responses of the system may then be found 

as before. It is, however, considerably more difficult to analyze than the 

preceding case. Two points, evident on inspection and verified by more 

complete analysis, are the following: (1) the production rule is stable, 

although the system depends on future data through the perfect forecast 

assumption; (2) future sales are anticipated by production, even though 

production response to an impulse does not have very desirable characteristics 

(instead of a gradual build-up in production from the time the impulse is 

anticipated until it occurs, there is an initial jump in the production rate, 

which is gradually reduced until the time at which the impulse occurs)! 
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Although many of the disadvantages of the production rule given above 
could be eliminated by further analysis of this type, other methods to be 
discussed in the following sections approach the problem more directly. We 
will therefore summarize at this point what seem to be the major advantages 
and drawbacks of servo analysis applied to this type of problem. 

The major advantage of servo analysis is that it is relatively inexpensive. 
The approach does not usually require elaborate computations. Even those 
are only performed when a new rule is designed and not each time a pro¬ 
duction rate is to be set. Probably the major return from a scheduling rule 
is that it is an orderly way of scheduling production. This advantage is 
retained in servo analysis, even though little claim to optimality can be 
made. The form of the production rule may, however, be incorrect and the 
choice of parameters in the model is often arbitrary. 

19-3 Optimal production when sales are known with certainty 

It is possible to minimize the cost functional, Eq. [19-17], directly 
by choosing functions / and P which also satisfy Eq. [19-2]. The approach 
we use—that of the calculus of variations—is the following. A change in 
the total costs, denoted by ACj, will be induced by a change in the functions 
/ and P. The change will be represented by the functions <5/ and (5P, 
respectively. If it happens that AC^ is positive for some I and P and for all 
allowable 51 and <5P, the total cost is a minimum and the functions I and P 
will be the desired optimal inventory levels and production rates. 

If / is replaced by / -f and P by P + (5P, the difference in costs will be, 
from Eq. [19-17], the following: 

where 

and 

ACr = \Ci{I +51- 1)^ + Cp{P + dP- Pfi dt 
Jo 

- ^ [Q(/ - If + Cp(P - Pf] dt 
Jo 

= 5Ct + 5^Ct 

5Cj = 2 [CX/ - 1)51 + CfiP - P)5P] dt 
Jo 

S^Cr = r [CA5lf + Cp(<5/>)"] dt 
Jo 

Cl9-25a] 

[19-25b] 

[19-25c] 

In order for ACp to be positive the linear terms in the variations in Eq. 

^19—25] must vanish for all allowable 51 and 5P. Otherwise there would be 

variations, however small, such that ACj would have the same sign as 5Ct, 
which in turn can be made either positive or negative. The second condition 
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would be that be positiu* fur all adnitsMbk* variatiuHs; this is clearly 
met if the cost cocfHcicnts t‘, and are both pusitisc 

The condition that d{*, vanish fur alt b/ ami SP allows the optimal 
functions / and /* to lx; found. Sirtcc / P S and .S‘ is fiu'd, 

d/ 0/* (li) 26] 

Substituting into dC, from bq. {1*1 25b] wc obtain: 

Idr,. f (,(■/</ ■ 1 P,{P P)d!\,lt 
Jo 

ir ft 
C(,{P PUill f [fV/ I) (',./■>} b/./f [l*)27l 

i«i Jo 

Since /(() is the integral of the rate by which production exceeds sales, it 
must be a continuous function if production and sales are both linite. The 
end-points of the inventory function must therefore remain tixeil; that is, 
c5/(0) SU'D ”• 0. Consequently, the initial terms of bq. (1‘) 27] vanish, 
and it is suflicient that the integral vanish fur alt SI, 

The integral will vanish, however, only if the coeiricieiit of si is zero for 
all values of t. That is. production and mventories must satisfy the 
dilfercntial equation: 

<',(/ /) (',P U [10 28] 

for 0 t •: 7. Iq. [19 2K| together with bq. (19 2| constitute a pair 
of linear differential equations in the two unknown functions / and P. The 
initial and terminal inventories are ussumeil known from the condition that 
the variations vanish at the end-points and are parameters of the solution 
of b.q. [19 2H|. If the planned inventory level /(t) tloes not approach the 
specified initial level /(()) as t approaches zero, then [assuming Sit) is bounded j 
PU) ■~J{t) + ,S’(t) will become infinite at t 0, and .so will the costs. The 
condition on I(T) will, however, become essentially irrelevant as we let 7' 
approach infinity. 

The Laplace transformations of bqs. ( 19 281 and [ 19 2] arc, respectively, 
the following algebraic equations in p: 

c 
“[/r(/7) - Ip ‘(1 - <• r')] , pP,{p) j [/»(()) ,, r'/’(/*)| 0 

JI9 29aJ 

'’'/(7-)l /»,(/!) .V,(;,) [19 29b] ptM - [/(O) e 
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Eliminating Ij{p) from the above equations, we obtain: 

~ ~ § e-^\l{T) - /] - pe-'-'^P{T) + pP{(i) 

= ^Sr{p)-im)-n [19-30] 
L p 

For all j? having positive real parts, 5(/?) = Lim Sj-C/?) exists if 5(0 is bounded. 
r-xx 

Both I(T) and P(T) drop out of Eq. [19-30], leaving: 

- p') P^P) + ^ - UiO) - /]| [19-31] 

Letting = yJCjjCp, the transfer functions of the system are: 

/-Ft “^[p+P, 

UpI =[«/.) -1] - -1 

[19-32a] 

[19-32b] 

Since both transfer functions have positive and negative poles, the system 
is dynamically unstable if we regard it as being “physically realizable” 
(that is, if the solutions may be written in terms of only the past history of 
sales).^ In assuming complete certainty, however, we have ruled out such 
an interpretation. 

In the limit as t approaches infinity, so that the initial conditions become 
irrelevant, the production rate would be a moving average of sales. 
Inverting the transforms in Eqs. [19-32] we obtain the following asymptotic 
formulas: 

^00 
P(t) = ^ lS(t + t) + Sit - t)] dx [19-33a] 

^ Jo 

I(t) - / = - i 

'*00 

[5(t + t) - S{t - t)] dr 
0 

[19-33b] 

The transient and steady-state response of the system above will be 

discussed in Section 19-5. 

19-4 Optimal linear decision rules 

The difficulty with the preceding analysis was a lack of provision 
for correction of forecast errors because sales were presumed known with 

3 See H. A, Simon, “Some Properties of Optimal Linear Filters,” Quart. AppL Math. 12: 

438-440(1955). 
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certainty. The analysis is carried out once and for all, without allowing 
new information to be used as it becomes available. A way to meet this 
deficiency involves replacing sales by sales expectations and recalculating 
the optimal production rate each time expectations change. 

Let P(t, 9) represent the rate of production planned at time t for time 
t + 6; I(t, 9) the level of inventories planned at time t for time t + 6; and 
S(t, 9) the rate of sales expected at time t for time t + 9, We will now view 
the real time index, /, as being fixed and work entirely with the index 9. 
The analysis of the preceding section is then regarded as applying to pro¬ 
duction and inventory levels planned at time t for the entire future. Because 
the real time variable does not appear in an essential way in the analysis 
below, it will be dropped. P{9) will then represent the production rate 
planned for 6 units of time in the future. 

The initial values of the optimal production program will be of primary 
interest because we assume only that the initial plans will actually materialize: 

P{t) = Pit, 0) [19-34] 

The analytical problem, then, is to find P(0). The following approach 
is suggested by that used in Chapters 4 and 18 for a discrete time parameter. 
The polynomial coefficient of P(p) in Eq. [19-31] will vanish for the 
following values of p: 

Pk = ± \ICijCp [19-35] 

where k = 1, 2, respectively. If, in addition, we choose a value of p with 
positive real parts, Pip) will be finite and the first term of Eq. [19-31] will 
vanish. Only the one root p^ satisfies the convergence condition, 
Re iPk) > 0. 

The resulting expression for the optimal production rate at the next 
instant of time is: 

m = Pi Sip,) - ;7i[/(0) - /] [19-36] 

Re-introducing the time argument, Eq. [19—36] may be written as: 

R(0 = Pi I Sit, 9) d9 - p,[Iit) - /] [19-37] 
Jo 

The rule states that the production rate to be set for the fth instant of time 
should be a weighted sum of future expected sales, less some partial correction 
of inventory levels. The rule above is very much like Eq. [19-1], except 
for the weights attached to forecasts of future sales. Moreover, the feedback 
coefficient of the inventory error is the same as the value of a minimizing 
the costs of the response to an impulse, appearing in Table 19-1. 

It is possible to calculate rates of production planned for more distant 
points of the future. Substituting P(0) from Eq. [19-36] into Eq. [19-30], 
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setting T = 6, and letting p equal ±pi, respectively, the following two 
equations in I{6) and P{6) are found: 

-Piim - n - m = - SC^,)] [19-38a] 

PlUiO) - /] - P(e) = -Pie-^'%Se(-p^) + S(p,)2 
+ Ipie-^'^IiO) - 7] [19-38b] 

Eliminating the term in 1(6) from the system, P(d) will be the following: 
(*T 

P(e) = e-i’^lS(d + t) + + S(e - t)] di [19-39] 

-p"e-^^%m - /] 
where 0 < 6 < oo, and it is understood that S(t) — 0 for t < 0. For ^ = 0, 
the above equation is identical with the decision rule, Eq. [19-36]. For 
large values of 9, it approaches Eq. [19-33a] (if the appropriate change in 
the interpretation of the variables is made). 

Before studying the dynamic properties of the decision rule, it is of 
interest to compare it with the corresponding problem in which time is 
discrete. If the production rate were set for a period of length h, the cost 
functional would be the sum: 

Cr = 2 ICjiU - if + - Pf-\h [19-40] 
n=l 

where nh = 9 and Nh = T, If /z = 1, this is the same as Eq. [18-15]. 
The decision rule which would minimize the expected value of costs is 

found from Chapter 18 to be: 

= (1 - Ai) 2 - (1 - - I) [19-41] 
/I = 1 

where depends on the cost coefficients in the following way: 

Xi — ^ 2 + 
‘-'I 

2 
4 4-/2^^ 

Up 
[19-42] 

As the length of the period approaches zero, Xi approaches 1 — h\JCi/Cp = 
1 — hpi. Moreover, 

P{t) Urn -Pf+z* 

= Lim ^ 2 - PiiJt “ i) 
h~^0 U = 1 

= p, 9) de - p,[i(t) - /] 

This is, of course, the same as the decision rule, Eq. [19-37] 

[19-43] 



376 GENERALIZATION OF METHODS 

19-5 Dynamic response of production 

For the analysis of the transient response we will suppose that sales 
and production have been maintained for a long time at a constant rate 
(which can be assumed equal to zero without loss of generality). An 
impulse of sales at time 0, which is indicated by S(t) = <5(t), had suddenly 
been fully anticipated (without error) at time — s. The sales forecast function 
would then be that indicated in Table 19-2. Similarly, a shift in the 
equilibrium sales rate would be denoted by the step-function S(t) = u{t). 

Table 19-2. Response to Impulse and Shift of Sales. 

Sales Function S{t) 

Sales Forecast S(t, 9): 

t > —s, 9 > 0 
otherwise 

Production P(t): 

t < —s 
-s < t < 0 
0 < t 

Inventory I{t): 

t < -s 

— s<t<0 

0 < t 

Cost Ct{s) : 

Failure f{s) 

Impulse 

m 

S{t + 9) 
0 

0 
cosh.pi{t + s) 

0 

smhpi{t + s) 

j(l + 

e-2p,s 

Shift 

u{t) 

u(t + 9) 
0 

0 
cosh.pi(t + s) 

1 — sinh;?i5 

0 

smhpi(t + s) 
Pi 

J_ g-pi(f+s) p^^ 

Pi 

^(I_e-2pisx2-e-2pi0 + r 

e-2pis(3_g-2p,s^ 

2 

which is equal to I for positive t and 0 for negative L If such a shift 
is expected at time —s, then the forecast function would be that listed in 
Table 19-2. If s = 0, then the changes in the input come as complete 
surprises; if s = oo, there would be complete advance knowledge. 

The sales and sales forecast functions together with the decision rule 
Eq. [19-37] then allow the production and inventory paths to be calculated. 
Table 19-2 indicates that the production response is discontinuous at time 
— s, when the change suddenly becomes expected. The response is con¬ 
tinuous thereafter. With the sales impulse, the production rate reaches a 
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maximum at time 0, and then falls off exponentially. The production rate 
with the shift in sales increases gradually, approaching the new equilibrium 
level from below. Inventory levels with the sales impulse build up from the 
time the impulse was anticipated to the time the impulse materializes, drops 
at time zero by the amount of the sale, and then climbs again from the 
negative value up to the previous equilibrium level. The inventories, under 
the equilibrium shift, first increase during the period in which production 
anticipates sales and then decline as production approaches the sales rate. 

The cost of performance over a long period of time (-T < t < T, where 
T> s) can then be evaluated, and is presented in Table 19-2. The cost 
function for the shift in the sales rate includes a term equal to T, which 
arises from the bias of the production rate, after time 0, from the minimum 
cost point. A more complete model—involving explicitly work force 
adjustments and non-inventory investment—would, however, be necessary 
for a convincing analysis of the costs of not anticipating a permanent shift 

in sales. 
The fraction of total cost savings possible with a perfect forecast, not 

realized by a forecast having an horizon s, is measured by the “failure 

function 

C(0) - C(00) 
[19-44] 

The failure function for the forecast of a sales impulse is exponential with 
the relative cost of inventory and production adjustments as a parameter. 
Although the entire future is, in principle, relevant, the cost effect of the 
error can become negligible quite rapidly. The failure of the forecast of an 
equilibrium shift is always greater than that of a sales impulse, and about 

the same magnitude for small values of p^. 
In order to study the steady-state response of production to sinusoidal 

sales, we will need to make additional assumptions about forecasts of sales. 
Three cases will be considered, the first of which is the perfect forecast, 

+ Qy This case was the subject of Section 19-3, the transfer 

functions of the response being given in Eqs. [19-32]. As we have already 
seen, the rule with this forecast is dynamically unstable. If the forecasts 
are indeed perfect, however, the instability does not matter. 

The second might be called the null forecast; S(t, 9) = 0. That is, sales 
expectations are simply the long-run average, with no attempt made to 
catch any short-term changes. Substituting in the decision rule, Eq. [19-37], 
taking the Laplace transforms, and solving for production and invemory, 
we obtain the transfer functions of Eqs. [19-11] (if Pi = *)• The optimal 
decision rule and the rule postulated in Section 19-2 differ only in the way 

“t See H. Theil, Economic Forecasts and Policy (North-Holland, 1958). 
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forecasts are weighted. With the forecast equal to zero, the rules are 
identical. 

The third case uses the so-called na’ive forecast: S(t, 6) = S(t). Here the 
latest piece of sales data is extrapolated into all future points of time. 
Substituting into Eq. [19-37] we find that the rule with this forecast leads 
to the transfer functions: Kp(p) = 1 and Ki(p) = 0. That is, production 
exactly matches sales at all frequencies and there is no steady-state variation 
in the inventory levels. 

The response characteristics of the production rule for each of the three 

Naive 
Forecast 

S(t, 0) = 5(0 

1 

0 

0 

1 

Note: The phase lag is in radians. 
* The cost relative to that with the naive forecast. 

sales forecasts are summarized in Table 19-3. In each case, the sales 
function is the sine function having unit amplitude and a known frequency 
CO. The relative amplitude of the production movements to sales, as shown 
in Table 19-3, depends, in general, upon sales frequency. For the perfect 
forecast, production responds to low frequency changes in sales, but not 
to high frequency movements, and the response is always less than unity. 
There is a sharp cutoff in the production response at the frequency co = p^. 
The corresponding curve for the null forecast is more flat, being the square 
root of the curve for the perfect forecast. The amplitude of production 

Table 19-3. Frequency-Response Characteristics. 

S(t) = sin (Dt 

Perfect 
Forecast 

S(t, d) = S(t + d) 

Production response: 

Amplitude Ap 

Phase lag — 

Inventory response: 

Amplitude Ai 

Phase lag — 

Index of cost* 

— nil 

1 

1 + {wlPif 

Null 
Forecast 

5(r, ^) = 0 

1 

\/l + 

(JO 
tan -1 

Pi 

1 + {o^lPif 

0 

J_ 0^1 Pi 

Pi 1 + HPif Vl + {(olPif 

CO 

VPi 

n -h tan -1 

Pi 

1 + {coIpiY 
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changes with a naive forecast, being unity at all frequencies, always lies 

above both the others. There is no phase lag for the perfect or naive 

forecasts, but the null forecast has a lag that increases with the frequency 

up to 7r/2 radians. 
The inventory response with the perfect forecast approaches zero for both 

very high and very low frequencies of sales fluctuations, with a maximum 

of 1/2/71 at the resonant frequency OJ = Pi> The response with the null 

forecast possesses an upper bound of l/pi as co approaches zero and is a 

decreasing function of the frequency. The inventory response is identically 

zero with the naive forecast (all changes are absorbed, so to speak, by 

changes in the production rate). Inventories lead sales by a quarter cycle 

with a perfect forecast. The lead with the null forecast would be less than 

a quarter cycle, depending upon the frequency. 

Finally, the cost of operating the rule with a perfect forecast is, quite 

naturally, less than either of the other forecasts at all frequencies. The 

cost of the null forecast is less than that of the naive forecast for co > /?i, 

and is greater for lower frequencies. That is, after a certain point (depend¬ 

ing upon the relative costs of inventory and production adjustments) it costs 

less to neglect changes in the sales in planning production than to extrapolate 

every ripple. In interpreting the relative costs, however, it should be 

remembered that the superposition theorem does not hold for the quadratic. 

At this point it is worth summarizing the properties and comparative 

advantages of the optimal linear decision rules. A number of assumptions 

lie behind the analysis. First, the criterion for choice under uncertainty is 

the expectation of costs (higher moments of costs, such as the variance, are 

irrelevant). This is probably appropriate for routine production planning, 

but would not be in the case where there is substantial risk. Second, the 

cost function may be sufficiently well approximated by an integral (or sum) 

of quadratic cost components. This assumption is no more or less specialized 

than the assumption of a linear dynamic system and does, at least, allow the 

main qualitative features of dynamic costs to be represented. Third, the 

variables are not subjected to inequality constraints. Negative inventories 

are given an interpretation as backlogs of unfilled orders, and total pro¬ 

duction called for by the rules is unlikely to become negative. The 

additional assumption used in this chapter that the time parameter be 

continuous is, of course, unessential. 
The analysis needed to set up the decision rule is probably more compli¬ 

cated than that of the servomechanism approach, particularly since estimates 

of the cost coefficients would have to be made. The routine use of the rule 

would, however, be almost as easy. The analysis is still rather incomplete, 

because few guides to sales forecasting have been given in the analysis. 

From earlier chapters we do know that the forecasts should have no 

systematic errors and that errors of forecasts for the distant future do not 
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matter very much, but there is no explicit rule suggested by the analysis in 

this section for forecasting in terms of past data. 

19-6 Least-squares prediction and scheduling 

The purpose of this section is to outline an analytical approach to 

forecasting and incorporate it in the decision rule for production. The 

major deficiency in the approach of Section 19-4 was the lack of any rational 

way to make forecasts on the basis of observable data. For the discussion 

below, three additional assumptions are made: 

(1) The time-series of the uncontrolled variable is stationary and inde¬ 

pendent of the decision variables; 

(2) The statistical characteristics of the time-series are known with 
certainty; 

(3) The criterion for choice of an optimal forecast is the mean-square 

error of the prediction. 

The problem is not one of statistical inference, but one of finding regression 

functions from known correlation functions. 

We shall be concerned with linear dynamic systems with constant co¬ 

efficients which are forced by a series of random shocks. The so-called 

shock function e(t) has the following properties: 

1 f’" 
Lim — 8(0 £ft = £ 8(0 = 0 
r~^co J — r 

[19-45] 

Lim T r £(( + = £ £(t + t) 8(0 = ^(t) 
T~^oo J —T 

[19-46] 

where the <5 is defined by Eqs. [19-13]. 

The response of a dynamic system might be characterized by the integral 
equation: 

}{t) = v(t) — r) dz -h as(t) 
Jo 

[19-47] 

or the differential equation: 

2 = <^£(0 
A: = 0 

[19-48] 

where ^^*'*(0 = d^y(t)jdt’^. 
It may be written solely in terms of the past history of shocks, as follows: 

'00 

XO = 0- w(t) 8(t - t) dx [19-49] 
0 
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The Laplace transformation of Eq. [19-47] is: 

.T(/>) = iip)}ip) + ac(p) 
1 

1 - v(p) 
o’e(p) [19-50] 

Using the fact that L[.v<‘>] = /LQ.] if is continuous, the differential 
Lq. [19 481 yields: 

where w(/>) 

Finally, the transformation of Eq. [19-49] is: 

)ip) = avv(/^) €(p) [19-52] 

\i Fqs, [ F) 501, [ 19 51 j, and [19-52] arc equivalent statements for any 
pattern of shocks, then the following relations must hold among the para¬ 
meters : 

vv(/0 = ^ [19-53] 
1 “ v(p) Uip) ^ 

Since it is sometimes desired to find v(p) from w{p), the following relation 
will he listed separately: 

lip) = 1 - [19-54] 
wip) 

Wc will now examine some of the statistical properties of the time series 
describeti above. Because it is possible to move from one formulation of 
the structure of the dynamics to another, we will use the one with which 
the statistical results can be expressed most easily, namely, Eq. [19-49]. 
J'rom I{q. [ 19 451 the expected value ofy (or its time average) is: 

By(t) = <r w(t) Eb{1 - t) a = 0 [19-55] 

Fhat is, all coherent movements of the time-series are presumed to have 
been removed. Vhc autocorrelation function is: 

<l>(x) “ Ey(t + x)y{t) w{t + t) w(t) dt [19-56] 

Mic power spectrum is defined as the bilateral Laplace transformation of 

the autocorrelation function, which is: 

4>(p) dx = a'^w(p) w{—p) [19-57] 
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In general, the integral of Eq. [19-57] will converge only if is a pure 

imaginary number, in which case: 

(j)(p) = a^w(p) w*(/7) [19-58] 

where Rep = 0. This form of the power spectrum suggests that w(^) 

would be not unlike the square-root of This is, of course, correct for 

the absolute values of the functions, but the derivation of w(/?) from 
is rather intricate. 

Having specified the statistical properties of the time series and alternative 

ways of characterizing the response of the system, we are now in a position 

to explore what is meant by linear prediction. We will call y(t, 6) (6 > 0) 

the forecast of yit + 0) on the basis of information through time t. It is 

based upon the statistical properties of the series as well as the actual values 

assumed by the random variables for the past. 

The relation of the prediction to the past history may be written as: 

yit. 9) 
' j: 

y(T, 0)y{t - t) dr 
Jo 

[19-59] 

Since the differential and difference equation forms may be included in the 

above notation with the use of the (5-symbol, we will not include them 

explicitly here. The Laplace transformation of Eqs. [19-59] and [19-52] 
yields: 

y(p, 9) = av{p, 0) w{p) z{p) [19-60] 

It will be convenient to have a relation in terms of the past history of 
shocks. We can write: 

y{t. 9) == G 

'*00 

w(t, 0) B{t — t) dx 
0 

Since the transformation of Eq. [19-61] is; 

[19-61] 

y{p, 6) = ffw(p, 6) s(p) [19-62] 

for all s(p), we obtain: 

w(p, 9) = Dip, 9) w{p) [19-63] 

If w(p, 9) and wip) are known, then v{p, 9) may be found from Eq. [19-63], 

and predictions of y may be made on the basis of observable data from Eq! 

[19-59]. Since wip) may be derived from the autocorrelation function, the 
only problem remaining is the calculation of wip, 9). 

The parameters of the prediction rule may be derived from some index 

specifying the quality of a forecast. One of the most natural, and certainly 
the most simple of indices is the mean-square error: 

Vi9) = E\_yit + 9)- yit, 9)^ [19-64] 
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Substituting for y(t, 6) from Eq. [19-59] and expanding the binomial, we 
obtain: 

Vie) = Ely(t + 0)]- 

+ E 

"" 1*00 

— 2E v(r, 
_Jo 

e)Y(t + d)y(t - T)dr 

'00 

0 

] 
u(t, 9) u(cr, 6) y(t — t) y(t — r') dt dr'j [19-65] 

After carrying out the expectation operations, Eq. [19-65] becomes: 

f*oo 

V(d) = ^(0) — 2 J y(T, 6) 0(t + 9) dx 

nco 
v(x, 9) v(x', 9) (j)(x — t') dx dx' [19-66] 

) 

Necessary conditions for minimizing the set of functions V(9) come from 
setting the first variations equal to zero. Consequently, v(x, 6) is given by: 

<P{x + 9) = v{x, 9) (i>{x — x') dx' [19-67] 

where x > 0, 9 > 0, A unique minimum exists because the second variation 
of V(9) is positive: 

^00 

0 

'•oo 

dvit, 6) dv(z', 0) ^(t - t') dT dx' = £[(5>>(t, 0)]^ > 0 
0 

[19-68] 

Equation [19-67] represents the formal conditions which the optimal set 
of weights must satisfy. To find the solution to the set of integral equations 
we proceed as follows. From Eq. [19-56] we write Eq. [19-67] in terms of 
w(t) as: 

w(t + T + 0) w(t) dt = 
'oo 

0 Jo 
9) w(t + X — x') w{t) dt dx' [19-69] 

where t > 0, 0 > 0. Since the equations above must hold for all w(f) for 
which the integrals converge. 

vv(t -y X + 9) = v{x', 9) w(t -y X — x') dx' 
Jo 

where t, x > 0, 9 > 0. By a change in notation, we then have: 

w(x + 0) = I v(x', 9) w(x — x') dx' 
Jo 

[19-70] 

[19-71] 
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where t > 0, 0 > 0. The Laplace transform of the above relation is: 

e + 0) dx = v(p, 6) w(p) 

where 0 > 0. Comparing with Eq. [19-63] we then find: 

w(p, B) e + 6) dx 

where 0 > 0, and hence. 

[19-72] 

[19-73] 

w(t, B) = w(t + B) [19-74] 

where t > 0, 0 > 0. 

The variance, V*{B), of the optimal forecast may readily be evaluated. 
From Eq. [19-64] we have: 

r r“ ~l^ 
V*(B) = a^E J w(t) £{t + B - x) dx - w(t + 0) e(r - x) dx^ 

[19-75] 

w(t) + 0 - t) dx 

[w(t)]^ dx 

This is the sum of squares of weights that are not used in prediction. It is, 

of course, a non-decreasing function of the age of the latest piece of data. 

In order to study the dynamic properties of the decision rule with the 

least-squares forecast, we need to define the cross correlation between two 
functions of time, x{t) and y(t): 

(t>:cy(T^) = £[.X(r -I- t) j(0] [19-76] 

Note that reversing the order of the functions changes the sign of the 
argument of the original function: = (f)^y(-x). 

Suppose that x(p) = K(p) y(p) so that x(t) is the convolution of the 

functions K(t) and y{t). Under these conditions, the bilateral Laplace 

transform of in Eq. [19-76] assumes a rather simple symbolic form: 

(l>xy(p) = ^ K(e) y(t + r -e) y(t) dQ dx 

K{d) (l)yy{x — 9) dO dx 

= K(p)^yy{p) [19-77] 



DECISION RULES WITH CONTINUOUS TIME 385 

where (j)yy{p) is the power spectrum of y previously denoted by <j){p). Similar 

calculations would show the power spectrum of the function x to be: 

= K{p) K( ^p) cj^yyip) [19-78] 

If xo were the shock function, e(t), Eq. [19-78] would reduce to Eq. [19-57], 

with appropriate changes in labeling variables since (j)^Jip) = 1 and the transfer 

function is w(p). 

In order to use the above relations in the production rule, however, we 

will have to recognize the fact that the transfer function depends on the 

forecast parameters which, in turn, depend upon the autocorrelation function 

of sales. 

The Laplace transformation of the integral in the decision rule, Eq. 

[19-37], is: 

'•cO ^00 

S(p, Pi) = e-"^ \ S(t, 6) d9 dt 
J - 00 Jo 

= 6-“^ f f r(T, 6) S(t - t) dx dO dt 
J-00 Jo Jo 

= v{p,p,)S{p) [19-79] 

Consequently, the transform of the decision rule is the following: 

P{p) = 
P + Pi 

= ^2 "' iP'^^P^Pi^ + [19-80] 
P + Pi 

It can be shown by a generalization of the argument used to obtain Eq. 

[19-74] that the above is the best linear decision rule if the criterion is the 

time average of cost. Furthermore, if the disturbances, 2(t), are normally 

distributed the linear predictor gives the conditional expected value and the 

linear rule is optimal. 

If we let S{p) = w(p) s(p), the last relation in Eqs. [19-79] becomes: 

^(P^Pi) = ^(P’Pi) Hp) ^(P)- From Eq. [19-63], however, the product 

^(PyPi) ^(P) = Mp,Pi)- Since, from Eq. [19-74], w(t, 9) = w{t + 0), the 

weighting-function becomes: 

"^(p^Pi) = I I + Q)dQdt 
Jo Jo 

==-\— [v^;(^) _ w(/7i)] [19-81] 
P - Pi 
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Replacing v{p,p^) by w(p,Pi)lw(p) in Eq. [19-80] and using Eq. [19-81], 

we obtain the transfer function for production: 

Kp(p) = 
Pi r 
- pI l w(p) 

[19-82] 

Since Kj(p) = {^Ki{p) — l]/p, the transfer function for inventories is: 

Up) = 
w(Pi) 

w{p) 
[19-83] 

A rnost simple example of optimal prediction and adjustment is the 

following. Suppose that the deviations of sales from the long-run average 

are a series of uncorrelated random shocks—that is, S{t) = s{t). Comparing 

with Eq. [19-49] we see that the regression function w{t) = 5{t) and has the 

Laplace transform w(p) = 1. The power spectrum, ^ssip\ is also equal to 

unity. Because this indicates that the power of the input is uniformly 

distributed among all frequencies, this series is often given the name 

white noise. The best forecast would be the null forecast since no past 

observations add any more information about the course of the series. 

The Laplace transformation of the cross correlation between production 
and sales would be, from Eqs. [19-77] and [19-82]: 

<pps(p) = Kp(p)<t>ss(p) = 7-^ [19-84] 
(P +Pi) ^ 

The inverse transformation of the function above is: 

4>ps(t) = Pi e""" u(t) [19-85] 

where u(t) is the step-function. 

The six possible correlation functions involving sales, production, and 

inventories are given in Table 19-4. Although there is no serial correlation 

in sa es, the time-senes of both production and inventories possess serial 

correlation. The relative magnitudes of the correlations, for any given 

difference m time, depend on the coefficient p^ which reflects the relative 

costs of production and inventory errors. As production adjustments 

become more costly compared with inventory variations (p^ approaches 0), 

both series become less serially correlated and production changes become 

quite small compared with those of inventories. Production and inventory 

changes are negatively correlated with each other for all lags, and each is 

correlated with lagged sales only. This is as we should expect, since no 

future deviations from the mean can be predicted. The correlation of 

produchon with sales is always positive, the persistence of the correlation 
depending upon the relative costs. 
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The time average of costs is: 

C = lim — 
r->oo 2T 

'r 

[CX/ - + CpiP - Pf] dt 
-T 

— Cj[(j)ii{0) + Cp(j)pp{0) + CpP^ 

= \/ CjCp + CpP^ [19-86] 

the last being evaluated from the values of the correlation functions in 

Table 19-4. 

Table 19-4. Output Response to White Noise. 

Transforms Time Functions 

Transfer functions: 

w{p) 1 ^(0 

w(p. Pi) 0 0 

Kp{p) w{p) Pi 

p + Pi 
Pie~^^‘u(t) 

Klip) w(p) 
1 

p + Pi 
Correlation functions: 

4^ss(p) 1 d(t) 

^pp(p) 
p\ 

p^ - p\ 
El 
2 

' ^n{p) 
1 

~p^-p\ 2pi 

4^ps(.p) 
Pi 

p + Pi 

^is(p) 
1 

p + Pi 
-e-^"uit) 

4^ip(p) 
Pi 

p^-pI 

19-7 Summary 

Although models with finite periods of time are more natural to 

use for routine production scheduling purposes, the continuous time formula¬ 

tion is more convenient in applications where high-speed control is desired 

and the dynamic response is to be analyzed. Limitations from assuming 

that the criterion for choice is the expectation of a quadratic form are, of 

course, present in both cases. 
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Designing a production scheduling rule with servo analysis has the 

limitation that the rules are not necessarily optimal. Such analysis, how¬ 

ever, is a fairly inexpensive way to obtain a substantial portion of the benefits 

from systematic scheduling. 
An alternative approach which assumes that requirements are known with 

certainty can be very misleading since the resulting production system is 

dynamically unstable. A modification of the analysis, however, does lead 

to a simple rule for scheduling that is stable and also optimal if the forecasts 

of future sales equal the mathematical expectations. Data requirements are 

moderate since only relative costs and the first moments of the distribution 

of sales are used. 
The analysis may be extended to include making optimal predictions if 

the sales time series is stationary. With this rather specialized assumption, 

we are able simultaneously to forecast sales and set production on the 

basis of the forecast. The statistical characteristics of production and 

inventories may then be examined. 

Methods for computing optimal production schedules under other cost 

assumptions will be discussed in the following chapter. Although the 

methods are in many respects more flexible than approaches with a quadratic 

cost model, they seldom are appropriate with uncertainty in future sales. 



chapter 20 

Other approaches 

to production planning 

over time 

20-1 Overview of the chapter 

Production planning is probably the most intensively studied area 
of industrial operations research. There have come to be, therefore, many 
approaches to production planning other than the linear decision rules of 
Chapters 2 and 18, or the continuous-time analogs of Chapter 19. Several 
of the other approaches are quite flexible in allowing criterion functions 
other than quadratics and a variety of side conditions on the decision 

variables. 
In this chapter we will review some of the methods which appear to be 

most useful either from the standpoint of routine production planning or 
the insights they give about optimal production processes. We first describe, 
in Sections 20-2, 20-3, and 20-4, some methods associated with the variety 
of linear programming techniques. Costs associated with production rates, 
inventories, etc., are assumed to be linearly related to the decision variables. 
The methods are, however, more generally applicable than they will first 
appear because non-linear costs may be closely approximated by a series of 
straight-line segments. A major advantage of the linear models is that they 
are either easy to compute or good programs for high-speed computing 
equipment are available. Moreover, the cost model may often be generalized 
to include additional decision variables, cost components, and side restrictions. 

We will then examine two ways in which non-linearities in the cost function 
may be handled. Section 20-5 outlines the Modigliani-Hohn method of 
“horizon planning.” Although this approach is probably not so useful for 
period-by-period planning, it does lead to some important qualitative 
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properties of optimal production rates. In Section 20-6 we describe the 
functional equations approach of dynamic programming, and apply it to a 
quadratic cost function previously considered. Even though this approach 
is computationally inefficient whenever there is an alternative, it is very 
useful in formulating scheduling problems under uncertainty. 

In Section 20-7, we examine how uncertainty may be allowed for in the 
models previously considered. The methods are generally not well-adapted 
when future sales are uncertain. This is because probability distributions 
typically add enough non-linearities that the approaches lose their simplicity, 
particularly if the models take into account the fact that decisions to be 
made later will be based on more information than is currently available. 
Another disadvantage is that all the calculations must be carried out each 
time the schedule is to be revised. 

20-2 Break-even approach 

In order to show most simply the effect of inequality restrictions 
on production and inventories, we will first consider the problem of 
minimizing a cost function with constant unit costs of production and storage: 

c = i (C«F, + C,/,) [20-1] 
/= 1 

where Cj^ is the regular time cost per unit and Q is the cost of holding a 
unit for one period of time. Future sales are assumed to be known with 
certainty, so possible forecast errors need not be taken into account in the 
decision process. 

Production and finished-goods inventory must satisfy the inventory 
balance conditions: 

/, = /,_!+ F, - S. = /o + i (P, - S,) [20-2] 
S= 1 

where t = 1,2,..., T. In addition, we explicitly require that the production 
and inventory be non-negative: 

Pt>0 /, > 0 [20-3] 

where t — 1, 2, ..., T. Restrictions on production rates are relevant if 
there is a good chance that the rate calculated without restraints would 
actually be negative. If this is not the case, there is little point in using the 
redundant condition. Non-negativity conditions on inventories are appro¬ 
priate if negative inventories cannot be interpreted as backlogs of unfilled 
orders. 

Since production must in the long run equal sales, the only reason for 
holding inventories is to allow a transfer of production from one period to 
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another whose unit costs are lower. No such possibilities exist here because 
the unit cost of production is independent of the rate of output. The 
optimal policy is, therefore, to make inventories as low as the constraints 
permit. This may be accomplished by stopping production until inventories 
are zero, and then making the production afterwards exactly equal to sales. 

The optimal policy is independent of the cost coefficients (so long as they 
are positive). Furthermore, production in each period depends only on 
sales in that period and the available inventory of finished goods. Forecasts 
of sales beyond the current period are irrelevant for production planning. 
The data requirements are, therefore, very small. 

Although few planning problems are so simple, the sort of reasoning 
used above is useful in more complicated situations. If production costs 
per unit are independent of the production rate, there is no particular 
advantage in smoothing production. If, however, overtime premiums must 
be paid for production to exceed the regular time capacity, then inventories 
may pay off in allowing less expensive production.^ 

Suppose that only Kr units may be produced on regular time during 
each scheduling period. Items may be produced on overtime at a cost per 
unit of Co, which is higher than the regular time cost C^. The cost function 

then takes the form: 

c = 2 C/(^«) + [20-4] 
t=l 

where: 

KPt) = 

CrP,, if Pt ^ Kr 

+ Co(P, - iiP, ^ Kr 
[20-5] 

Building up inventories may allow one to avoid future overtime premiums, 
Co — Cg, if regular time capacity is available. Production on regular time 
in period t to avoid the overtime premium in period r + 0 is profitable if 
the unit cost of storage for 6 time periods is less than the overtime 
premium. That is, storage for d periods is profitable if: 

e <e* (Co - Cg) 

Cr 
[20-6] 

6* is the break-even point on production for inventory. 
The scheduling rule is to make inventories as small as the constraints 

allow, except that they should be built up in order to avoid overtime pro¬ 
duction within e* time periods. If producing for inventory on regular 
time can be done in any intervening period rather than the current one, then 
the extra production should be deferred to avoid needless storage costs. 

1 This approach is based on A. S. Manne, “A Note on the Modigliani-Hohn Production 
Smoothing Model,” Mgmt. Sci. 3: 371-379 (My, 1957) and S. M. Johnson, “Sequential 
Production Planning over Time at Minimum Cost,” Mgmt. Sci. 3: 435-437 (July, 1957). 
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Suppose Co = $0,685 per unit, Cr — $0,458 per unit, and C/ = $0.07 per 
unit month. From Eq. [20-6], we find 0* = 3.25. Therefore, it would be 
profitable to hold inventories 3 months in order to avoid overtime premiums, 
but not 4 months. 

The production plans are still not very sensitive to the exact values of the 
cost coefficients. The policy of avoiding overtime depends on the assump¬ 
tion that the products on overtime and regular time are identical, but that 
overtime is more costly. Avoiding inventory storage depends only on the 
fact that storage costs are greater than zero. The break-even point, 0*, for 
exchanging inventory carrying charges and overtime premiums depends only 
on the ratio of the relevant costs. Furthermore, the production scheduled 
in the current period often does not depend on the sales rate more than 0* 
periods ahead. Forecasts of sales beyond the 0* periods are therefore not 
needed to determine the optimal current production rate. 

The results may easily be generalized to allow a number of alternative 
modes of production (such as extra shift operation, purchase from com¬ 
petitors, etc.) which have different unit costs. The production cost function 
would then be of the form: 

m = 2 C,K, + Cj{P, - Kj), 
i= 1 

<P,<tKi 
1=1 / = I 

[20-7] 

"tc.K. + C^P,, 2K^<P, 
\ i= I /= 1 

It is assumed above that the cost coefficients are numbered by increasing 
size (Cl < C2 < ... < CJ and that Ki represents the capacity with each 
method. The maximum storage time in order to produce with the /’th 
method instead of the (i + l)’st would then be given by: 

e* = ^i±i--'I |-20_8] 

The production-planning rules would be similar to the preceding case. 
A continuous (convex) production cost function may be approximated as 

closely as desired by one of the above form. 

20-3 Transportation model 

The problems described above may also be formulated as special 
linear programming problems that are relatively easy to solve with methods 
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applicable to the “transportation model.”^ The structure is, however, such 
that the full power of the method is often not needed. The main justification 
for considering the model is its flexibility in handling certain generalizations 
(e.g., to include warehouse storage limitations). Even if the computing 
algorithm is not used, the tabular layout is a convenient worksheet for other 
approaches. 

The transportation methods are applicable to problems of the following 
sort (by renumbering the variables, if necessary): To minimize the linear 
functional/ with respect to (z = 1, 2, ,m;j = 1, 2, ., 

m n 

.. ,n) where: 

/= 2 2c.7^.v 
1=1 j=i 

and 
m 

[20-9a] 

2 ^ij = 
1=1 

where j — 1, 2, 

[20-9b] 

2 ^ij = bi 
y=i 

where z = 1, 2, ..., m. 

[20-9c] 

Xij > 0 [20-9d] 

Assume that in each period the product may be made in n types of 
operations each of which has a constant unit cost and labeled so that the 
smallest cost is Cj, the next C2, and so on. Let represent production 
by the z’th process in the fth period to be sold in the 5’th period. (The pair 
z, t represents the origins of the transportation model, and 5 the destinations.) 
The cost functional is the following: 

c = 2 2 2 + constant [20-10] 
1=1 5=1 /=! 

The constant term depends on the sales rates and initial and terminal 
inventory levels, but does not depend on the production schedule. Let St 

represent the sales (plus initial inventory in the last period) that are not 

met by the initial inventory: 

St = Min St, Max (2‘ /o,0 

The constraints on production are the following: 

2 2^;« = -§s 
/=! 1=1 

[20-11] 

[20-12a] 

2 See E. H. Bowman, “Production Scheduling by the Transportation Method of Linear 
Programming,” Operations Research 4: 100-103 (February, 1956). 



394 GENERALIEATION OF MCTHOIK 

{20 12b] 

[20 12c I 

Table 20-1. ( 'ofd l aWe. 

i i 
Productum ; Saks Periods (I)csti»atitnU Availability 
(Sources) I , ! 

j Period 1 Period 2 . .. ; Period /' 

F Method 1 
1 

<’t f <’i ' c\ M/' IKV ' ^t 
li 
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I 
0 
D 

Method 2 ('x 
1 } 

1 * 1 

1 (/' 

f 

DC, 

1 

1 Method n C\ ('» 1 (/■ DC', 1 A„ 

P Method 1 iW* i (\ ( tr 2K', ‘ A, 
E 
R 
1 
0 

Method 2 M .. <*. 1 (/' 2K‘, A.! 

D 

2 Method n! M 
1 [ 1 (/■ 2K‘,: Am 

P 

1 ’ 
1 . 

i , ! 
Method 1 j M 

1 ^ [ 

’ M 1 
i A, 

E 
R 
1 
0 

Method 2 M \ ^ 
i 

i A'a 

D i . j 
r Method n M M <; a; 

Requirements** i ' . 

* Prohibitively high cost to rule out positive production in, say, Feiiod 1 tot sale tn 
Period 1. 

Sales (plus terminal invenu^ry in Feriod T) not met by tmoal nnciitoty. 
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20-4 General linear programming model 

Production planning under more complicated cost conditions may 
be formulated as linear programming problems which may be solved by 
methods other than those for the transportation model. In particular, the 
simplex method may be used for any problem which can be expressed as 
follows:^ To minimize (or maximize) the linear functional/with respect to 
Xj 0‘= 1, 2, ... , «): 

subject to the restrictions: 

II [20-13a] 

n 

J=l 
[20-13b] 

where i = 1, 2, ... , m; 

where j = 1, 2, ... , n. 

Xj > 0 [20-13c] 

The problem previously considered (from Eq, [20-4] with production 
costs given by Eq. [20-7]) may be written in the desired form in the following 
way. Let Pi^ represent the production with the fth process in the fth 

period. The total costs of production and inventory storage over T periods 
of time is then given by: 

c = 2 tlCt+ Cj(T + 1 - i)\Pu [20-14a] 
t=\ Z=] 

plus terms independent of the production rates. The problem is to 
minimize C, subject to non-negativity restrictions on inventory: 

2 iPit^ [2(^14b] 
1=1 f=l 

where s = 1, 2, ... , T. and the capacity and non-negativity restrictions on 
production: 

K, > Pi, > 0 [20-14c] 

where / = 1, 2, ... , /z; and f = 1, 2, ... , T. 
The simplex method is rather cumbersome for the simple problem described 

above. Much research continues to be directed toward finding more 
efficient computational for special types of problems. The planning problem 
can be generalized in several directions, however, and still be approached 
with the simplex method and its modifications. 

3 For a discussion of various ways to compute the solution to the problems, see S. I. 
Gass, Linear Programming—Methods and Applications (McGraw-Hill, 1958); and A. 
Chames and W. W. Cooper, Management Models and Industrial Applications of Linear 
Programming (Wiley, 1961). 
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Some generalizations are the following;* 

(1) Cost parameters which vary with time: 
(2) Warehouse capacity limitations and production rate floors; 
(3) Planning production for more than one product with joint pr<iduction 

facilities; 
(4) Materials and component purchases, together with materials and 

work-in-process inventories; 
(5) Costs associated with changes in the rate of production and changes in 

size of the work force. 

The last problem presents some diflkulties in formulation, and will he used 
to show how some generalizations may be incorporated. We suppiwe that 
the unit cost of production is constant us long as the pri'duction rate does 
not change from one period to the next. Increasing the rate of production, 
however, is costly because of training new employees. No ttvertime is 
allowed, but inventories of the final product may be held, t he total cost 
over T periods of time is, therefore, assumed to he the following: 

f 130 l.*il 
/:« | /' 

The variable = Max(/', -■ P, i,l)) so that a cost of ( |x*r unit will 
be incurred if production increases from period / ■ I to period t, but 
nothing happens if production is cut back. Similarly, we could define 
Z)," = Max (-P, + P, ,, 0) .so that 

p, p, , /V /), l.n) K.j 

The entire problem may be stated in terms of the positive ami negative 
changes in the production rate, from liq. (2h 16j. prtHluctitm becomes: 

P, - Po t ■ D, ) • 0 120 17u l 
1 -1 

where / = 1, 2, ..., 7’so that inventories are: 

/, = /„+ V ™ ,V.) 
i,. I 

- /o + i l(f f I - /)(/)/ - />, ) - .V,l • 0 [20 I7bl 
im I 

where t ^ 1, 2, , 7' (Since the cc^eflicient?^ t»f /)/ imd 11^ in the con¬ 
straints are linearly dependent, at least one of each pair will always be /eroj 

^ See A. Charne.H, W. W. Cooper, and I), I'iirr, **Lnie;ir Prografititnng atul Piofil 
fercncc Scheduling fora Manufacturing l-irniyVowr. Opmamm Sm\ /tmer, 1: 114 
(May, 1953); R. C), Perguson and L. P'. Sargent, iJmw tmi 
Applications (McGraw-Hill, 1958), csp. C1n I2; and J, P. Magee, PctHincium tHmmmp ami 
Inventory Control (McCiraw»Hin, I95K). Appendix (i, 
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Substituting terms in /),•* and D; for production and inventories, the cost 
function of liq. [20 15] may be written as follows: 

‘ .'H:i(/'+2-t>4 + C;,](D+-Z),-) + C^D+} [20-18] 

plus terms independent of the production changes. The functional above 
is to be minimi/ed subject to the constraints of Eqs. [20-17] and the non¬ 
negativity conditions of /),' and D,”. This is a problem in the form of 
Tqs. 120 131 so that the simplex and related methods may be used to find 
the solution. The problem contains IT variables and IT inequality con¬ 
straints, hence the problem could be fairly large even with the single 
product.^ 

20-5 Horizon planning 

1 he method of hori/on planning'’ is applicable to a cost function 
with non-linetir production costs. Since any non-linear production cost 
function may be approximated by straight-line segments, the methods of 
Sections 2t) 2 to 20 4 would probably be most useful in applications for 
period-by-period planning. The method was developed to examine the 
data and forecasting requirements of optimal production plans. The con- 
clusitins about such requirements are its most interesting features. 

Consider the problem of minimizing the functional of Eq. [20-4]: 

T 

uiPt) + q4] 
/1 

[20-19a] 

subject tu the constraints: 

II I +
 

>
 

1 [20-19b] 

where i 1, 2, ... , 7’. 

/, 0, F, > 0, [20-19c] 

where t 1, 2, ... , 7’. The derivative of/(F,) is assumed to be non-negative. 
strictly increasing, and continuous. A “fundamental solution” is the set of 
production levels P, which minimizes the value of the cost function subject 
i.nly to the constraints of liq. [20 19b]. Application of the calculus then 

■■ ( Vi mill ntiahmiivc properties of the solution to this problem have been given by A. J. 
lloifnmn ami VV. .lacobs. "Smooth I'utterns of Production,” Mgmt. Sci. 1: 86-91 (October, 
l‘A.p ;uul II. Aniosievvic/ and A. .1. Holfman, “A Remark on the Smoothing Problem,” 

Afmt. Sd. I; 92 95 (October, 1954). 
f I', Modipltani and b. li. Holm, "Production Planning over Time and the Nature of the 

l'.\[H\ialions and Planning Ilori/.on," Econonwtrica 23: 46-66 (1955). For alternative 
approaches to this problem see W. Karush, “On a Class of Minimum-Cost Problems,” 
Mgmt. Sd. 4; l.t<> 155 (January, 1958); and K. J. Arrow, S. Karlin, and H. Scavt, Studies 
in the Maiht'niaticiil Theory of Inventory and Production (Stanford University Press, 1958). 
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requires that a fundamental solution satisfy the following conditions on the 
marginal costs: 

/ 1) “ / (-^i) + t Cj [20—20] 

where t = 1, 2, , T, and/(P,) = df(P,)ldF,, For a givenPj, Eq. [20-20] 
defines a unique fundamental solution; hence, the fundamental solutions 
form a one-parameter family of paths depending on the initial production 
level. If we plot cumulative production plus initial inventories against the 
time periods, each path begins at Iq and, with the rise or fall of the initial 
slope Pj, the entire path rises or falls over the entire planning interval. 

The optimal path must, in addition, satisfy the non-negativity constraints 
of Eq. [20-19c]. The properties of the production cost function guarantee 
that the production levels of the fundamental solution will be non-negative, 
but there has been nothing to stipulate that inventories will be non-negative. 
To take this restraint into account, plot cumulative sales on the same graph. 
Then begin with a value of Pj for which the fundamental solution lies above 
the cumulated sales. Decrease Pj until the fundamental solution touches 
the curve of cumulated sales for the first time, say at t = t* (t* is called the 
horizon). Then over the subrange t = 1, 2, ... , t* the optimal solution 
coincides with the fundamental solution. To continue the construction of 
the solution, shift the time axis so that t* becomes 0, and repeat the process. 
Continue until the final horizon is at T. 

The most interesting aspects of the model are the qualitative properties 
of the solution. First, the complete set of future requirements need not be 
known in order to plan optimal production. All that is needed is cumulated 
sales data for the horizons: ..., t*. The problem involving Pperiods 
may be factored into r sub-problems, within which the sales rates do not 
affect the production schedule. 

Second, if the inventory storage costs are negligible, a constant rate of 
production within each interval is optimal. Furthermore, the optimal 
production plan is independent of the exact form of the production cost 
function (as long as it is continuous, convex, and non-decreasing). Under 
these conditions, then, detailed information about the form of the cost 
function is not necessary in order to schedule production optimally. More 
than one product and factor could be incorporated, with suitable indexes for 
total costs instead of output (e.g., labor hours).*^ 

20-6 Functional equations 

The functional equation approach of dynamic programming is 
another method applicable to non-linear problems. Although it is usually 
inefficient computationally whenever an alternative method is available, it is 

7 A. Charnes, W. W. Cooper, and B. Mellon, “A Model for Optimizing Production by 
Reference to Cost Surrogates,” Econometrica 23: 307-323 (1955). 
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very useful in formulating planning problems under uncertainty. The 
methods are based on factoring extremal problems in several variables into 
a series of simpler problems.® The underlying logic of the approach is 
simple and appealing. Suppose we wish to find the minimum (or maximum) 
of a function of the n variables X2, , x„, which variables are restricted 
to lie in a certain domain D. The minimization operation may be factored 

in the following sense: 

Min T(xi,X2, ..., x„) 

xi,X2, ...yXnsD 

= Min Min 
XlSDi X2^D2 

... Min F(xi, X2, ■■■ , x„) 

XneDn 

[20-21a] 

where Di depends upon x,._i, Xi_2, ... , Xj. Now, let: 

^n-25 , Xi)= Min F(xi, X2, ■■■ , x„) 

xnsDn 

[20-21b] 

... ,Xi= Min /i(Xi, Xi_i, ... , Xi) 
xi&Di 

[20-21c] 

where / = 1, 3, ..., n — 1. Then the desired minimum is: 

fo = Min /i(xi) [20-22] 
x\bD\ 

In general, the methods sketched above are not very convenient com¬ 
putationally because sequences of functions have to be calculated (not 
sequences of numbers). However, several interesting cases can be worked 
in the above manner since the functional F and the constraining relations 
characterizing Di break apart, so to speak, simply. These conditions are 
typically met in dynamic planning problems. 

Suppose, in particular, that the functional T is a sum of functionals each 
involving successive pairs of variables and the admissible values of x^ depend 

only upon Xj._i: 

F= [20-23] 
i = l 

We will eliminate superfluous variables from the recurrence equations by 
defining functions gi(x^) as follows: 

gi(Xi) = ... , Xi) - 2 Gjixj, Xj_i) [20-24a] 
j=i 

where 7 = 1, 2, — 1. 

^o(^o) = fo [20-24b] 

8 See K. J. Arrow, T. E. Harris, and J. Marschak, “Optimal Inventory Policy,” Econo- 
metrica 19: 250-272 (July, 1951); and R. Bellman, Dynamic Programming (Princeton 
University Press, 1957). 



400 GENERALIZATION OF METHODS 

With the new functions gi, Eqs. [20-22] may be written as follows; 

Sn-= Min G„(x„, x„_ j) [20-25a] 
xneDn 

gi-i(Xi-i) = Min + Gi(Xi, x._i)] [20-25b] 
XisDi 

where i = 1, 2, ... ,n — 1, and g-Q is the desired minimum of F. The set of 
X s at which the minimum is reached is the optimal solution. Equations 
[20—25] outline a recursive scheme for calculating the optimal solution. 

For the production planning problem characterized by Eqs. [20-19], the 
functions G, take the following form: 

7,-i) = Cjit +/(/, -It-, + S,) [20-26] 

where t = 1, 2, .. ., T. The non-negativity constraints on the variables are: 

/, > 0 [20-27a] 

Pf — -l“ Sf ^ 0 [20-27b] 

where t = 1, 2, .. .. ,T. Alternatively: 

where t = 1, 2, .. 
/, > Max(0,1,-, - S,) [20-28] 

■ ,T. 
Hence the recurrence relations Eq. [20-25] become: 

ir- i(/r_i) = Min iCJr + Air - h-i + Sp)] 
It^Dj 

[20-29a] 

S'i-i(7t-i) = Min [g,(7,) + Cjl, +f(I, + S,)] 
h&Dt [20-29b] 

where t = 1, 2, .. ., r — 1, and 

D, = {/,|/, > Max (0, /,_! - S,)} [20-30] 

The problem is thus restated in terms of a sequence of problems in a single 
decision variable. Other costs and constraints can be incorporated, but the 
actual computational problems may be formidable in spite of the structural 
simplicity. 

Now consider the problem with a quadratic cost function: 

C = i [Cp(P, - py + cyi, - If] [20-31] 

together with the “conservation” Eq. [20-19b], but without the non- 
nptivity restraints, Eq. [20-19c]. This problem may be put in the form 
of Eq. [20-23] by substituting Eq. [20-19b] into the cost function to obtain: 

T 

^ + St - Pf + Cj{It - 7)^] [20-32] 
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where /, can be any point on the real line—that is, D, = (—oo, cc)—and is 
independent of the other inventory levels. For convenience, let — 
and = P — Sf, Since the production policy depends only upon the 
relative costs of production and inventory deviations, let R = CjjCp so that 
the criterion function be written as: 

= 2 [(^1 - [20-33] 
/=1 

The functions Gi appearing in Eq. [20-23] are then the quadratics: 

G,(x„ x,_i) = (x, - x,_i - z,)^ + Rxf [20-34] 

We are now in a position to use the recurrence relations Eq. [20-25] to get 
at a way of computing the minimum cost.^ 

The minimum of Gj with respect to x j is found by setting the first derivative 
equal to zero. It is: 

^T-i(^r-i) = (^r-i + [20-35] 

at Xj = {xj-i + Zx)l(l + R). The next function to minimize is: 

gr-li^T-l) + ^T-l) 

R 
= 1 I + (Xj-i ^r-2 “ [20-36] 

i ■+* jK 

The minimum of Eq. [20-36] with respect to x j_ i is 1)- Continuing 
in this way we finally obtain giCxJ. The value of minimizing gi(xi) is 
the desired deviation in the inventory level from 1 at the end of the first 
period. The first-period production may then be calculated from the 
relation: = x^ 4- / — /o 4- S^. 

For this problem there is a rather simple recurrence relation connecting 
the coefficients of successive pairs of functions g^ Note that the functions 
gi will always be quadratic, and can be written in the general form: 

gi{x^ = AiX^ 4 2BtXt 4 Ct pO-37] 

where t = 0, 1, 2, ..., T — 1; and the coefficients may depend upon z^, 
z,+ i, ... , Zj. From Eq. [20-33]: 

R 

“ (lTr) 
[20-37a] 

[20-37b] 

[20-37c] 

9 See R. Bellman, “On a Class of Variational Problems,” Mand Carp. Paper P-714 
(1955). 
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Calculation of the minimum of Eq. [20-36] then shows that the following 
recurrence relations among the coefficients hold: 

and 

At -1 

A, + R 

1 -h R 

*4” 
Bt 

1 + A, + R 

[20-38a] 

[20-38b] 

where t = 0, 1, 2, , r — 1, (The constant term is more complicated— 
and irrelevant.) 

The optimal value of is given by the formula: 

^t+i + z,- B, 
1 + Af + R 

[20-39] 

where r=l, 2, Consequently, the optimal inventory levels are 
given in terms of the recurrence relations Eqs. [20-38] and [20-39]. The 
sequence of functions is characterized by the parameters A^, and C^. 

20-7 Programming under imcertainty 

When sales requirements are not perfectly known, the most natural 
assumption to make is that the probability distribution is known and that 
the appropriate criterion for choice of an “optimal” production plan is the 
minimization of the expectation of costs. It is necessary, however, to 
distinguish carefully static uncertainty from dynamic uncertainty. Under 
conditions of static uncertainty, decisions are made once and for all on the 
basis of limited information. The dynamic problem allows subsequent 
decisions to be made on the basis of information that may become available 
at a later point of time. In either case, the probability distribution of sales 
introduces non-linearities in the functional or the constraints, but in quite 
different ways. 

One approach to the problem of uncertainty is to assume first that sales 
are known with certainty, but to examine how sensitive the optimal pro¬ 
duction plan is to changes in the sales curve. For several of the models 
above, the production plans are insensitive to changes in sales. 

It is possible, however, to incorporate certain aspects of uncertainty into 
the decision model. Consider first the static situation: production rates 
are to be decided once and for all without a perfect forecast of future sales. 
All that is known is the joint density function of the sales rates, 

S2i ..., Sj), 
Suppose first that production costs are proportional to the number of 

units produced. Inventory may become negative, but there is a penalty 
charge proportional to the backlog of unfilled orders at the end of each 
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period. If inventory is positive, there is the usual storage charge. Thus, the 
inventory cost function is: 

KQ = 
— Cjy /„ /, < 0 

/, > 0 

The total costs incurred in Tperiods would therefore be: 

c = i IKQ + QPJ 
1= 1 

[20-40] 

[20-41] 

The inventory balance condition of Eq. [20-19b] will still be satisfied, but 
the inventory levels are not required to be non-negative. 

The expectation of the cost functional will have the following form: 

EC = i + 2 P,) + Q P,j [20-42] 

where the functions are convex, but nonlinear, in their arguments. The 
first, for example, is: 

flo + Pi 

Hi(Io + Pi) = Q (/o + Pi- S,)cl>,(S,)dS, 
Jo 

+ r (S, - /o -- Pi)ct>i(S,) dS, [20-43] 
JIq + Fi 

The remaining functions are multiple integrals of the same general type. 
The problem is to minimize EC in Eq. [2042] subject only to the restraint 

that the production levels be non-negative. The non-linear functional may, in 
principle, be approximated by straight-line segments and treated as a linear 
programming problem. 

An alternative formulation might also be used. Suppose a constant unit 
cost of production and cost of storage. There is no penalty for depletion 
of inventory in the cost function. Instead, we specify in the constraints 
that the probability of a stockout be less than some pre-assigned level. 
Therefore, the problem is to minimize 

T 

EC = 2 [Q E Max (/„ 0) + Q PJ [20-44a] 

subject to the restraints: 

Pr|/, = /o+ i(P,.-S,)<oj<a, [20-44b] 

and P, > 0 [20-44c] 
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where I — 1, 2, , J1 In this case, we have a non-linearity both in the 
functional and in the side conditions.^® 

The corresponding dynamic problem is most conveniently approached 
through functional equations of dynamic programming. Suppose that at the 
time production for each period is determined, the sales rate of that period 
is known. Then the non-negativity constraint on inventories can be met 
with certainty (which was not possible in the two cases outlined above). 
Sales in periods after the current one are, however, still unknown. 

Under certainty, the recurrence relations are given by Eqs. [20-29]. If 
at the beginning of the fth period, only the conditional distribution of sales 
and the inventory at the beginning of the period are known, the conditional 
expectation of costs is taken. The recurrence equations become: 

1) ~ E Min [Cj/j- 4- — fr-i “b ^t)~\ [20—45a] 
St It^Dt 

g,_i(/,_i) = E Min [gX/,) + Q 4 + C^(/, -/,_! + S,)] [20-45b] 
St h^Sit 

where the domains are given by Eq. [20-30]. 

Although the problem under dynamic uncertainty can be readily formu¬ 
lated, little progress has yet been made in ways to compute its solution.^^ 

A. Charnes, W. W. Cooper, and G. H. Symonds, “Cost Horizons and Certainty 
Approach to Stochastic Programming of Heating Oil,” Mgmt. Sci. 4: 

235-236 (April, 1958). 

“Linear Programming under Uncertainty,” Mgmt. Sci. 1: 197-206 
(1954-1955). 
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